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Abstract

End-to-end (E2E) Speech Translation (ST) offers a streamlined alternative to traditional
cascaded systems, promising lower latency and reduced error propagation. However, its
adoption in real-world scenarios is currently hindered by three critical bottlenecks: input
processing challenges (mismatch between static data and continuous audio), training data
scarcity, and evaluation limitations regarding paralinguistic information.

This dissertation addresses these limitations through a cohesive set of methodological
and architectural innovations. First, we tackle the segmentation and input processing
challenge. We introduce Supervised Hybrid Audio Segmentation (SHAS), a method that
effectively bridges the gap between manual training segmentation and automatic inference
segmentation, allowing E2E models to process continuous audio streams with minimal
performance loss. Building on this, we propose SEGAUGMENT, a data augmentation
strategy that utilizes training data re-segmentation to maximize the utility of existing
datasets, significantly improving performance in low-resource settings.

Second, we tackle data scarcity by developing methods for zero-shot speech translation
through cross-modal alignment. We introduce ZEROSWOT, which leverages Optimal
Transport to align speech encoders with massively multilingual machine translation models
at the subword level, enabling translation without paired ST data. We further refine this
approach with CHARSONAR, demonstrating that character-level modeling significantly
improves cross-lingual and cross-modal transfer, achieving state-of-the-art results, despite
being a zero-shot method.

Finally, we investigate the semantic richness of E2E translations. We present a focused
evaluation on prosody, revealing that while current E2E architectures possess the internal
capacity to represent paralinguistic features like intonation and stress, they often fail to
manifest these in the final translation.

Collectively, these contributions advance the state of the art by creating E2E ST systems
that are more robust to unsegmented inputs and more data-efficient, while also providing
insights into the limitations of current E2E systems in preserving the nuances of spoken
communication.
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1 Introduction

1.1 Motivation

In an increasingly interconnected global society, overcoming linguistic barriers is a pre-
requisite for effective communication and collaboration. Text-based Machine Translation
(MT) has achieved remarkable proficiency, approaching human parity for high-resource
languages (Fan et al., 2021; Liu et al., 2020a; NLLB, 2024). Nevertheless, speech re-
mains the primary and most natural mode of human communication. Consequently, the
development of robust Speech Translation (ST) systems is essential for facilitating global
interaction.

End-to-end Speech Translation (E2E ST) has emerged as a promising paradigm to translate
speech signals directly into foreign text (Bérard et al., 2016; Weiss et al., 2017). By
replacing the traditional cascade of Automatic Speech Recognition (ASR) and Machine
Translation (MT) (Ney, 1999; Mathias and Byrne, 2006), E2E models theoretically avoid
error propagation, reduce latency, and retain access to the full acoustic context of the
source utterance (Sperber and Paulik, 2020; Bentivogli et al., 2021). However, despite
these advantages, current E2E systems still lag behind cascades in many real-world
scenarios (Anastasopoulos et al., 2021, 2022), hindering the widespread adoption.

First, there is a fundamental mismatch between training and inference conditions. E2E
models are typically trained on manually segmented, sentence-level audio data. In contrast,
real-world applications require processing continuous, unsegmented audio streams. When
models trained on static sentences are applied to continuous inputs, performance degrades
significantly (Ansari et al., 2020), highlighting a critical gap in the input processing
pipeline.

Second, data scarcity is the most significant barrier to scaling ST. Unlike ASR or MT,
which benefit from massive monolingual corpora (Ardila et al., 2020; Yang et al., 2025)
or parallel text corpora (Tiedemann and Thottingal, 2020; NLLB, 2024), paired speech-
to-translation data is extremely rare and usually includes only a handful of high-resource
languages (Di Gangi et al., 2019a; Wang et al., 2020a). This scarcity creates a modality
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1 Introduction

gap (Liu et al., 2020b) between pre-trained text representations and acoustic features.
Bridging this gap without relying on large amounts of supervised ST data is essential for
expanding language coverage to the long tail of low-resource languages.

Finally, while E2E models have access to the source audio (Sperber and Paulik, 2020),
there is limited evidence that they actually leverage the rich paralinguistic information
contained within it. Features such as prosody (stress, intonation, rhythm) carry important
semantic meaning (Bolinger, 1961, 1989) that is lost in text-based systems. Understanding
whether current E2E architectures can capture and utilize this information is crucial for
moving beyond simple text prediction toward semantically complete translation.

This dissertation addresses these challenges. We propose methods to bridge the segmenta-
tion gap, enable zero-shot translation through cross-modal alignment, and evaluate how
well prosody is preserved in translation.

1.2 Main Contributions

The contributions of this thesis are organized around tackling three critical bottlenecks that
currently limit the utility of E2E ST: the Input Processing bottleneck, the Training Data

bottleneck, and the Prosodic Evaluation bottleneck. A visualization of the contributions
inside the ST framework is provided in Figure 1.1.

Addressing the Input Processing Bottleneck: Segmentation. Real-world speech does
not arrive in neat sentences. To address the mismatch between static training data and
continuous audio streams, we propose SHAS (Supervised Hybrid Audio Segmentation).
We demonstrate that by training a classifier on self-supervised speech representations
to mimic manual segmentation, we can process continuous audio with minimal loss
in translation quality. Furthermore, we introduce SEGAUGMENT, a data augmentation
strategy that leverages this segmentation flexibility. By re-segmenting training data with
different length constraints, we generate diverse views of the input, maximizing data utility
in low-resource settings.
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Part II: Input Processing

Robust Segmentation (SHAS)

& Augmentation (SEGAUGMENT)

Part III: Data Bottleneck

Zero-Shot Speech Translation

via Cross-modal Encoder AlignmentPart IV: Evaluation Bottleneck

Measuring Preservation of Paralinguistics & Prosody

Continuous Audio Stream

SHAS Segmentation

Segmented (Sentence-like)
Speech Inputs s

Speech Encoder Text Encoder
Cross-Modal Alignment

(ZEROSWOT / CHARSONAR)
ASR & MT Data [✓]

ST Data [✗]

Text Decoder

Hyp: Dies sind Deutschlehrer. (Teachers from Germany)

Ref: Dies sind deutsche Lehrer. (Teachers of German)

Subtle
Text Diff

Drastic
Meaning
Change

Audio Input:
"These are German

TEACHERS"

Prosody Eval (CONTRAPROST)

Figure 1.1: Thesis Overview. (Part II) We process continuous audio into sentence-like seg-
ments with SHAS, and furthermore use it to perform data augmentation with
SEGAUGMENT. (Part III) We enable zero-shot ST by aligning a Speech Encoder to
a pre-trained Text Encoder with the ZEROSWOT or CHARSONAR methodologies,
allowing a connection to the Text Decoder. (Part IV) We evaluate if prosodic
nuances (e.g., stress on "TEACHERS") are preserved in the translation with the
CONTRAPROST benchmark.

Addressing the Training Data Bottleneck: Cross-Modal Alignment. The scarcity of
paired speech-to-translation data hinders scaling to low-resource languages. We tackle
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this by developing zero-shot methods that bridge the modality gap. We first propose
ZEROSWOT, which aligns a speech encoder with a massively multilingual MT model
using Optimal Transport and CTC compression, enabling translation without any paired ST
data. We further improve this alignment with CHARSONAR, showing that character-level
modeling significantly enhances not only transfer between modalities, but also transfer
across languages.

Addressing the Evaluation Bottleneck: Prosody and Meaning. Current metrics focus
on lexical correctness, often missing the nuances of spoken communication. We investigate
the semantic richness of E2E translations by introducing CONTRAPROST, a benchmark
and a methodology for evaluating prosody awareness. Our analysis reveals that while E2E
models possess the internal capacity to represent features like contrastive stress, they often
fail to manifest these cues in the final translation, suggesting a need for better inductive
biases in training.

1.3 PhD Outcomes

The research presented in this dissertation was conducted at the Universitat Politècnica de
Catalunya, with significant parts developed during four research internships at Meta AI
(FAIR), Apple (AI/ML), and Dolby Laboratories.

1.3.1 Publications

The list of main author publications during the doctoral research period is summarized in
Table 1.1.
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Paper Venue

(Tsiamas et al., 2022b) Pretrained Speech Encoders and Efficient Fine-tuning Meth-
ods for Speech Translation

IWSLT 2022

(Tsiamas et al., 2022a) SHAS: Approaching Optimal Segmentation for End-to-
End Speech Translation

Interspeech 2022

(Tsiamas et al., 2023b) Speech Translation with Foundation Models and Optimal
Transport

IWSLT 2023

(Tsiamas et al., 2023c) Efficient Speech Translation with Dynamic Latent Perceivers ICASSP 2023

(Tsiamas et al., 2023a) SegAugment: Maximizing the Utility of Speech Transla-
tion Data with Segmentation-based Augmentations

EMNLP 2023 (Findings)

(Tsiamas et al., 2024a) Pushing the Limits of Zero-shot End-to-End Speech
Translation

ACL 2024 (Findings)

(Tsiamas et al., 2024b) Speech Is More Than Words: Do Speech-to-Text Trans-
lation Systems Leverage Prosody?

WMT 2024

(Tsiamas et al., 2025b) Sequential Contrastive Audio-Visual Learning ICASSP 2025

(Tsiamas et al., 2025a) Improving Language and Modality Transfer in Transla-
tion by Character-level Modeling

ACL 2025

Table 1.1: Publications as main author during the doctoral research period. The publications
included in this thesis are shown in bold.

The following publications are included in the thesis:

• (Tsiamas et al., 2022a) Ioannis Tsiamas, Gerard I. Gállego, José A. R. Fonollosa,
Marta R. Costa-jussà (2022). SHAS: Approaching Optimal Segmentation for End-to-

End Speech Translation. Proceedings of Interspeech 2022. (see Ch. 3)

• (Tsiamas et al., 2023a) Ioannis Tsiamas, José A. R. Fonollosa, Marta R. Costa-
jussà (2023). SegAugment: Maximizing the Utility of Speech Translation Data with

Segmentation-based Augmentations. Findings of the Association for Computational
Linguistics (EMNLP 2023). (see Ch. 4)

• (Tsiamas et al., 2024a) Ioannis Tsiamas, Gerard I. Gállego, José A. R. Fonollosa,
Marta R. Costa-jussà (2024). Pushing the Limits of Zero-shot End-to-End Speech

Translation. Findings of the Association for Computational Linguistics (ACL 2024).
(see Ch. 5)

• (Tsiamas et al., 2024b) Ioannis Tsiamas, Matthias Sperber, Andrew Finch, Sarthak
Garg (2024). Speech Is More Than Words: Do Speech-to-Text Translation Systems
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Leverage Prosody? Proceedings of the Ninth Conference on Machine Translation
(WMT 2024). (see Ch. 7)

• (Tsiamas et al., 2025a) Ioannis Tsiamas, David Dale, Marta R. Costa-jussà (2025).
Improving Language and Modality Transfer in Translation by Character-level Mod-

eling. Proceedings of the 63rd Annual Meeting of the Association for Computational
Linguistics (ACL 2025). (see Ch. 6)

To keep the thesis focused on the three main topics that we address in Speech Translation,
we decided not to include the following main-author publications. See Appendix E for
more information regarding these works:

• (Tsiamas et al., 2022b) Ioannis Tsiamas, Gerard I. Gállego, Carlos Escolano, José A.
R. Fonollosa, Marta R. Costa-jussà (2022). Pretrained Speech Encoders and Efficient

Fine-tuning Methods for Speech Translation. Proceedings of the 19th International
Conference on Spoken Language Translation (IWSLT 2022). (see §E.1)

• (Tsiamas et al., 2023b) Ioannis Tsiamas, Gerard I. Gállego, José A. R. Fonollosa,
Marta R. Costa-jussà (2023). Speech Translation with Foundation Models and

Optimal Transport. Proceedings of the 20th International Conference on Spoken
Language Translation (IWSLT 2023). (see §E.2)

• (Tsiamas et al., 2023c) Ioannis Tsiamas, Gerard I. Gállego, José A. R. Fonollosa,
Marta R. Costa-jussà (2023). Efficient Speech Translation with Dynamic Latent

Perceivers. Proceedings of IEEE International Conference on Acoustics, Speech and
Signal Processing (ICASSP 2023). (see §E.3)

• (Tsiamas et al., 2025b) Ioannis Tsiamas, Santiago Pascual, Chunghsin Yeh, Joan
Serrà (2025). Sequential Contrastive Audio-Visual Learning. Proceedings of IEEE
International Conference on Acoustics, Speech and Signal Processing (ICASSP
2025). (see §E.4)

1.3.2 Industrial Collaborations

Several contributions in this thesis stem from collaborations with industrial research labs,
which are summarized in Table 1.2.
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Institution Period Location Research Focus Supervisor

Dolby Labs Oct 2023 – Feb 2024
(4 months)

Barcelona Sequential contrastive
learning for audio-visual
representations.

S. Pascual

Apple AI/ML Apr 2024 – Jul 2024
(4 months)

Aachen Evaluation of prosody and
paralinguistics in speech
translation.

M. Sperber

Meta FAIR Aug 2024 – Feb 2025
(6 months)

Paris Character-level modeling
and knowledge transfer in
translation.

M. Costa-jussà

Meta FAIR
Omnilingual Team

Mar 2025 – Nov 2025
(9 months)

Paris & Berlin Scaling multilingual em-
bedding spaces and ma-
chine translation quality es-
timation to thousands of
languages.

M. Costa-jussà

Table 1.2: Industrial Collaborations

1.4 Thesis Outline

The remainder of this thesis is structured as follows:

Part I closes with Ch. 2, which provides the Technical Background for the topics dis-
cussed in the thesis. It covers Deep Learning, NLP, Sequence-to-Sequence modeling,
Transformers, and the foundations of ASR, Multilingual MT and Speech Translation.

Part II focuses on Audio Segmentation. Ch. 3 presents the SHAS segmentation method,
while Ch. 4 describes SEGAUGMENT, a data augmentation method that leverages SHAS.

Part III addresses Cross-Modal Alignment. Ch. 5 details ZEROSWOT, where we enable
zero-shot translation via cross-modal alignment using optimal transport. Ch. 6 introduces
CHARSONAR, which refines the cross-modal alignment by character-level modeling.

Part IV is focused on Prosody Evaluation, providing a benchmark and an evaluation
methodology to assess how well Speech Translation models utilize paralinguistic informa-
tion.
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Finally, Part V summarizes our Conclusions (Ch. 8), provides a modern retrospective on
the ideas of the thesis (Ch. 9), and discusses future research directions (Ch. 10).
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2 Background and State of the Art

2.1 Deep Learning and Natural Language Processing

Deep Learning (DL) has fundamentally transformed Natural Language Processing (NLP)
by replacing manual feature engineering with hierarchical representation learning. In the
context of Speech Translation (ST), these methods allow us to map high-dimensional
continuous signals (audio) or discrete sequences (text) into dense vector spaces where se-
mantic and acoustic relationships can be modeled mathematically. This section introduces
foundational concepts in neural networks, sequence modeling, and input representation
that underpin the contributions of this thesis.

2.1.1 Neural Networks and Optimization

A neural network can be formalized as a parameterized function fθ : X → R|V| that maps
an input x ∈ X to a vector of real-valued scores (logits) z = fθ(x). To interpret these
scores as a probability distribution over a discrete output vocabulary V (e.g., the set of all
possible tokens), we apply the softmax function σ(·):

P (y = i | x; θ) = σ(z)i =
ezi∑
j∈V e

zj
(2.1)

The behavior of the network is determined by the set of parameters θ. In a supervised
learning setting, given a dataset D = {(x(i),y(i))}Dsize

i=1 , the goal is to find the optimal
parameters θ∗ that minimize a loss function L. For sequence generation tasks, such as
predicting the next token, the standard objective is to minimize the Cross-Entropy (CE)
loss summed over the sequence length K:

LCE(θ) = −
K∑
k=1

logP (yk | y<k,x; θ) (2.2)
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2 Background and State of the Art

Computing the gradient over the entire datasetD is computationally prohibitive. Therefore,
optimization is typically performed using mini-batches. We approximate the true gradient
using a small subset B ⊂ D and iteratively update the parameters:

θt+1 = θt − η∇θ

 1

|B|
∑

(x,y)∈B

LCE(x,y; θt)

 (2.3)

where η is the learning rate. The gradients ∇θ are computed using the backpropagation
algorithm (Rumelhart et al., 1986). While standard Stochastic Gradient Descent (SGD)
is the theoretical foundation, modern methodologies rely on adaptive optimizers like
AdamW (Loshchilov and Hutter, 2019), which adjust the learning rate for each parameter
individually based on gradient moments.

2.1.2 Sequence Modeling

Natural language and speech are inherently sequential. In Machine Translation (MT) and
Speech Translation (ST), the problem is framed as conditional sequence generation.

Given a source sequence x = (x1, . . . , xN) (or s = (s1, . . . , sT ) in the case of speech)
and a target sequence y = (y1, . . . , yK), we aim to model the conditional probability
distribution P (y | x). Using the probability chain rule, this joint distribution is factorized
autoregressively:

P (y | x; θ) =
K∏
k=1

P (yk | y<k,x; θ) (2.4)

where y<k denotes the history of generated tokens up to step k.

Training vs. Inference. During training, we typically employ teacher forcing, where
the model predicts yk conditioned on the ground-truth history y<k rather than on its own
previous predictions. This enables parallelization within a batch. At inference time,
however, the ground truth is unavailable, so the model must generate the sequence step by
step while conditioning on its own generated history. Since finding the globally optimal
(argmax) sequence is intractable, we rely on approximate search strategies such as greedy

decoding (selecting the highest-probability token at each step) or beam search (maintaining
a set of B most probable hypotheses).
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2 Background and State of the Art

While early approaches utilized Recurrent Neural Networks (RNNs) and Long Short-Term
Memory (LSTM) networks (Hochreiter and Schmidhuber, 1997) to encode the history,
these architectures suffered from sequential computation bottlenecks. These limitations
necessitated the shift toward the Transformer architecture (Vaswani et al., 2017) (discussed
in §2.2), which relies on attention mechanisms to model dependencies regardless of their
distance in the sequence.

2.1.3 Tokenization and Input Representation

Neural networks operate on continuous vectors, yet textual data consists of discrete symbols.
Transforming raw text into a format suitable for processing involves two distinct steps:
tokenization and embedding lookup.

Tokenization. Tokenization is the process of segmenting a text sequence into a sequence
of atomic discrete units, or tokens, y ∈ V . The choice of granularity represents a critical
trade-off between sequence length (N or K), vocabulary size |V|, and semantic density.

• Subword Segmentation: Standard multilingual models, such as NLLB (NLLB,
2024) or SONAR (Duquenne et al., 2023), rely on subword algorithms like Byte
Pair Encoding (BPE) (Sennrich et al., 2016) or SentencePiece (Kudo and Richardson,
2018). Subwords offer a balance between the sparsity of word-level models and
the length of character-level sequences, mitigating the out-of-vocabulary (OOV)
problem by decomposing rare words into meaningful sub-units.

• Character-level Modeling: Alternatively, the vocabulary Vchar can consist strictly
of atomic characters. While this maximizes knowledge transfer across languages
and robustness to noise (see Ch. 6), it results in significantly longer sequences
(Kchar > Ksub), exacerbating the computational complexity of the model.

Embedding Tables. Once tokenized, the discrete sequence must be projected into a
continuous space. This is achieved via a learnable Embedding Table E ∈ R|V|×d, where |V|
is the vocabulary size and d is the model dimension. For each position k, the discrete token
index yk is used to look up the corresponding dense vector ek = E[yk]. These continuous
vectors serve as the actual input to the neural network layers described in §2.1.2.
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2.2 The Transformer Architecture

The Transformer (Vaswani et al., 2017), originally proposed for machine translation,
has become the standard architecture for sequence modeling across modalities. Unlike
Recurrent Neural Networks (RNNs), which process data sequentially, the Transformer
relies entirely on attention mechanisms to model global dependencies.

The architecture consists of a stack of L identical layers. We denote the sequence of
continuous representations (or hidden states) input to a given layer as H ∈ RN×d, where
N is the sequence length. For the first layer, H corresponds to the sum of the input
embeddings and positional encodings. For subsequent layers, it corresponds to the output
of the previous layer.

2.2.1 Self-Attention and Multi-Head Attention

The fundamental building block of the Transformer is the Scaled Dot-Product Attention.
This mechanism allows the model to weigh the importance of different elements in the
input sequence H. It operates on three matrices: Queries Q, Keys K, and Values V, which
are obtained via linear projections of H:

Q = HWQ, K = HWK , V = HWV (2.5)

where WQ,WK ,WV ∈ Rd×dk are learnable parameter matrices.

The attention mechanism computes a weighted sum of the values, where the weights are
determined by the compatibility of the query with the corresponding key. As shown in
Figure 2.2, this involves a matrix multiplication of Q and KT , scaled by 1√

dk
to prevent

vanishing gradients:

Attention(Q,K,V) = softmax
(
QKT

√
dk

)
V (2.6)

An optional masking step is applied during decoding to preserve the autoregressive property
by setting attention scores to −∞ for future positions.

14



2 Background and State of the Art

Input Embedding

Inputs x

+ Positional
Encoding

Multi-Head
Self-Attention
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Masked Multi-Head
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Multi-Head
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Figure 2.1: The Transformer Architecture. The Encoder (left) maps the input tokens into a
sequence of continuous representations Henc. The Decoder (right) attends to Henc
via Cross-Attention while autoregressively generating the output. Adapted from
Vaswani et al. (2017).

To capture diverse linguistic and acoustic features simultaneously, the Transformer extends
this into Multi-Head Attention (MHA). As visualized in Figure 2.3, MHA projects the
input H into l distinct subspaces through different heads. The attention function is applied
in parallel to these projections, and the results are concatenated and projected back to the
model dimension via WO:

MHA(H) = Concat(U1, . . . ,Ul)W
O (2.7)

where Ui, is the i-th head, and is obtained with Attention(HWQ
i ,HWK

i ,HWV
i ).

15



2 Background and State of the Art

MatMul

Scale /
√
dk

Mask (opt.)

Softmax

MatMul

Output

Key (K) Query (Q) Value (V)

Figure 2.2: Scaled Dot-Product Attention. The mechanism computes compatibility scores
between Queries (Q) and Keys (K), scales them by 1/

√
dk, and applies Softmax to

generate weights for the Values (V). The optional masking step is utilized primarily
in the Decoder.

2.2.2 The Encoder-Decoder Structure

Encoder. The encoder is a stack of layers that maps the input sequence into contextual-
ized representations. Each layer consists of two sub-layers: Multi-Head Self-Attention and
a Position-wise Feed-Forward Network (FFN).

The FFN is applied to each position i identically and independently. Given a position
vector hi ∈ Rd (a row of H), the FFN consists of two linear transformations with a ReLU
activation:

FFN(hi) = max(0,hiW1 + b1)W2 + b2 (2.8)

To facilitate training, a Residual Connection (He et al., 2016) is employed around each
sub-layer, followed by Layer Normalization (Ba et al., 2016). The output of any sub-layer
is H′ = LayerNorm(H+ Sublayer(H)).
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Keys (K)Values (V) Queries (Q)
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Scaled Dot-Product
Attention

Head U1

LinearLinear Linear

Scaled Dot-Product
Attention

Head Ul

. . .

Concat

Linear

Multi-Head Attention Output

Figure 2.3: Multi-Head Attention (MHA). The input is projected into l parallel subspaces. Each
head performs Scaled Dot-Product Attention independently, and their outputs are
concatenated and linearly projected to form the final output.

Decoder. The decoder generates the output sequence autoregressively. In addition to the
two sub-layers present in the encoder, the decoder inserts a third sub-layer: Cross-Attention.
In this module, the Queries Q arise from the decoder’s previous layer (representing the
target history), while the Keys K and Values V are projected from the final encoder output
Henc. This mechanism allows the decoder to attend to relevant parts of the source input
(e.g., specific speech frames) during generation.

2.2.3 Positional Encodings

Since the self-attention mechanism is permutation invariant, it possesses no inherent notion
of order. To provide position information, Positional Encodings (PE) are added to the input
embeddings E before the first layer: H(0) = E+PE.

In the original Transformer, fixed sinusoidal functions are used:

PE(pos,2j) = sin(pos/100002j/d) (2.9)

PE(pos,2j+1) = cos(pos/100002j/d) (2.10)
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For speech applications, alternative approaches such as learned positional embeddings or
relative positional encoding schemes (Su et al., 2024) are often employed to better capture
the continuous nature of the audio signal.

2.3 Speech Processing Foundations

While text processing begins with discrete symbols, speech processing must handle contin-
uous, high-dimensional physical signals. Before a neural network can process speech, the
raw acoustic waveform must be digitized and transformed into a meaningful representa-
tion. This section outlines the transition from signal processing to modern representation
learning.

2.3.1 Digital Signal Processing (DSP)

A speech signal is a continuous variation in air pressure over time. To process it digitally,
we discretize it via sampling, capturing the amplitude at regular intervals (e.g., 16,000
times per second for 16kHz audio). Although end-to-end models can theoretically process
raw waveforms directly, the standard practice is to extract features that align with human
auditory perception.

Spectrograms and Mel-Filterbanks. The raw waveform is transformed from the time
domain to the frequency domain using the Short-Time Fourier Transform (STFT). This
applies a sliding window (e.g., 25ms) over the signal, computing the Discrete Fourier
Transform (DFT) for each frame. The magnitude of the result yields the spectrogram, a
visual representation of the spectrum of frequencies as they vary with time.

Since human hearing is non-linear, and we perceive frequency differences better at lower
pitches than at higher ones, we apply the Mel-scale transformation. The frequency axis
is warped (quasi-)logarithmically to match human pitch perception, and the energy is
summed into frequency bands (filterbanks). The resulting Log Mel-filterbank features are
the standard input for most acoustic models, typically consisting of 80-dimensional vectors
computed every 10ms.
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2.3.2 Prosody and Paralinguistic Features

Speech carries significantly more information than just the linguistic content (words).
Prosody refers to the suprasegmental features of speech, which apply to syllables, words,
or phrases rather than individual phonemes. It is primarily composed of three acoustic
correlates:

• Pitch (F0): The fundamental frequency of the voice, perceived as intonation. It
distinguishes questions from statements and, in tonal languages, determines lexical
meaning.

• Duration/Rhythm: The timing and length of phonemes and pauses. It signals stress,
emphasis, and speaking rate.

• Intensity/Loudness: The energy of the signal, used to highlight important informa-
tion (contrastive stress).

In Speech Translation, these features are critical for preserving the correct semantics and
pragmatic intent of the speaker (e.g., sarcasm or urgency). As we discuss in Ch. 7, text-
based translation systems inherently lose this information, motivating the use of end-to-end
speech-to-text architectures that can theoretically capture and translate these paralinguistic
cues.

2.3.3 Self-Supervised Learning (SSL) in Speech

Similar to the “BERT revolution” in NLP (Devlin et al., 2019), speech processing has
shifted from supervised training on Mel-filterbanks to Self-Supervised Learning (SSL) on
raw waveforms. These models learn rich contextual representations from massive amounts
of unlabeled audio.

WAV2VEC 2.0. The foundational model for much of this thesis is WAV2VEC 2.0 (Baevski
et al., 2020), illustrated in Figure 2.4. The architecture processes the raw input waveform s

through two primary components:

1. Feature Encoder: A multi-layer convolutional neural network (CNN) processes the
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(Self-Attention)
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Figure 2.4: The WAV2VEC 2.0 Architecture. A convolutional Feature Encoder maps raw audio
s to a sequence of latent representations Z. These are discretized via Product
Quantization into targets Q. Simultaneously, a masked version Z̃ is fed into the
Transformer (Context Network) to produce context representations C. The model
is trained to minimize the contrastive loss L by identifying the correct quantized
target qt corresponding to the masked context ct.

raw audio s to generate a sequence of latent speech representations Z = (z1, . . . , zT )

(depicted as blue trapezoids in the figure).
2. Context Network: A Transformer stack builds context representations C =

(c1, . . . , cT ) from the latent inputs.

The model is trained via a Contrastive Task. As shown in the diagram, the latent vectors Z
are processed via two pathways. In the first, they are discretized via a Product Quantization
module to form discrete targets Q. In the second, a proportion of the time-steps in
Z are masked (replaced with a learned vector) to form Z̃, which is then fed into the
Transformer.

The objective function forces the model to predict the correct quantized representation
qt for a masked time-step t using the context vector ct, distinguishing it from distinct
“distractor” samples sampled from other time steps. This encourages the model to learn
high-level, phoneme-like acoustic units rather than low-level signal details.
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HUBERT. Hidden Unit BERT (HUBERT) (Hsu et al., 2021) simplifies this by using an
offline clustering step (k-means) on the acoustic features to generate pseudo-labels, rather
than learning the quantization online. The model is then trained with a masked prediction
loss, similar to BERT (Devlin et al., 2019), where it directly predicts the cluster index for
masked frames.

These pre-trained encoders serve as powerful feature extractors, significantly reducing the
amount of labeled data required for downstream tasks like ASR and ST.

2.3.4 Audio Segmentation

In real-world scenarios, speech translation models must process continuous audio streams
rather than pre-segmented sentences. Since Transformer-based models have a limited
context window and quadratic memory complexity, processing arbitrarily long streams is
infeasible. Therefore, the continuous signal must be split into manageable segments.

Traditional approaches rely on Voice Activity Detection (VAD) (Sohn et al., 1999), which
detects pauses based on energy thresholds or statistical models. However, VAD-based
segmentation often splits audio at acoustically silent but linguistically inappropriate points
(e.g., in the middle of a sentence), leading to a significant degradation in translation quality
known as the segmentation mismatch (Ansari et al., 2020; Gaido et al., 2021b). This
limitation motivates the need for semantic-aware segmentation methods, such as the SHAS
method proposed in Ch. 3.

2.4 Automatic Speech Recognition (ASR)

Automatic Speech Recognition (ASR) is the task of transcribing a continuous speech signal
into a discrete sequence of words or characters. It serves as the bridge between the acoustic
foundations discussed in §2.3 and the symbolic text processing methods of §2.1.
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2.4.1 The ASR Task

Formally, given a sequence of acoustic features s = (s1, . . . , sT ) (e.g., Log Mel-filterbanks,
WAV2VEC 2.0 representations, or raw signal), the goal of ASR is to find the most probable
sequence of distinct linguistic units x = (x1, . . . , xN), where N is the length of the
transcription:

x̂ = argmax
x∈V∗

P (x|s) (2.11)

A fundamental challenge in ASR is the length mismatch: the acoustic sequence length T

is typically much larger than the transcription length N (e.g., 1000 frames for a 10-word
sentence). Furthermore, the alignment between speech frames and text tokens is unknown
and not necessarily monotonic (i.e., non-monotonic) due to pauses, varying speaking rates,
and noise.

2.4.2 Connectionist Temporal Classification (CTC)

To address the length mismatch and alignment issues without relying on complex HMM-
based alignment pipelines, Graves et al. (2006) introduced the Connectionist Temporal

Classification (CTC) loss. This algorithm is central to the methodologies proposed in
this thesis (see Chs. 5 and 6) as it provides a mechanism to map acoustics to text in a
non-autoregressive manner.

CTC introduces a special blank token, denoted as ϵ, extending the vocabulary to V ′ =
V ∪ {ϵ}. The network predicts a probability distribution over V ′ for every input frame t,
independently of other frames (conditional independence assumption).

Let π = (π1, . . . , πT ) be a path of tokens chosen from V ′ at each step. CTC defines a
many-to-one mapping function B that transforms a path π into a label sequence x by:

1. Merging consecutive repeated characters.
2. Removing all blank tokens ϵ.

For example, B(h, h, e, l, ϵ, l, o) = hello. See Figure 2.5.

The probability of a label sequence x is the sum of the probabilities of all valid paths π
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x1 x2 x3 x4 x5 x6 x7Input s
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(Frame-wise)

Encoder +
Softmax

Output x̂ = " h e l l o "

×

Collapse B(π)
Merge repeats &
remove blanks

Figure 2.5: The CTC Collapse Process. An example frame alignment path π is shown predicting
h, h, e, l, ϵ, l, o. The repeated ‘h’s are merged, and the blank token ϵ between
the ‘l’s is removed but also prevents them from merging. The final sequence x is
obtained by merging consecutive repeats and removing the blanks.

that map to it:

P (x|s) =
∑

π∈B−1(x)

P (π|s) =
∑

π∈B−1(x)

T∏
t=1

P (πt|st) (2.12)

The loss function is simply the negative log-likelihood of the ground truth transcription
x∗:

LCTC = − logP (x∗|s) (2.13)

Although the summation over all paths appears computationally expensive, it is efficiently
computed using a dynamic programming algorithm similar to the Forward-Backward
algorithm.

Crucially, CTC provides a frame-level alignment in which regions of the input are explicitly
associated with output characters or the blank state. In Ch. 5, we leverage this property to
perform CTC compression (Gaido et al., 2021a). By collapsing consecutive repeated tokens
and subsequently removing blank frames, we can compress the acoustic representations H
into a sequence H′ whose length T ′ is closer to that of the text sequence N , facilitating
better alignment with text embeddings. In Chs. 5 and 6, we explore two ways to use these
compressed representations to bridge the modality gap.
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2.4.3 Encoder-Decoder ASR

While CTC is computationally efficient, its conditional independence assumption prevents
it from explicitly modeling dependencies between output tokens (e.g., learning that “q”
is almost always followed by “u”). To overcome this, modern ASR systems employ
the Sequence-to-Sequence (Seq2Seq) or Encoder-Decoder architecture (Chorowski et al.,
2015; Chan et al., 2016).

In this framework, the problem is modeled directly as a conditional generation task P (x|s).
The input s = (s1, . . . , sT ) represents the acoustic sequence, which may be a sequence of
handcrafted features (e.g., Log Mel-filterbanks) or the raw waveform signal itself.

The architecture consists of two main components:

1. Encoder: Maps the acoustic input s to a high-level representation Henc. In modern
systems, this is typically a Transformer (Dong et al., 2018) or Conformer (Gulati
et al., 2020) encoder.

2. Decoder: Generates the transcription x autoregressively, one token at a time. At
each step n, the decoder attends to the entire encoder output Henc via Cross-Attention
and conditions on its own previous predictions x<n:

P (xn|x<n, s) = Decoder(xn−1,h
dec
n−1,CrossAttn(Henc)) (2.14)

Unlike CTC, the Encoder-Decoder approach implicitly learns the alignment between
speech and text through the attention mechanism, allowing it to capture strong linguistic
context and dependencies. However, this comes at the cost of auto-regressive inference,
which is generally slower than non-autoregressive CTC decoding.

2.5 Machine Translation and Multilingual Representations

While the previous sections focused on general sequence modeling, this section narrows
the focus to Machine Translation (MT). We discuss how modern systems scale from
bilingual mappings to massively multilingual embedding spaces, where text and speech
can theoretically be aligned in a language-agnostic “interlingua”.
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2.5.1 Neural Machine Translation (NMT)

Neural Machine Translation (NMT) redefines translation not as a rule-based or statistical
phrase-matching process, but as a conditional probability problem modeled by a single
end-to-end neural network. Given a source sentence x = (x1, . . . , xN) in a source language
ℓs, the model aims to maximize the probability of the target sentence y = (y1, . . . , yK) in
a target language ℓt. This joint probability is decomposed via the chain rule:

P (y|x; θ) =
K∏
k=1

P (yk|y<k,x; θ) (2.15)

Early NMT systems (Sutskever et al., 2014; Bahdanau et al., 2015; Luong et al., 2015)
relied on Recurrent Neural Networks (RNNs) to encode the source into a fixed-size context
vector. However, this created an information bottleneck that degraded performance on
long sentences. The introduction of the Transformer (Vaswani et al., 2017) resolved this
by allowing the decoder to attend to all source positions simultaneously.

In a standard bilingual setting, the parameters θ are optimized by minimizing the negative
log-likelihood over a parallel corpus D = {(x(i),y(i))}. While effective, training sepa-
rate models for every language pair (O(Λ2) models for Λ languages) is computationally
intractable and fails to leverage linguistic similarities between related languages (e.g.,
Spanish and Catalan).

2.5.2 Multilingual NMT

Multilingual NMT (MNMT) extends the NMT paradigm to handle multiple language pairs
(many-to-many) within a single model. One of the earliest explorations of this direction
was by Ha et al. (2016), who demonstrated the feasibility of a single shared model for
multiple language pairs. The standard approach, later popularized and scaled by Johnson
et al. (2017), utilizes a shared encoder-decoder architecture with a shared vocabulary
(typically built via Joint BPE).

Language Control. To indicate the desired target language, a special language token
(e.g., <spa> for Spanish) is prepended to the source sequence or the decoder input. Sur-
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prisingly, this simple signal is sufficient for the model to generate the correct language,
implying that the shared encoder learns a form of neural interlingua. In this representation,
sentences with the same meaning but different source languages are mapped to similar
regions in the vector space. Subsequent work has explored more sophisticated language
control mechanisms and extensions of language tags (Liu et al., 2021; Wicks and Duh,
2022).

Massively Multilingual Scaling. Recent years have seen a shift toward “massively”
multilingual models covering hundreds of languages, such as M2M-100 (Fan et al., 2021),
MBART-50 (Liu et al., 2020a), and NLLB (NLLB, 2024). These models demonstrate
two key phenomena:

1. Positive Transfer: Low-resource languages benefit significantly from training
alongside high-resource languages by sharing lexical and syntactic representations.

2. The Curse of Multilinguality: As the number of languages increases for a fixed
model capacity, the per-language performance can eventually degrade due to param-
eter contention (Conneau et al., 2020). This necessitates larger models (scaling laws)
or specialized techniques like Mixture-of-Experts (MoE) (NLLB, 2024) to maintain
quality across all directions.

2.5.3 Multilingual Embedding Spaces

While standard NMT models map variable-length sequences to variable-length sequences,
discriminative tasks (e.g., semantic search) and zero-shot alignment methods often require
fixed-size vector representations.

LASER. The Language-Agnostic SEntence Representations (LASER) (Artetxe and
Schwenk, 2019) was a pioneering approach that used a Bi-LSTM encoder to map sentences
into a shared, fixed-size vector space. The encoder was trained via a translation objective,
where the sentence embedding served as the initial state for the decoder.

SONAR. More recently, the SONAR architecture (Duquenne et al., 2023) (depicted
in Figure 2.6) has established a new state-of-the-art for multimodal and multilingual em-
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beddings. Unlike LASER, SONAR relies on a Transformer-based architecture, initialized
from the NLLB-1.3B model (NLLB, 2024).

The key innovation in SONAR is the use of a fixed-size bottleneck within a Transformer
Encoder-Decoder structure:

1. Encoding: The Transformer encoder (initialized with NLLB-1.3B weights) pro-
cesses the input text x. The resulting sequence of hidden states is then aggregated
into a single vector h ∈ Rd (typically d = 1024) via a pooling operation (e.g., Mean
Pooling).

2. Bottleneck Decoding: Crucially, the decoder (also initialized from NLLB-1.3B)
reconstructs the target text y by attending only to this single fixed vector h. This
differs from standard NMT, where the decoder uses cross-attention over the entire
variable-length source sequence.

3. Objective: The model is trained with a multi-task objective that includes (a) transla-
tion (predicting a translation y from x), (b) auto-encoding (reconstructing x from
itself) to prevent catastrophic forgetting, and (c) embedding similarity (minimizing
distance between h and a target embedding) to align the space.

2.6 End-to-End Speech Translation

Speech Translation (ST) is the task of translating an acoustic speech signal in a source
language directly into text in a target language. It was historically treated as a niche
application of ASR and MT, but it has evolved into a distinct field with its own architectural
paradigms and challenges.

2.6.1 Cascade vs. End-to-End Paradigms

Traditionally, ST was approached via Cascade systems (Ney, 1999; Mathias and Byrne,
2006), which concatenate an Automatic Speech Recognition (ASR) model and a Machine
Translation (MT) model. This implies having two separate systems, running two distinct
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Source Text x Target Text y
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Translation ŷ Reconstruction x̂
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Figure 2.6: The SONAR architecture. The input sequence is encoded and pooled into a single
fixed-size sentence embedding h. The decoder conditions solely on h to reconstruct
the text (Auto-Encoding) or generate a translation (MT), creating a bottleneck that
forces semantic density.

generation processes, one after the other.

x̂ = argmax
x

PASR(x|s), ŷ = argmax
y

PMT(y|x̂) (2.16)

where s is the source speech, x̂ is the intermediate source transcription, and ŷ is the target
translation.

In contrast, End-to-End (E2E) ST (Bérard et al., 2016) employs a single model to map
speech directly to the translation, maximizing P (y|s) without explicit intermediate repre-
sentations (see Figure 2.7).

The E2E paradigm offers several theoretical advantages (Sperber and Paulik, 2020):

1. No Error Propagation: In cascade systems, ASR errors (e.g., homophone con-
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Cascade System (Two-Pass)

End-to-End System (Direct)
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Interm. Text (x̂)MT ModelTrans. (ŷ)
2. ŷ = argmaxy PMT(y|x̂)
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& Loss of Acoustic Info

E2E ST ModelSource (s) Trans. (ŷ)
P (y|s)

Figure 2.7: Comparison of End-to-End vs Cascade approaches. The Cascade system (bottom)
flows from left to right then right to left, illustrating the two distinct generation
steps separated by the information bottleneck.

fusion) are irreversible inputs to the MT system. E2E models can recover from
acoustic ambiguity using translation context.

2. Lower Latency: By removing the intermediate decoding step, E2E models are
theoretically faster and more suitable for real-time applications.

3. Access to Paralinguistics: As discussed in §2.3.2, the speech signal contains
prosodic information (intonation, emotion) that is stripped away in the text transcrip-
tion. E2E models preserve access to these cues.

2.6.2 Data Scarcity

Unlike Automatic Speech Recognition (ASR) and Machine Translation (MT), which
benefit from massive monolingual or parallel text corpora, Speech Translation (ST) relies
on triplets of (audio, transcription, translation). Acquiring such triplet data is expensive and
difficult, making data scarcity one of the most significant barriers to scaling ST systems.

While several benchmarks exist, they represent a fraction of the data available for text-based
tasks. The standard datasets used in this thesis include:
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• MuST-C (Di Gangi et al., 2019a): A multilingual corpus built from TED talks, con-
taining approximately 400 hours of speech data aligned with English transcriptions
and translations into 8 European languages. It represents a high-resource scenario
by ST standards, yet it is orders of magnitude smaller than standard MT benchmarks
(e.g., WMT).

• CoVoST & CoVoST-2 (Wang et al., 2020a,c): A large-scale multilingual ST corpus
based on the Common Voice dataset (Ardila et al., 2020). Although it covers a
diverse set of languages, many low-resource directions contain only a few hours of
paired data, highlighting the severe scarcity in the “long tail” of languages.

• FLEURS (Conneau et al., 2023): A highly multilingual benchmark covering 102
languages derived from FLoRes-101 (Goyal et al., 2022). It is specifically designed
to evaluate n-way parallel speech-to-text translation, which is crucial for assessing
zero-shot capabilities in massively multilingual settings where training data is absent.

Despite these resources, the lack of large-scale paired data—and especially for non-English
source languages—remains a primary bottleneck for End-to-End models.

2.6.3 The Modality Gap

The scarcity of paired data discussed above fundamentally exacerbates the Modality

Gap (Liu et al., 2020b). This gap refers to the representational distance between the
continuous, high-variance acoustic space and the discrete, semantic text space. When
paired data is abundant, a model can learn to map between these spaces via supervision.
However, in low-resource or zero-shot scenarios, the model fails to align the acoustic input
with the correct semantic subspace of the decoder.

The modality gap manifests in two primary forms:

1. Length Mismatch: Speech sequences are significantly longer than their correspond-
ing textual descriptions. A speech encoder typically outputs high-frequency frame
sequences (e.g., 50Hz), resulting in thousands of acoustic frames (T ) for a sentence
that contains only a few dozen text tokens (N ), i.e., T ≫ N .

2. Representation Mismatch: Speech encoders capture acoustic features (e.g., pitch,
speaker identity, noise), whereas text encoders operate on sparse token sequences
that encode high-level semantic meaning. Even when powerful pre-trained encoders
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exist for both modalities (e.g., WAV2VEC 2.0 and MBART-50), their latent spaces
are not naturally aligned.

Bridging this gap without relying on scarce ST data is the primary motivation for the
ZEROSWOT method presented in Ch. 5, which utilizes Optimal Transport to align these
disparate modalities using only ASR data.

2.6.4 Speech Translation Architectures

Speech-to-Text Transformer. Speech sequences are inherently longer than their text
counterparts. For instance, a 10-second utterance may correspond to only 15 text tokens
(N ≈ 15) but result in 1,000 acoustic frames (T ≈ 1000 at 10ms/frame). Feeding such raw
frame sequences directly into a standard Transformer is computationally intractable due to
the quadratic O(T 2) complexity of self-attention. To mitigate this, standard End-to-End
ST architectures, such as the S2T-Transformer (Wang et al., 2020b), employ a dedicated
subsampling module prior to the encoder. As illustrated in Figure 2.8, the input features
pass through a stack of strided 1D Convolutional layers (typically two layers with kernel
size 5 and stride 2). Each layer halves the sequence length, resulting in a total reduction
factor of 4. The downsampled sequence is then projected to the model dimension d,
combined with sinusoidal positional encodings, and processed by a standard Transformer
Encoder-Decoder stack to generate the target translation.

Joint Speech-to-Text. To mitigate the scarcity of paired speech translation data, Tang
et al. (2021a) proposed a multi-task learning framework where the ST model is trained
jointly with an auxiliary Machine Translation (MT) task.

As illustrated in Figure 2.9, this architecture processes two modalities simultaneously: an
acoustic encoder (similar to the encoder of the S2T-Transformer with down-sampling)
processes the speech input s, while a shared semantic text encoder processes the output
of the acoustic encoder or the source transcript x. The shared encoder feeds into a
shared decoder to generate the translation y for either the speech or the text input. This
parameter sharing strategy allows the data-scarce ST task to benefit from the richer
linguistic representations and stronger language modeling capabilities learned from the
abundant text translation data.
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Figure 2.8: The Speech-to-Text (S2T) Transformer. To handle long acoustic sequences, the
input passes through a convolutional subsampling module (typically two layers
with stride 2) before entering the Encoder. This reduces the sequence length T to
T/4, significantly lowering the computational cost of self-attention.

To further bridge the gap between modalities, two auxiliary objectives are often em-
ployed:

1. Cross-Modal Regularization (LReg): This loss term minimizes the distance (e.g.,
L2 norm or Cosine distance) between the speech and text encoder outputs for parallel
data. It forces the speech encoder to learn representations that are semantically
aligned with the textual ones.

2. Knowledge Distillation (LKD): A knowledge distillation loss (Hinton et al., 2015)
is applied where the output probability distribution of the auxiliary MT task acts as
a “teacher” for the ST task. This guides the speech translation model to mimic the
generally more accurate predictions of the text translation model.

The final training objective is a weighted sum of the standard Cross-Entropy (LCE) losses
for both tasks, combined with the regularization and distillation terms.
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Figure 2.9: Joint Speech-to-Text Architecture. The model uses modality-specific modules for
initial feature extraction, but shares the semantic encoder and the decoder between
tasks. The training is regularized by aligning the Semantic Encoder outputs (LReg)
and distilling knowledge from the MT output distribution to the ST output (LKD).

Combining Foundation Models. Recent advancements in self-supervised learning and
large scale training have enabled the development of powerful foundation models for
both speech and text modalities. To leverage these rich representations, several works
have adopted a composite architecture that initializes the model components with pre-
trained weights, as depicted in Figure 2.10. Specifically, the acoustic encoder is initialized
from a self-supervised speech model, such as WAV2VEC 2.0 (Baevski et al., 2020) or
HUBERT (Hsu et al., 2021), or their CTC-finetuned versions, which provides robust
acoustic feature extraction. The semantic encoder and the decoder are initialized from a
large multilingual Machine Translation (MT) model, such as MBART-50 (Liu et al., 2020a)
or NLLB (NLLB, 2024), inheriting its strong cross-lingual understanding and generation
capabilities. To minimize the modality gap (§2.6.3), usually a Length Adaptor is used on
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the output of the acoustic encoder. It consists of a stack of 1D strided convolutional layers
that progressively down-sample the acoustic representation along the temporal dimension.
Note that some works do not utilize a semantic encoder, and directly feed the acoustic
representations from the length adaptor into the decoder (Li et al., 2021; Tsiamas et al.,
2022b).

Source Speech s
(Raw Audio)

Acoustic Encoder

Length Adaptor
(Strided Convolutions)

Multilingual MT Encoder

Multilingual MT Decoder

Target Translation y

initialized from
Speech SSL or CTC-finetuned models
e.g. WAV2VEC 2.0 / HUBERT

initialized from
Multilingual MT
e.g. MBART-50 / NLLB

randomly-initialized

Figure 2.10: Architecture for Combining Foundation Models. The acoustic encoder is initial-
ized from a self-supervised speech model (green), while the semantic encoder and
decoder are initialized from a multilingual Machine Translation model (blue). A
Length Adaptor (purple) bridges the modality gap by down-sampling the acoustic
features to match the sequence length expected by the MT encoder.

2.6.5 Evaluation Metrics

Evaluating ST systems requires comparing the generated hypothesis ŷ against a human
reference y∗. The standard metrics include the following, which are directly borrowed
from the field of Machine Translation.

BLEU. The Bilingual Evaluation Understudy (BLEU) (Papineni et al., 2002) is the most
ubiquitous metric in translation. It computes the geometric mean of n-gram precisions
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(typically up to n = 4) between the hypothesis and the reference, multiplied by a Brevity
Penalty (BP) to discourage overly short translations:

BLEU = BP · exp

(
4∑

n=1

wn log pn

)
(2.17)

While efficient and widely comparable, BLEU relies on exact surface-form matching. It
fails to recognize synonyms or paraphrases and correlates poorly with human judgment on
semantic correctness, especially for free-word-order languages. sacreBLEU (Post, 2018)
offers a standardized way to report BLEU scores, making comparison across different
methods more fair.

chrF. Character n-gram F-score metrics, chrF and chrF++ (Popović, 2015, 2017), op-
erate at the character level rather than the word level. They compute the F-score (the
harmonic mean of precision and recall) of character n-grams (typically up to n = 6).

chrFβ = (1 + β2)
chrP · chrR

β2 · chrP + chrR
(2.18)

By bypassing word boundaries, chrF is significantly more robust to morphological varia-
tions and tokenization errors. It is particularly effective for agglutinative languages and has
been shown to correlate better with human rankings than BLEU (Freitag et al., 2024).

COMET. Cross-lingual Optimized Metric for Evaluation of Translation (COMET) (Rei
et al., 2020) represents a paradigm shift from overlapping-based metrics to learned, model-
based metrics. It utilizes a pre-trained multilingual encoder (e.g., XLM-RoBERTa (Con-
neau et al., 2020)) to map the source x, hypothesis ŷ, and reference y∗ into a shared
embedding space. A regression head is then trained on human quality annotations (such
as DA or MQM scores) to predict a quality score. COMET captures semantic similarity
beyond lexical overlap, effectively penalizing critical errors while rewarding valid para-
phrases. Extended variants such as XCOMET-XL (Guerreiro et al., 2023) additionally
provide fine-grained error detection, and are used in our evaluations in Ch. 6.

Learned vs Surface-level Metrics. Overall, learned metrics like COMET and Met-
ricX (Juraska et al., 2024) correlate significantly better with human annotations compared
to surface-level metrics like BLEU and chrF (Freitag et al., 2024). Nevertheless, the preva-
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lence of learned metrics was less evident in the early stages of this research (2022). As a
result, in several evaluations (particularly in Chs. 3 and 4), we relied solely on surface-level
metrics. Furthermore, aside from its well-documented disadvantages (Mathur et al., 2020a),
BLEU is widely used and provides a straightforward way to compare methods via reported
scores. An additional consideration is that automatic or re-segmented audio poses specific
challenges for learned metrics, as their reference-based scoring can be sensitive to segment
boundary mismatches (Sperber et al., 2024). Finally, learned metrics do not yet support all
language pairs; consequently, in later chapters (e.g., Ch. 6), surface-level metrics are used
to supplement COMET where necessary.

The Prosody Blind-Spot. Crucially, practically all standard metrics (BLEU, chrF,
COMET) are text-only. They evaluate the lexical content of the translation but place
little importance on suprasegmental features. This limitation motivates the creation of the
CONTRAPROST benchmark (see Ch. 7), which specifically evaluates the preservation of
paralinguistic cues in the translated text.
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Audio Segmentation
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3 Bridging the Segmentation Gap

This chapter is based on our work “SHAS: Approaching Optimal Segmentation for End-
to-End Speech Translation”, published in Interspeech 2022 (Tsiamas et al., 2022a).

3.1 Introduction

End-to-end (E2E) Speech Translation (ST) offers a streamlined alternative to the traditional
cascade of Automatic Speech Recognition (ASR) and Machine Translation (MT) (Bérard
et al., 2016; Weiss et al., 2017). By optimizing a single differentiable path from acoustic
signals to foreign text, E2E models avoid the error propagation inherent in cascaded systems
and reduce inference latency (Sperber and Paulik, 2020; Bentivogli et al., 2021). Yet,
transitioning from controlled research environments to real-world deployment uncovers a
significant challenge: processing continuous audio inputs.

3.1.1 The Segmentation Mismatch

Most E2E ST models are trained on curated datasets such as MuST-C (Di Gangi et al.,
2019a), mTEDx (Salesky et al., 2021), or Europarl-ST (Iranzo-Sánchez et al., 2020). In
these corpora, the source audio is manually segmented into sentence-level utterances
based on transcript punctuation. Consequently, the model learns to translate well-formed
acoustic sentences with clear boundaries. In contrast, real-world scenarios like live lectures,
parliamentary debates, or streaming videos present continuous audio streams without
explicit boundaries.

This difference creates a segmentation mismatch (Ansari et al., 2020; Papi et al., 2021).
The model expects sentence-like units but receives an arbitrary stream that must be split
before processing. The quality of this segmentation is paramount, as incorrect splits can
sever linguistic dependencies (e.g., separating a subject from its verb), causing failures in
the translation output.
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A common solution employs Voice Activity Detection (VAD) (Sohn et al., 1999) to segment
audio based on acoustic silence. While effective for ASR, which relies on local acoustic
context, VAD is often insufficient for ST. Translation requires global semantic context to
resolve ambiguities and reorder syntactic structures across languages. A pause in speech
does not necessarily signal a semantic boundary. It often indicates hesitation, emphasis, or
a breath within a linguistic unit. As a result, VAD-based segmentation tends to fragment
sentences, degrading translation quality compared to the “oracle” performance of manual
segmentation (Anastasopoulos et al., 2021).

3.1.2 Contribution: Supervised Hybrid Audio Segmentation

To address this challenge, we introduce Supervised Hybrid Audio Segmentation (SHAS), a
method designed to align the segmentation used at inference with the manual segmentation
seen during training.

We hypothesize that optimal segmentation boundaries for translation are semantic rather
than purely acoustic. Therefore, we replace heuristic VADs with a classifier trained
to mimic human segmentation decisions. SHAS leverages the contextualized speech
representations of a pre-trained WAV2VEC 2.0 model (Baevski et al., 2020) to predict
the probability that a given audio frame belongs to a valid segment. These probabilities
feed into a Probabilistic Divide-and-Conquer (PDAC) algorithm, which recursively splits
the audio at points of lowest probability to identify sentence boundaries while respecting
user-defined length constraints.

Our main contributions are:

• Segmentation Model. We propose the Segmentation Frame Classifier (SFC), a
lightweight module that takes as input self-supervised features from WAV2VEC

2.0 and learns to identify segmentation boundaries from labeled speech corpora,
effectively transferring “oracle” segmentation knowledge to the inference pipeline.

• Segmentation Algorithm. We introduce the Probabilistic Divide-and-Conquer
(PDAC) algorithm, a decoding strategy that utilizes the continuous probability
outputs of the SFC to produce variable-length segments optimized for translation.

• State-of-the-Art Results. We demonstrate that SHAS outperforms standard length-
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based and pause-based methods. On the MuST-C and mTEDx benchmarks, SHAS
retains 95–98% of the translation quality achieved with manual segmentation, com-
pared to 87–93% for competing methods.

• Zero-shot capabilities. We show that the method exhibits strong zero-shot general-
ization. A classifier trained on English data successfully segments unseen languages
(e.g., German, Spanish) by leveraging the cross-lingual representations of the under-
lying WAV2VEC 2.0 model.

• Open-sourcing. Our trained models and methodology are available on a public
repository.1

The remainder of this chapter discusses the challenges of audio segmentation for speech
translation (§3.2), details the current research landscape (§3.3), introduces the proposed
SHAS methodology (§3.4), provides the experimental setup (§3.5), and finally presents
and analyses our results (§3.6).

3.2 The Challenge of Audio Segmentation for Translation

To understand why audio segmentation is a critical bottleneck for Speech Translation, we
must first distinguish the requirements of ST from those of Automatic Speech Recognition
(ASR). ASR is largely a monotonic task, where the sequence of output characters corre-
sponds roughly to the sequence of input acoustic frames (Sakoe and Chiba, 1978). While
context helps resolve ambiguities (e.g., homophones), the correspondence is fundamentally
local (Jelinek, 1976). Consequently, ASR systems are relatively robust to arbitrary seg-
mentation. Overlapping windows or fixed-length chunks often suffice because the model
can transcribe the current window with minimal dependence on the distant future.

Speech Translation, however, is inherently non-monotonic and requires global context.
The translation of a word often depends on parts of the sentence that appear much later
in the audio stream. For instance, translating a verb-final German sentence into English
requires the model to wait until the end of the source utterance to generate the correct verb
in the target. If an arbitrary segmentation point falls between the subject and the verb, the
model loses the necessary context to generate a grammatically correct translation. This

1github.com/mt-upc/SHAS/
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sensitivity makes segmentation not merely a preprocessing step, but a determining factor
in final translation quality.

3.3 Existing Approaches and Limitations

In the absence of a manual (or oracle) segmentation, several automatic strategies have been
proposed. These can generally be categorized into length-based, pause-based, and hybrid
approaches.

Length-based Segmentation. The simplest approach splits the audio stream into fixed-
length chunks (e.g., every 30 seconds). While this ensures that the input fits within the
memory constraints of the Transformer architecture, it completely disregards the linguistic
content of the signal. Segments are almost guaranteed to cut through sentences or words,
resulting in fragmented inputs that are difficult to translate.

Pause-based Segmentation. A more sophisticated approach aims to split the audio at
natural pauses, typically using Voice Activity Detection (VAD) tools (Sohn et al., 1999).
These systems classify audio frames as speech or non-speech based on energy thresholds
or statistical models. The underlying assumption is that acoustic silence corresponds to
linguistic sentence boundaries.

However, this assumption is often flawed in spontaneous speech. Speakers frequently
pause for breath, hesitation, or emphasis in the middle of a sentence. A VAD-based system
will eagerly split at these silences, fracturing the sentence into incomplete fragments. Con-
versely, in fast-paced speech, speakers may connect distinct sentences without a perceptible
pause, causing the VAD to merge them into overly long sequences that exceed the model’s
capacity. The issue is further reinforced by the absence of syntactic information during the
segmentation. This mismatch between acoustic pauses and semantic boundaries is a pri-
mary cause of the performance degradation observed in real-world ST deployments (Gaido
et al., 2021b).
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Hybrid Segmentation. To mitigate the limitations of the aforementioned methods,
hybrid approaches attempt to balance acoustic features with length constraints. The most
prominent algorithm in this category is the Divide-and-Conquer (DAC) strategy proposed
by Potapczyk and Przybysz (2020). This method recursively splits the audio at the longest
detected pauses until all segments satisfy a maximum length constraint. Gaido et al.
(2021b) further refined this with a streaming-compatible version.

While hybrid methods offer a significant improvement over naive VAD segmentation
by avoiding splits at short hesitation pauses, they remain fundamentally limited by their
reliance on energy-based features. They are essentially heuristic algorithms operating on
the output of a standard VAD. If the acoustic signal does not contain a distinct energy drop
at the sentence boundary, or if a hesitation pause is acoustically indistinguishable from a
terminal pause, the heuristic fails. As we demonstrate in §3.6, even these sophisticated
hybrid methods lag significantly behind the oracle performance of manual segmentation,
highlighting the need for a method that can learn the semantic structure of speech.

3.4 The SHAS Methodology

Our proposed method, Supervised Hybrid Audio Segmentation (SHAS), approaches the
segmentation problem as a two-stage process. First, we learn a probability map over the
audio signal using a supervised classifier that mimics the manual segmentation of the
training data. Second, we employ a decoding algorithm that utilizes these probabilities
to generate variable-length segments satisfying specific length constraints. The training
architecture is depicted in Figure 3.1, while the complete inference pipeline is illustrated
in Figure 3.2.

3.4.1 The Segmentation Frame Classifier

The core of our approach is the Segmentation Frame Classifier (SFC), a neural network
designed to act as a learnable boundary detector.

Problem Formulation and Data. Unlike standard ASR datasets which are often pre-
split, ST datasets such as MuST-C (Di Gangi et al., 2019a) or mTEDx (Salesky et al., 2021)
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WAV2VEC 2.0 (XLS-R)

Transformer Encoder Layer
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Frame-wise Inclusion Probabilities
p ∈ [0, 1]T
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y ∈ {0, 1}T

LBCE

Figure 3.1: The training architecture of the Segmentation Frame Classifier (SFC). A frozen
WAV2VEC 2.0 backbone extracts contextual representations, which are processed
by a trainable adapter to predict frame-wise inclusion probabilities.

consist of long audio recordings (e.g., 10–20 minute talks). Each recording is associated
with a set of manual segments S = {(s1, e1), . . . , (sM , eM)}, where each tuple (si, ei)

defines the start and end timestamps of a sentence-level translation unit.2

These segments do not cover the entire duration of the recording; there are “gaps” between
segments corresponding to silence, applause, or non-linguistic noise. We leverage this
structure to formulate segmentation as a binary classification task. For any given frame t

in the audio, we define the ground truth label yt as:

yt =

1 if ∃i : si ≤ t ≤ ei (Positive: inside a segment)

0 otherwise (Negative: boundary/gap)
(3.1)

The goal of the SFC is to predict the probability P (yt = 1|x), effectively learning to
distinguish semantic speech content from the boundaries that separate them.

2The segments are mapped to the output frame resolutions of the backbone model.
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Architecture. The SFC leverages the acoustic modeling capabilities of self-supervised
speech representations (Figure 3.1). As input, it accepts a sequence of raw audio waveform
samples x. These are processed by a pre-trained WAV2VEC 2.0 model (Baevski et al.,
2020), specifically its multilingual variant, XLS-R (Babu et al., 2022). To maintain
computational efficiency and preserve general acoustic features, we keep the parameters of
the WAV2VEC 2.0 backbone frozen.

Let fw2v(·) denote the frozen backbone. The extraction process yields a sequence of
contextual representations H:

H = fw2v(s) ∈ RT×d (3.2)

where d is the hidden dimension of the model (e.g., 1024 for XLS-R). It is important
to note that WAV2VEC 2.0 operates with a convolutional stride (typically 20ms or 320
samples at 16kHz). Therefore, T represents the number of acoustic frames, which is
proportional to the number of raw samples |s| divided by the stride factor.

These representations are then passed to a trainable adapter module. This module consists
of a Transformer encoder layer (Vaswani et al., 2017) to capture local dependencies within
the window, followed by a linear projection d→ 1 and a sigmoid activation σ(·):

H′ = TransformerEncoder(H) (3.3)

p = σ(H′W) ∈ [0, 1]T (3.4)

Here, W ∈ Rd×1 are learnable parameters, and p = (p1, . . . , pT ) represents the predicted
inclusion probabilities for each frame t.

Training Strategy. Training on full-length talks is computationally infeasible. Con-
versely, training only on pre-segmented sentences would deprive the model of negative
samples (boundaries). Therefore, we employ a random segmentation training scheme.
At each training step, we sample a random fixed-length window of duration N (e.g., 20
seconds) from the continuous recording. This window may contain partial sentences,
multiple short sentences, or silence.

The model is trained to minimize the Binary Cross-Entropy (BCE) loss between the
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predicted probabilities pt and the ground truth labels yt:

L = − 1

T

T∑
t=1

[w · yt log pt + (1− yt) log(1− pt)] (3.5)

where w is a weighting factor introduced to handle the class imbalance, as positive frames
(speech) typically outnumber negative frames (boundaries) in standard talks.

3.4.2 The Probabilistic Divide-and-Conquer Algorithm

The output of the SFC is a continuous probability curve where low values indicate po-
tential split points. To transform this curve into a valid segmentation, we introduce the
Probabilistic Divide-and-Conquer (PDAC) algorithm.

Standard hybrid approaches typically apply a binary decision rule (e.g., VAD speech/non-
speech) and then split at the longest detected pause (Potapczyk and Przybysz, 2020).
However, this binary quantization discards valuable information about the quality of the
potential split. A long pause might be a hesitation, whereas a shorter pause might be a
clear sentence boundary.

PDAC operates directly on the continuous probability map generated by the SFC. As
illustrated in Figure 3.2 (Top), we first handle arbitrary input durations via a rolling
window strategy. The audio stream is processed in overlapping fixed-length windows, and
predictions in overlapping regions are averaged to ensure smooth transitions.

Once the full probability curve p is obtained, the algorithm recursively identifies the
optimal split point within a given segment (Figure 3.2, Bottom). We define the optimal
split point not as the longest silence, but as the frame t with the global minimum probability
pt.

The Algorithm. The process, formalized in Algorithm 1, proceeds as follows:

1. Given a segment of audio, which initially corresponds to the full recording, the
algorithm checks if its duration exceeds a user-defined max-segment-length (ℓmax).
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Done

Sentence-level Segments ready for ST

Figure 3.2: The SHAS Inference Pipeline. Top: The Rolling Window strategy merges prob-
abilities from overlapping windows. Bottom: The PDAC algorithm recursively
splits the probability curve at global minima to form valid segments.

2. If the segment is too long, the algorithm searches for the frame with the lowest
probability (argmin P ).

3. To prevent creating unusable fragments, we enforce a min-segment-length (ℓmin)
constraint. The split point must result in two new segments that are both longer than
ℓmin.

4. If a valid split point is found, the segment is divided, and the algorithm recursively
processes the left and right sub-segments.

5. Finally, the boundaries of the resulting segments are trimmed using a probability
threshold (pthr) to remove non-speech frames at the edges.

This approach allows the segmentation policy to be dynamic. In regions of high uncertainty
(all probabilities are relatively high), the algorithm effectively looks for the “least bad”
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place to split, minimizing the potential damage to the translation, whereas standard VAD
might fail to trigger a split entirely.

Algorithm 1 Probabilistic Divide-and-Conquer (PDAC)
Require: Frame probabilities P , max length ℓmax, min length ℓmin, threshold pthr

1: procedure RECURSIVESPLIT(start, end)
2: if (end− start) < ℓmax then
3: return [(start, end)]
4: end if
5: candidates← SortIndicesByProbability(P [start : end])
6: for idx in candidates do
7: split← start+ idx
8: left← (start, split)
9: right← (split, end)

10: if Length(left) > ℓmin and Length(right) > ℓmin then
11: Lsegs ← RECURSIVESPLIT(left)
12: Rsegs ← RECURSIVESPLIT(right)
13: return Lsegs +Rsegs

14: end if
15: end for
16: return [(start, end)] ▷ No valid split found
17: end procedure
18: procedure PDAC(P, ℓmax, ℓmin, pthr)
19: Segments← RECURSIVESPLIT(0,Length(P ))
20: FinalSegments← []
21: for (s, e) in Segments do
22: (s′, e′)← Trim(P, s, e, pthr) ▷ Trim edges below threshold
23: Append (s′, e′) to FinalSegments
24: end for
25: return FinalSegments
26: end procedure

3.5 Experimental Setup

We evaluate the proposed method on five language directions, covering both high-resource
and medium-resource scenarios, and assess its robustness across different domains.
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3.5.1 Data

Our experiments cover translations from English (eng) to German (deu) and from Spanish
(spa), French (fra), Italian (ita), and Portuguese (por) into English. We utilize the
following datasets:

• MuST-C (Di Gangi et al., 2019a): We use the eng-deu part of this corpus. The
English audio is used to train the English Segmentation Frame Classifier (SFC). We
use the dev split for development and the tst-COMMON split for testing.

• mTEDx (Salesky et al., 2021): For the non-English source languages (spa, fra,
ita, por), we utilize the ASR splits of the mTEDx corpus to train the respective
SFCs. The ST valid and test splits are used for development and testing.

• Europarl-ST (Iranzo-Sánchez et al., 2020): We use the eng-deu test set of this
corpus to evaluate cross-domain generalization, applying the classifier trained on
MuST-C (TED talks) to parliamentary debates without any fine-tuning.

All audio data were converted to mono and sampled at 16kHz.

3.5.2 Segmentation Frame Classifiers

We trained five monolingual SFC models (eng, spa, fra, ita, por) and one multilingual
model covering all source languages. To handle the lack of explicit negative examples
(boundaries) in standard datasets, we trained the models using random audio crops of
N = 320, 000 samples (20 seconds). This random cropping strategy ensures the model
encounters both valid speech segments and boundaries during training.

Architecture. We utilized the pre-trained XLS-R model (Babu et al., 2022) as the
backbone, and specifically the 300M-parameter version available on the Transformers
library.3 Based on preliminary experiments on the MuST-C devset (see ablation §3.6.6),
we extract representations from the 14th layer of XLS-R, as this layer was found to contain
the most optimal features for the segmentation task, outperforming the final layer. The
extracted features are processed by a lightweight adapter consisting of a single Transformer
encoder layer with a model dimension of 1024, a feed-forward dimension of 2048, 8

3huggingface.co/facebook/wav2vec2-xls-r-300m
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attention heads, pre-layer normalization, and GELU activation (Hendrycks and Gimpel,
2023). A final linear layer with a sigmoid activation maps the representations to frame-level
probabilities. Crucially, the parameters of the XLS-R backbone are kept frozen, and only
the adapter (approximately 8.4M parameters) is trained.

Optimization. Models were trained for 8 epochs using the AdamW opti-
mizer (Loshchilov and Hutter, 2019) with a batch size of 14. We used a dropout
of 0.1 in the transformer adapter layer. We employed a learning rate of 2.5 · 10−4 with
cosine annealing decay. To address class imbalance that stems from frames containing
speech significantly outnumber boundary frames, we weighted the binary cross-entropy
loss towards the negative class. For inference, we perform a rolling window analysis with
a stride of 10 seconds. To minimize context loss at the window edges, we average the
probabilities from two overlapping windows.

3.5.3 Speech Translation Models

To assess the impact of segmentation on translation quality, we used the pretrained Joint
Speech-to-Text models (Figure 2.9) from FAIRSEQ (Tang et al., 2021a; Wang et al., 2020b).
These models represent strong, standard baselines for E2E ST. We used two different
configurations:

1. English-German Model: Trained on MuST-C eng-deu. It features a Transformer
encoder-decoder structure (12 encoder layers, 6 decoder layers) with a model dimen-
sion of 512. The input consists of 80-dimensional log mel-filterbank features with a
10ms stride. The vocabulary size is 10,000 unigram subwords.4

2. Multilingual Model: Trained on the mTEDx dataset, including the directions spa,
fra, ita, and por to English. This is a larger model (24 encoder layers, 12 decoder
layers) with a dimension of 768. Unlike the eng-deu model, it processes raw audio
waveforms directly. The vocabulary consists of 64,000 subwords.5

During inference, we strictly use the speech modality (no auxiliary text input) and decode
with a beam search of size 5.

4github.com/facebookresearch/fairseq/blob/main/examples/speech_text_joint_to_text/docs/ende-
mustc.md

5github.com/facebookresearch/fairseq/blob/main/examples/speech_text_joint_to_text/docs/iwslt2021.md
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3.5.4 Baselines and Evaluation

We compare SHAS against the following segmentation strategies:

• Length-based: Splits audio into fixed-length segments determined by a max-length
parameter.

• Pause-based (VAD): Uses WebRTC VAD6 to split audio at detected silences. We
tune the frame length (10, 20, 30ms) and aggressiveness mode (1, 2, 3).

• Hybrid Approaches: We compare against the Hybrid VAD-DAC and Hybrid
VAD-STRM methods proposed by Gaido et al. (2021b), as well as the Hybrid W2V-
DAC (Gállego et al., 2021), which uses a fine-tuned WAV2VEC 2.0 model as a pause
detector.

Hyperparameter Tuning. For all methods, parameters were tuned on the respective
development sets to maximize BLEU scores. For SHAS and the hybrid/length-based
baselines, the max-segment-length was tuned in the range of [4, 40] seconds. For SHAS,
we set the min-segment-length to 0.2 seconds and the trimming probability threshold to
0.5.

Metrics. Since different segmentation methods produce different sentence boundaries,
the resulting translations cannot be compared directly line-by-line with the reference.
To address this, we realign the generated translations with the reference text using
mwerSegmenter (Matusov et al., 2005), which is standard practice in IWSLT evalua-
tion campaigns (Ansari et al., 2020; Anastasopoulos et al., 2021). We then report BLEU
scores (Papineni et al., 2002) computed with sacreBLEU (Post, 2018). To quantify the
effectiveness of the segmentation, we also report the percentage of the “oracle” BLEU
score (obtained using manual segmentation) that is retained by the automatic method.
Overall, when comparing different segmentation methods, we use the same Speech Trans-
lation model, thus any differences in translation quality are directly stemming from the
differences in segmentation quality. As this chapter was published in 2022, we report
BLEU as the primary evaluation metric, following the standard practice at the time; learned
metrics such as COMET were less prevalent then. See §2.6.5 for a broader discussion of
metric choices and their limitations.

6github.com/wiseman/py-webrtcvad
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3.6 Results and Analysis

3.6.1 Approaching the Oracle

We first evaluate the effectiveness of SHAS in bridging the gap between automatic and
manual segmentation on the MuST-C and mTEDx benchmarks. Table 3.1 presents the
BLEU scores obtained by translating segments generated by SHAS compared to existing
baselines. To quantify the quality of the segmentation independently of the underlying
translation model, we report the “Recovery Rate”, which is the percentage of the BLEU
score obtained with the manual (oracle) segmentation that is retained by the automatic
method.

The results demonstrate that SHAS consistently produces high-quality segmentations,
allowing the ST models to retain more than 95% of the manual BLEU score across all
tested language directions, with an average retention of 96%. In comparison to standard
baselines, we observe substantial improvements. SHAS outperforms the widely used
pause-based (VAD) approach by 4.5 BLEU points on average, and surpasses the Hybrid
VAD methods (Gaido et al., 2021b) by approximately 2 BLEU points. Notably, even when
compared to the strongest baseline, the Hybrid W2V-DAC (Gállego et al., 2021) which
also utilizes WAV2VEC 2.0 features for pause detection, SHAS achieves an improvement
of 1.2 BLEU points, effectively closing the gap to the oracle performance by an additional
4%.

We also observe that the traditional pause-based method significantly underperforms in
this multilingual setting, retaining only 81% of the manual BLEU on average. Surprisingly,
a naive length-based segmentation often yields better results (85%) than VAD. This
underperformance is likely due to the VAD’s reliance on energy thresholds which may
not generalize well across different languages and recording conditions, whereas the
length-based approach guarantees segments that fit the model’s memory constraints. These
findings highlight that semantic continuity, which SHAS aims to preserve, is more critical
for translation quality than merely splitting at acoustic silences.
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Segm. Method eng-deu esp-eng fra-eng ita-eng por-eng Average

Manual (Oracle) 27.0 31.9 36.7 27.2 34.9 31.5

Length-based (fixed) 22.3 (83%) 27.7 (87%) 30.6 (83%) 23.7 (87%) 30.2 (87%) 26.9 (85%)
Pause-based (VAD) 22.8 (84%) 27.0 (85%) 30.0 (82%) 21.8 (80%) 26.6 (76%) 25.6 (81%)
Hybrid VAD-DAC 24.2 (90%) 29.4 (92%) 31.9 (87%) 24.4 (90%) 30.9 (89%) 28.1 (89%)
Hybrid VAD-STRM 23.8 (88%) 29.5 (93%) 31.8 (87%) 24.7 (91%) 31.2 (89%) 28.2 (89%)
Hybrid W2V-DAC 24.5 (91%) 29.7 (93%) 33.5 (91%) 24.8 (91%) 32.5 (93%) 29.0 (92%)

SHAS (Monolingual) 25.7 (95%) 30.5 (96%) 35.1 (96%) 26.4 (97%) 33.2 (95%) 30.2 (96%)
SHAS (Multilingual) 25.6 (95%) 30.8 (97%) 35.3 (96%) 26.6 (98%) 33.5 (96%) 30.4 (96%)

Table 3.1: BLEU scores of SHAS compared to manual segmentation and other methods on
MuST-C and mTEDx test sets. The numbers in parentheses indicate the Recovery
Rate (percentage of Manual BLEU retained). The translations are carried out for
each language pair by the same model, thus any differences in translation quality are
stemming directly from the segmentation method.

3.6.2 Multilingual Generalization

While the results discussed above utilize monolingual Segmentation Frame Classifiers
(SFC) trained specifically for each source language, we also investigated the efficacy of a
single Multilingual SFC. This model was trained on the concatenated data of all source
languages. As shown in the last row of Table 3.1, this unified model achieves additional
improvements for most language pairs. For instance, on the Italian-to-English direction
(ita-eng), the multilingual SHAS reduces the gap with the manual segmentation to just
0.5 BLEU. This indicates that the segmentation boundaries learned by the model share
common acoustic-semantic characteristics across languages, allowing a single model to
effectively handle multiple source languages without performance degradation. The only
exception is the high-resource eng-deu pair, where the specialized monolingual model
performs marginally better.

3.6.3 Zero-Shot Cross-Lingual Transfer

Given that the SFC is built on top of the cross-lingual XLS-R representations, we hy-
pothesized that it might exhibit zero-shot generalization capabilities. To test this, we
applied the monolingual classifiers to languages they were not trained on (e.g., using an
English-trained classifier to segment Spanish audio). Table 3.2 presents the matrix of
zero-shot performance.

The results reveal a remarkably high degree of cross-lingual transfer. For most languages,

52



3 Bridging the Segmentation Gap

Trained / Tested eng-deu esp-eng fra-eng ita-eng por-eng

eng 25.7 22.3 33.6 14.3 26.1
esp 21.7 30.5 32.8 25.8 33.0
fra 23.7 30.3 35.1 26.4 32.6
ita 22.2 30.4 34.4 26.4 32.8
por 23.0 30.8 34.1 26.2 33.2

Table 3.2: Zero-shot BLEU scores on MuST-C and mTEDx test sets. Rows represent the
language the SFC was trained on; columns represent the language which is evaluated.
Underlined is the supervised performance (diagonal). Bold is the best performance
for each evaluated language (columns).

the zero-shot performance is comparable to the supervised performance. For example,
the Portuguese (por) classifier achieves the best result on the Spanish test set (30.8
BLEU), slightly outperforming the supervised Spanish classifier itself. This phenomenon
is a direct consequence of the underlying XLS-R vector space, which aligns acoustic
representations across languages. Training a simple linear adapter on top of these frozen
representations preserves this alignment, enabling the segmentation policy to transfer to
unseen languages.
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Figure 3.3: The trade-off between specialization and generalization. As the English SFC trains
(x-axis: epochs), its performance on the supervised task (eng-deu) improves, while
its zero-shot performance on other languages (average) degrades.

However, we observe a distinct behavior with the English classifier. While it performs
optimally on English data, it generalizes poorly to other languages (e.g., achieving only 14.3
BLEU on Italian). This is likely due to the significantly larger size of the English training
corpus (450 hours vs. 100-200 hours for others), which leads the model to over-specialize
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and suffer from catastrophic forgetting of cross-lingual alignment (Pfeiffer et al., 2020;
Kumar et al., 2022). Figure 3.3 illustrates this trade-off: in the early epochs of training, the
English classifier retains high zero-shot performance, but as training progresses and the
supervised performance peaks, the zero-shot capability sharply declines. This suggests
that for zero-shot applications, early stopping or training on less data might be beneficial
to preserve the cross-lingual generalization of the pre-trained embeddings.

3.6.4 Domain Robustness

Finally, we assess the robustness of SHAS to domain shifts. We applied the SFC trained
on MuST-C (TED talks) to the Europarl-ST benchmark (parliamentary debates) without
any fine-tuning. Table 3.3 presents these cross-domain results.

Method BLEU Recovery Rate

Manual (Oracle) 28.8 100%

Length-based (fixed) 22.4 80%
Pause-based (VAD) 18.6 67%
Hybrid VAD-STRM 24.1 87%
Hybrid W2V-DAC 24.9 90%

SHAS (Monolingual) 26.4 95%
SHAS (Multilingual) 26.2 94%

Table 3.3: Cross-domain robustness on Europarl-ST eng-deu test. The SHAS model was
trained on MuST-C (TED talks) and applied zero-shot to Europarl-ST.

SHAS demonstrates strong cross-domain transfer, achieving a BLEU score of 26.4 and
retaining 95% of the manual segmentation’s quality. In contrast, the best existing baseline
achieves only 90% retention, and the standard VAD approach drops significantly to 67%.
This indicates that the semantic boundaries learned by SHAS are not specific to the
prosodic style of TED talks but capture fundamental properties of speech structure that
hold across different speaking styles and domains.

3.6.5 Sensitivity to Segment Length

A critical hyperparameter in most segmentation algorithms is the max-segment-length

(max), which dictates the maximum duration of any generated audio segment. In standard
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hybrid approaches, this parameter requires careful tuning, as the optimal length often
depends on the capacity of the downstream ST model.

We analyzed the sensitivity of SHAS and baseline methods to this parameter by evaluating
translation quality across a range of ℓmax values (from 8 to 40 seconds). We tested this using
four different ST models of varying quality7 to simulate different resource conditions.
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Figure 3.4: Impact of the max-segment-length parameter (ℓmax) on translation quality. Different
segmentation methods evaluated on a range of ℓmax values (x-axis), with four
different Speech Translation models, of varying quality (weakest: extra-small,
strongest: joint-s2t). BLEU scores on MuST-C eng-deu tst-COMMON.

The results, visualized in Figure 3.4, reveal a divergence in behavior. For existing hybrid
and length-based methods, there is a clear trend: higher-quality ST models require increas-
ingly longer segments to reach their peak performance. This implies that these methods
frequently create improper splits, and stronger models need larger context windows to
recover from these errors.

In contrast, SHAS exhibits remarkable stability. The optimal value for the ℓmax parameter
consistently falls in the range of 14–18 seconds, regardless of whether the downstream

7The extra-small, small and medium standard S2T-TRANSFORMER(§2.6.4) and the Joint S2T models used
in the main experiments (§3.5)
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ST model is small or large. This indicates that SHAS effectively identifies natural
semantic boundaries that match the expected sentence granularity of the translation models.
Consequently, SHAS eliminates the need for extensive hyperparameter tuning on held-out
development sets, making it a robust solution for diverse deployment scenarios.

3.6.6 Ablations

We investigate the importance of the Segmentation Frame Classifier’s (SFC) depth and
the trade-offs between offline and online processing. Table 3.4 summarizes these experi-
ments.

Method Full Audio Train Params Infer Params BLEU

SHAS (Standard Configuration) ✓ 8.4 M 208.5 M 25.7 (95.1%)

w/ PSTRM Algorithm ✗ 8.4 M 208.5 M 25.6 (94.7%)
w/ Finetuned XLS-R Feature Extractor ✓ 25.7 M 202.1 M 25.3 (93.6%)
w/ 0 Transformer layers in SFC ✓ 0.0 M 218.9 M 24.9 (92.2%)
w/ 2 Transformer layers in SFC ✓ 16.8 M 218.9 M 25.7 (95.2%)

Table 3.4: Ablation study on architectural choices and inference constraints for MuST-C eng-
deu. We report BLEU and the percentage of manual BLEU retained. The standard
configuration of SHAS uses the PDAC algorithm, takes as input the representations
of the 14th of a frozen XLS-R, and utilizes 1 Transformer layer in the SFC.

Transformer Layers in SFC. Our standard configuration (Full SHAS) uses a single
Transformer layer in the SFC and operates in an offline mode, processing the full audio file.
We observe that removing the Transformer layer and relying solely on a linear projection of
the WAV2VEC 2.0 features results in a performance drop of 0.8 BLEU (from 25.7 to 24.9).
This confirms that the local context aggregation provided by the self-attention mechanism
is crucial for identifying semantic boundaries. Interestingly, increasing the complexity by
adding a second Transformer layer yields negligible gains, suggesting that a single layer is
sufficient for this task.

Segmentation Algorithm. We also evaluate a streaming-compatible version of our
method (PSTRM). Instead of the Divide-and-Conquer algorithm which requires the full
audio duration, this version uses the Probabilistic Streaming algorithm (Gaido et al., 2021b)
on the probabilities predicted by SHAS. The results show a minimal degradation of only
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0.1 BLEU compared to the offline approach. This demonstrates that SHAS is highly
suitable for online applications where low latency is required.

Compact Backbone. Finally, we explored a “compact” version of the model where we
use the output of the convolutional feature extractor rather than the deep Transformer layers
of XLS-R, and additionally fine-tune these convolutional parameters. While this reduces
the inference parameter count significantly (from 200M frozen parameters to essentially
just the feature extractor), it lags by 0.4 BLEU behind the full model. Nevertheless, it
remains competitive with other hybrid methods, offering a viable alternative for highly
resource-constrained environments.

Optimal Feature Selection. The standard SHAS configuration utilizes representations
from the 14th layer of the frozen XLS-R model. To arrive at this choice, we conducted
an experiment to determine which layer of the backbone provides the most informative
features for segmentation. We trained separate classifiers on top of every layer of the
backbone (from the feature extractor (0th layer) output up to the last 24th layer) and
evaluated their performance on the MuST-C eng-deu development set. As illustrated in
Figure 3.5, we observe a distinct bell-shaped trend. The performance is suboptimal when
using the very early layers (low contextual information). However, the performance also
degrades significantly when using the final layers, with the last layer retaining only about
89% of the manual BLEU. This suggests that the final layers of self-supervised models are
overly specialized towards the pre-training objective (masked token prediction) and may
lose some of the structural acoustic information necessary for boundary detection. The
“middle” layers (11–20) consistently perform best, with the 14th layer achieving the global
maximum. This aligns with findings in other downstream tasks, such as unsupervised
speech recognition, where middle layers often yield superior representations (Baevski
et al., 2021).

3.7 Summary and Conclusions

In this chapter, we have addressed the critical challenge of processing continuous audio
streams in End-to-End Speech Translation. We argued that the segmentation mismatch—the
discrepancy between the well-formed sentence-level utterances seen during training and
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Figure 3.5: Performance of SHAS using input representations from different layers of the pre-
trained XLS-R model. Measured in percentage of manual BLEU score retained in
MuST-C eng-deu development set. Layer ID 0 is the output of the feature extractor.

the unsegmented streams encountered at inference—is a primary cause of performance
degradation in real-world deployments. Standard approaches relying on acoustic pauses
(VAD) often fail to capture the semantic structure of speech, leading to fragmented inputs
that disrupt the translation process.

We proposed Supervised Hybrid Audio Segmentation (SHAS), a learnable segmentation
model that bridges this gap. By training a lightweight classifier on top of self-supervised
speech representations, SHAS learns to mimic the semantic segmentation decisions made
by humans. Our experimental results on MuST-C and mTEDx demonstrate that this
approach is highly effective, retaining nearly 96% of the translation quality achieved
with manual segmentation and significantly outperforming traditional heuristic baselines.
Furthermore, we showed that the method exhibits strong robustness: it generalizes to
unseen domains without fine-tuning and transfers effectively to new languages in a zero-
shot manner, leveraging the cross-lingual alignment of the underlying WAV2VEC 2.0
encoder.

While SHAS effectively solves the segmentation problem at inference time by forcing
the input to resemble the training data, the dependency on a fixed segmentation strategy
suggests a complementary question: can we instead modify the training data to be robust
to segmentation variance? The probabilistic nature of the SHAS classifier provides not
just a single optimal segmentation, but a distribution of valid boundaries. In Ch. 4 we
explore how this flexibility can be utilized during training. We introduce SEGAUGMENT,
a method that leverages dynamic re-segmentation as a data augmentation strategy, creating
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diverse training views that further close the gap between training and inference conditions
while maximizing data utility in low-resource settings.
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4 Turning Segmentation into
Augmentation

This chapter is based on our work “SEGAUGMENT: Maximizing the Utility of Speech
Translation Data with Segmentation-based Augmentations”, published in EMNLP Find-
ings 2023 (Tsiamas et al., 2023a).

4.1 Introduction

In the previous chapter (Ch. 3), we addressed the segmentation problem at inference time.
We showed that by using a Supervised Hybrid Audio Segmentation (SHAS) model, we
could process continuous audio streams with minimal loss in translation quality. However,
relying solely on inference-time solutions leaves a fundamental inefficiency in how we
train End-to-End (E2E) Speech Translation (ST) models.

A major bottleneck for E2E ST is the scarcity of paired audio-text data (Sperber and Paulik,
2020). To train these models, we typically rely on corpora such as MuST-C (Di Gangi
et al., 2019a), mTEDx (Salesky et al., 2021), or Europarl-ST (Iranzo-Sánchez et al., 2020).
These datasets are created by manually segmenting long audio recordings (like TED talks)
into sentence-level utterances based on transcript punctuation. While this provides clean
training data, it results in a “static” view of the speech, in which a given sentence is always
presented with the exact same acoustic boundaries and context.

This static segmentation creates two major limitations. First, it restricts the amount of
available training examples, as well as their diversity, which is critical given the data
scarcity issue in ST (Sperber and Paulik, 2020). Second, it creates a mismatch between
training and deployment (Ansari et al., 2020; Anastasopoulos et al., 2021; Papi et al., 2021).
During training, the model sees perfectly segmented sentences. During inference, even
with a strong segmentation model like SHAS, the boundaries are automatic and may not
match the linguistic pauses perfectly. As we observed in §3.6, this mismatch can still lead
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Figure 4.1: Conceptual comparison between standard data training and SEGAUGMENT. While
standard training relies on a single, fixed segmentation of the document, SEGAUG-
MENT generates multiple alternative versions with varying length constraints, effec-
tively multiplying the available training data and diversity.

to performance degradation, where ST inference on the automatically segmented test set
cannot match the performance of the ST inference on the manually segmented one.

In this chapter, we propose to turn the segmentation problem into a data augmentation
opportunity. We introduce SEGAUGMENT, a strategy that moves the segmentation process
from a fixed preprocessing step to a dynamic augmentation pipeline (Figure 4.1). Instead
of training on a single version of the data, we use the SHAS method developed in Ch. 3 to
re-segment the original document-level speech with varying length constraints (e.g., short,
medium, and long segments). We then recover the corresponding text through audio-text
forced alignment (McAuliffe et al., 2017) and machine translation, thus creating a diverse
dataset in which segments appear in multiple contexts.

The contributions of this chapter are as follows:

• We propose SEGAUGMENT, a novel data augmentation method for ST that leverages
audio re-segmentation to multiply and diversify the training data.

• We demonstrate that this augmentation method yields consistent improvements
across multiple benchmarks and scenarios. Specifically, it improves translation
quality for both standard and state-of-the-art methods in MuST-C, with gains being
even larger when applied in the low-resource pairs of mTEDx, and even observing
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minor improvements in CoVoST-2, even though the original data are sentence-like
and not based on documents.

• We provide concrete evidence that our method solves the training-inference segmen-
tation mismatch, enabling ST models to retain 100% of the manual segmentation
translation quality when evaluated on an automatic segmentation.

• We analyze the potential reasons behind the effectiveness of the proposed method,
focusing on (a) contextual diversity, (b) positional diversity, (c) length specialization,
and (d) knowledge distillation.

• We open-source our code for implementing the SEGAUGMENT pipeline, and all
synthetic data generated with it.1

The rest of this chapter is structured as follows. §4.2 presents the existing approaches and
their limitations. §4.3 provides the background on the manual segmentation process. §4.4
details the three-step pipeline used to generate the augmented data. §4.5 describes the
experimental setup, including the datasets and baselines. §4.6 presents the main results
of our method showing its broad benefits and applicability. §4.7 focuses on how our
method solves the training-inference segmentation mismatch. Finally, §4.8 analyzes the
mechanisms behind the effectiveness of SEGAUGMENT.

4.2 Related Work: Augmentation and Segmentation

Signal-level Augmentation. Data augmentation is a standard technique for improv-
ing the generalization of speech models. The most prominent approach in this category
is SpecAugment (Park et al., 2019), which operates directly on the acoustic features
(spectrograms) by applying masking to blocks of frequency and time channels. WavAug-
ment (Kharitonov et al., 2021) is a similar method, but operates on the time-domain of
waveforms, by introducing effects like pitch, tempo, and echo. These methods have been
successfully adapted for ST (Bahar et al., 2019; Di Gangi et al., 2019b; Gállego et al.,
2021), demonstrating consistent improvements. However, they are limited to signal-level
modifications and do not alter the linguistic content or structural composition of the training
examples. Our proposed SEGAUGMENT is orthogonal and complementary to such tech-

1github.com/mt-upc/SegAugment
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niques, where instead of altering the speech features, we generate new training instances by
modifying the segmentation points, effectively providing the model with diverse structural
views of the same underlying data.

Synthetic Data from External Sources. A common strategy to address the data scarcity
in ST is to leverage large amounts of external data to generate synthetic ST pairs. For
instance, creating pseudo-labels by translating the transcriptions of ASR datasets (Jia
et al., 2019; Pino et al., 2019) or by performing Text-to-Speech (TTS) synthesis on MT
corpora (Jia et al., 2019). While effective, these methods rely heavily on the availability
of large-scale external datasets. In contrast, SEGAUGMENT generates synthetic data
internally, maximizing the utility of the existing ST dataset without requiring any additional
external speech or text resources.

Re-combining Training Data. A similar line of work to ours aims to generate synthetic
examples by cropping or merging the original ones, with sub-sequence sampling for
ASR (Nguyen et al., 2020), and concatenation for MT (Nguyen et al., 2021; Wu et al.,
2021; Kondo et al., 2021), and for speech tasks (Lam et al., 2023). Our approach is more
general than the aforementioned ones, since it segments documents in different contextually
valid points, thus providing access to a greater number of synthetic examples. Furthermore,
Lam et al. (2022) proposed to recombine training data in a linguistically-motivated way.
They first sample pivot tokens, retrieve possible continuations from a suffix memory,
combine them to obtain new speech-transcription pairs, and finally use an MT model to
generate the translations. Our method is similar since it also leverages audio alignments
and MT, but instead of mixing speech, it segments at alternative points.

Robustness to Inference Segmentation. The mismatch between training on manual
segments and inferring on automatic segments is a well-known challenge (Ansari et al.,
2020). Previous research has addressed this by re-segmenting the training data in random
points (Gaido et al., 2020b; Papi et al., 2021). Our method provides a more robust solution,
by re-segmenting not randomly, but by using a sophisticated segmentation model. A
different line of works aims to reduce the training-inference segmentation gap by utilizing
context-aware ST models (Zhang et al., 2021a; Amrhein and Haddow, 2022), which are
inherently more robust to segmentation errors because they can access information beyond
the current sentence boundary. While effective, these approaches require specialized
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architectures or training regimes to encode context. Our approach aims to solve it within
classic sentence-level ST models, without requiring expensive context-aware modeling.

4.3 Background: The Limits of Static Segmentation

Most ST corpora, such as MuST-C (Di Gangi et al., 2019a), Europarl-ST (Iranzo-Sánchez
et al., 2020), and mTEDx (Salesky et al., 2021), are natively document-level, consisting of
full audio documents (e.g., TED talks, parliamentary sessions) rather than collections of
isolated sentences. To be utilized for standard ST model training, these documents are con-
verted into sentence-level examples via a process of manual segmentation (Figure 4.2).

A document-level speech translation corpus Ddoc is comprised of n triplets representing
the speech wave S, the transcription X, and the translation Y for each document:

Ddoc =
{
S(i),X(i),Y(i)

}n
i=1

(4.1)

To create a useful resource for sentence-level ST, the document-level corpus Ddoc is
processed into a sentence-level corpus Dsent containing m =

∑n
i=1 mi examples, where mi

is the number of sentence-level examples extracted from the i-th document. Specifically:

Dsent =
{{

s(i,j),x(i,j),y(i,j)
}mi

j=1

}n

i=1
(4.2)

Here, s(i,j) denotes the sentence-level source speech for the j-th segment of the i-th
document, while x(i,j) and y(i,j) denote the corresponding transcriptions and translations.
The corpus Dsent is obtained via the manual segmentation process, where the document-
level transcription and translation are split based on strong punctuation and aligned using
cross-lingual sentence alignment (Braune and Fraser, 2010). Finally, the corresponding
sentence-level speech segments are obtained via audio-text alignment (McAuliffe et al.,
2017).

Since speech is continuous, rather than defining several independent speech sequences
s(i,j), it is standard to define start and end timestamps start(i,j), end(i,j) ∈ R relative to the
document-level speech S(i). Thus, Dsent can be re-defined as:

Dsent =
{
X(i),

{
(b(i,j),x(i,j),y(i,j))

}mi

j=1

}n

i=1
(4.3)
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Figure 4.2: Manual Segmentation of a document-level example i from a document-level corpus
Ddoc into mi examples of a sentence-level corpus Dsent. Process: (1) the document-
level transcription X and translation Y are split on strong punctuation into a set
of sentence-level transcriptions and translations and then in (2) they are aligned
with a sentence alignment tool to produce {x,y}mi

j . Finally, in (3) are obtained the
segment boundaries that correspond to each sentence-level transcription via audio
alignment.

where b(i,j) = (start(i,j), end(i,j)) is the tuple of segment boundaries for the j-th segment,
such that it can slice the document-level speech to obtain the sentence-level segment
s(i,j) = S

(i)

start(i,j):end(i,j)
. Note that gaps often exist between consecutive segments due to

silent periods or unaligned content.

4.4 The SEGAUGMENT Framework

The proposed data augmentation method, SEGAUGMENT, aims to maximize the utility of
the manually segmented training data Dsent by generating an alternative synthetic sentence-
level dataset D̂sent. The synthetic dataset is derived from different segmentations of the
original speech documents in Ddoc.

While the manual segmentation relies on grammatical features and punctuation (§4.3), we
propose to split based on acoustic features by utilizing the SHAS method introduced in
Ch. 3.

The overall pipeline, illustrated in Figure 4.3, consists of three main steps. For a given
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speech document S(i), we first generate alternative segmentation boundaries b̂ using SHAS
with specific length parameterizations (§4.4.1). Next, we recover the corresponding source
transcriptions x̂ via CTC-based forced alignment (§4.4.2). Finally, we obtain the target
translations ŷ by aligning the text with a Machine Translation model (§4.4.3).

SHAS

S(i)

speech
(document)

b(i,j)

segment
boundaries

x(i,j)

transcriptions

y(i,j)

translations

Original/Manual
Sentence-level
corpus Dsent

s(i,j)

Classifier
(SFC)

Segmentation
Algorithm (PDAC)

with params ℓ

CTC Encoder
Forced

Alignment

join MT Model

b̂(i,j) x̂(i,j) ŷ(i,j)

Synthetic
Sentence-level
corpus D̂sent

ℓ

with ki examples

repeat
with
different
segmentation
params ℓ

Figure 4.3: The SEGAUGMENT pipeline. Given a document-level example from Ddoc, we
create ki synthetic sentence-level examples by re-segmenting the audio with SHAS.
We then recover the transcription via CTC forced alignment and generate the
translation using an MT model. Changing the segmentation parameters ℓ results in
different synthetic corpora D̂sent

ℓ .

4.4.1 Diversifying Inputs via Re-segmentation

The first step is to obtain new, acoustically valid segments from the continuous audio. We
follow the inference process described for SHAS in §3.4. We obtain a set of alternative
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segmentation boundaries {b}kij for each document S(i) in the training corpus by applying
the SHAS Segmentation Frame Classifier (SFC) (§3.4.1) and the Probabilistic Divide-and-
Conquer (PDAC) segmentation algorithm (§3.4.2).

There is a key difference in how we apply the method here compared to the inference-time
scenario in Ch. 3. Previously, our goal was to find a single, optimal segmentation that
maximized translation quality. Here, our goal is diversity. We purposely induce variation
by running the segmentation algorithm with arbitrary values for the length constraints
(ℓmin, ℓmax).

By defining different, non-overlapping tuples of ℓ, we force the algorithm to view the
document through different temporal windows. For example, setting ℓ = (0.4, 3) forces
the creation of short, sub-sentence segments, while ℓ = (10, 20) produces long, multi-
sentence segments. This generates multiple synthetic versions of the dataset where the
same speech content is sliced in distinct ways, providing the downstream ST model with
diverse contextual views of the same data.

Specifically, for a document i, we first perform inference on the speech S(i) with the
classifier of SHAS to obtain the sequence of frame-level probabilities p(i) that indicate
the probability that each frame in the audio contains important information that should
be part of a segment. Then, using the segmentation algorithm and a parameterization
ℓ = (ℓmin, ℓmax), we obtain a set of new (plausible) segmentation boundaries.

p(i) = CLASSIFIER(S(i)) (4.4)

b(i,1), . . . , b(i,ki) = SEGMENTATION-ALGORITHM(p(i); ℓ) (4.5)

where ki is the number of new segment boundaries.

4.4.2 Transcript Recovery via Forced Alignment

Once we have defined new segmentation boundaries, the original sentence-level tran-
scriptions {x(i,j)}mi

j are no longer valid as they correspond to the manual segmentation
boundaries. We must “re-transcribe” the new segments. Since we possess the ground truth
transcription for the full document, this is an alignment problem rather than a recognition
problem.
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We employ CTC-based forced alignment (Kürzinger et al., 2020) to map the text to the
audio. First, we pass the speech of the manually segmented examples through a CTC
encoder (e.g., a pre-trained WAV2VEC 2.0 (Baevski et al., 2020) model) to obtain character-
level probabilities (see §2.4.2 for more details on CTC). Simultaneously, we normalize the
original text to match the model’s character set (e.g., removing punctuation, lower-casing)
while maintaining a mapping to the original surface forms.

Using the CTC probabilities and the cleaned text, the forced alignment algorithm computes
the optimal alignment path, assigning start and end timestamps to each character. We
then merge these characters into words. Finally, for each new synthetic segment b(i,j),
we retrieve the corresponding source text x̂(i,j) by retrieving all words whose timestamps
fall within the start and end segment boundary. The original casing and punctuation are
preserved via the stored mapping.

The pseudocode for this alignment and retrieval process is detailed in §A.1.

4.4.3 Translation Recovery via Text Alignment

The final component is the translation. Unlike the transcription, which implies a monotonic
relationship with the audio, the translation involves reordering and complex dependencies.
Thus, simple timestamp-based slicing is infeasible.

Standard cross-lingual sentence alignment tools (Braune and Fraser, 2010) are not appli-
cable as our synthetic segments may not correspond to full sentences. Furthermore, we
found that traditional word alignment tools (Dyer et al., 2013) yielded sub-optimal results
for these partial segments.

To address this, we treat alignment as a translation task. We learn the alignment using a
Machine Translation (MT) model (e.g., a small transformer encoder-decoder with 10M
parameters (Vaswani et al., 2017)). This model is trained on the manually segmented
sentence-level parallel data {x(i,j),y(i,j)}n,mi

i=1,j=1.

Crucially, we minimize regularization to encourage the model to memorize the alignment
patterns of the training set rather than generalize to unseen text. Since no sentence-level
references exist for the synthetic segments, we monitor the document-level BLEU score
on a subset of training documents and stop training when this metric plateaus.
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Once trained, we use this model to translate the synthetic transcriptions {x̂(i,j)}kij generated
in the previous step, yielding the synthetic translations {ŷ(i,j)}kij . Note, that this process
implicitly introduces Knowledge Distillation (KD) (Hinton et al., 2015) into the pipeline
(since the targets for the synthetic data are generated by a model), but as we later show in
our analysis, the effect of KD is minimal (§4.8).

Creating Multiple Sentence-level Versions. By repeating this pipeline with different
parameterizations of the segmentation algorithm, we generate multiple synthetic versions
of the original corpus. For a tuple of length constraints ℓ = (ℓmin, ℓmax), we define the
synthetic speech corpus D̂sent

ℓ with k =
∑n

i ki examples as:

D̂sent
ℓ =

{
S(i),

{
b̂(i,j), x̂(i,j), ŷ(i,j)

}ki

j=1

}n

i=1

(4.6)

where S(i) is the original i-th document audio, and the triplets inside the set represent the
new segments, recovered transcripts, and generated translations.

The computational cost of generating multiple versions is relatively low. The computation-
ally expensive steps, which are the SHAS classification and CTC encoding, depend only
on the audio documents and not the segmentation boundaries. Therefore, their outputs can
be cached and reused across different length configurations; only the lightweight segmen-
tation algorithm and the MT generation need to be re-run for each new parameterization
ℓ.

4.5 Experimental Setup

4.5.1 Data

We conduct extensive experiments across three standard ST benchmarks: MuST-
C (Di Gangi et al., 2019a), mTEDx (Salesky et al., 2021), and CoVoST 2 (Wang et al.,
2020c). The statistics for all datasets are summarized in Table 4.1.

MuST-C. We utilize versions v1.0 and v2.0 of this corpus, which is derived from TED
talks. Since these data originate from full documents, they are ideal for validating our
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Dataset Lang. Pair # Docs # Sents Hours

MuST-C v1.0

eng-deu 2,093 234K 408
eng-spa 2,514 266K 496
eng-fra 2,460 275K 485
eng-ita 2,324 254K 457
eng-nld 2,219 248K 434
eng-por 2,001 206K 377
eng-ron 2,166 236K 424
eng-rus 2,448 265K 482

MuST-C v2.0 eng-deu 2,537 251K 450

mTEDx
spa-eng 378 36K 64
por-eng 279 31K 53
spa-fra 43 4K 6

CoVoST 2 eng-deu - 231K 362

Table 4.1: Training Data Statistics. Note that for CoVoST 2, the data is not document-level, so
the document count is not applicable.

re-segmentation approach. For our main experiments, we use the eight language pairs from
MuST-C v1.0, translating from English (eng) to German (deu), Spanish (spa), French
(fra), Italian (ita), Dutch (nld), Portuguese (por), Romanian (ron), and Russian (rus).
Additionally, we use the eng-deu pair from v2.0 for ablation studies and analysis.

mTEDx. To assess performance in low-resource and non-English source scenarios, we
experiment with the mTEDx corpus. We focus on three language directions: Spanish-to-
English (spa-eng), Portuguese-to-English (por-eng), and the extremely low-resource pair
Spanish-to-French (spa-fra). Similar to MuST-C, mTEDx is natively document-level.

CoVoST 2. Finally, to test the applicability of our method on data that is not document-
based, we use the eng-deu direction of CoVoST 2. Unlike the TED-based corpora, CoVoST
is based on Common Voice (Ardila et al., 2020) and consists of isolated sentences. We
treat these sentences as short “documents” to apply our pipeline.
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4.5.2 Method Configuration

For the segmentation step, we utilize the pre-trained SHAS classifiers introduced in Ch. 3.
To generate diverse views of the data, we define four non-overlapping tuples of length
constraints (ℓmin, ℓmax):

• Short (s): (0.4, 3) seconds
• Medium (m): (3, 10) seconds
• Long (l): (10, 20) seconds
• Extra-Long (xl): (20, 30) seconds

We use the Probabilistic Divide-and-Conquer (PDAC) algorithm (§3.4.2) for the s, m,
and l configurations. For the xl configuration, we employ the Streaming (PSTRM) al-
gorithm (Gaido et al., 2021b), as we observed that PDAC struggled to satisfy the long
duration constraints in the optimization.

This process yields four synthetic corpora: D̂sent
s , D̂sent

m , D̂sent
l , and D̂sent

xl . During training,
we simply concatenate these synthetic datasets to the original corpus Dsent and remove any
exact duplicates.

For the alignment steps, we use pre-trained WAV2VEC 2.0 models (Baevski et al., 2020) as
the CTC encoder, and for the text alignment, we train small Transformer models with 6
layers.

4.5.3 Speech Translation

Models. Our primary experimental testbed is the Speech-to-Text (S2T) Transformer
architecture (Wang et al., 2020b) (see §2.6.4 for details). We use the small configuration,
which consists of 12 encoder layers, 6 decoder layers, and a model dimension of 256
(31M parameters). For the extremely low-resource pair mTEDx spa-fra, we use the
extra-small configuration (10M parameters) to prevent overfitting. Following standard
practice, we pre-train the encoder of these models on the ASR task using the available
transcriptions. Unless stated otherwise, this ASR pre-training uses only the original data.2

We then fine-tune the entire model on the ST task.

2In certain experiments we also apply SEGAUGMENT to the ASR pre-training.

71



4 Turning Segmentation into Augmentation

For our state-of-the-art comparison experiments, we also employ a stronger baseline that
combines a WAV2VEC 2.0 encoder with an MBART-50 decoder (see §2.6.4). The encoder
is composed of a 7-layer convolutional feature extractor and 24-layer Transformer encoder,
while the decoder has 12 layers (770M parameters).

Full details regarding hyperparameters, training schedules, and model architectures are
provided in §A.2.

Evaluation. For inference, we average the 10 best checkpoints on the validation set
and decode with a beam size of 5. We evaluate with BLEU (Papineni et al., 2002) using
sacreBLEU (Post, 2018), and perform statistical significance testing using paired bootstrap
resampling (Koehn, 2004) to ensure valid comparisons. To evaluate translation quality on
an automatic segmentation, the hypotheses are aligned to the references from the manual
segmentation using mwerSegmenter (Matusov et al., 2005).

4.6 Maximizing Data Utility and Generalization

In this section, we conduct a comprehensive evaluation of our proposed data augmentation
method to quantify its impact on translation quality and robustness. We structure our
analysis to answer five key questions:

• Does re-segmentation improve performance on standard benchmarks (MuST-C) and
standard baselines (S2T-TRANSFORMER)? (see §4.6.1)

• Can it boost state-of-the-art models that already utilize large-scale pre-training? (see
§4.6.2)

• Is the method effective in low-resource settings (mTEDx) where data scarcity is
most acute? (see §4.6.3)

• Can it generalize to sentence-level corpora (CoVoST 2) lacking document context?
(see §4.6.4)

• Can the diversity provided by SEGAUGMENT compensate for the removal of the
computationally expensive ASR pre-training stage? (see §4.6.5)

We present these findings sequentially below.
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Model deu spa fra ita nld por ron rus Average

Previous Works
S2T-TRANSFORMER (Wang et al., 2020b) 22.7 27.2 32.9 22.7 27.3 28.1 21.9 15.3 24.8

This Work
S2T-TRANSFORMER 23.2 27.5 33.1 22.9 27.3 28.7 22.2 15.3 25.0
+ SEGAUGMENT 25.0 29.3 35.7 25.6 30.3 31.8 25.0 16.8 27.4

+ ASR SEGAUGMENT 25.5 29.5 35.8 25.7 30.0 31.6 25.0 16.7 27.5

Table 4.2: BLEU(↑) scores on MuST-C v1.0 tst-COMMON eng-xxx. In bold is the best score
overall. All results with SEGAUGMENT and ASR SEGAUGMENT are statistically
different from the S2T-TRANSFORMER baseline with p < 0.001. All models use
the same architecture.

4.6.1 Augmenting Standard Baselines

We first evaluate the effectiveness of our proposed method on the eight language pairs of
MuST-C v1.0. We compare ST models trained with and without SEGAUGMENT against
a standard Speech-to-Text Transformer baseline (§2.6.4). For reference, we also include
results from Wang et al. (2020b), which utilize the same model architecture.

As shown in Table 4.2, models leveraging SEGAUGMENT achieve significant and consistent
improvements across all language pairs. This confirms that generating synthetic views
of the training data allows the model to better utilize the available acoustic and linguistic
information. Specifically, the improvements range from 1.5 to 3.1 BLEU points, with an
average gain of 2.4 points over the baseline.

We also investigate the application of SEGAUGMENT during the ASR pre-training stage (“+
ASR SEGAUGMENT”). While this strategy brings further marginal gains in four language
pairs (e.g., eng-deu, eng-spa), the average improvement over using SEGAUGMENT only
for the ST fine-tuning is negligible (0.1 BLEU). This suggests that the primary benefit
of the augmentation comes from the diversity it provides to the translation task itself,
although as we see later, in lower-resource scenarios, the benefits of the pre-training are
more evident (§4.6.3).

For a fine-grained analysis on how different combinations of synthetic data from SEGAUG-
MENT (e.g., “short”, “long”) affect translation quality of the trained model, see Table A.2
in the Appendix. For the results of the ASR-pretraining, see Table A.1.
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Model eng-spa eng-fra

Previous Works
CHIMERA (Han et al., 2021) 30.6 35.6
STEMM (Fang et al., 2022) 31.0 37.4
CONST (Ye et al., 2022) 32.0 38.3
STPT (Tang et al., 2022) 33.1 39.7
SPEECHUT (Zhang et al., 2022b) 33.6 41.4

This Work
W2V-MBART 33.3 40.8
+ SEGAUGMENT 33.7 41.5

Table 4.3: BLEU(↑) scores on MuST-C v1.0 tst-COMMON with SOTA models. In bold is the best
score overall. Results with SEGAUGMENT are statistically different from the w2v-
mBART baseline model with p < 0.001 for eng-deu and p < 0.005 for eng-spa.

4.6.2 Pushing State-of-the-Art Performance

In this section, we study the impact of the proposed method when combined with a much
stronger ST model. We utilize W2V-MBART, a model comprised of 24 encoder layers
and 12 decoder layers with a model dimension of 1024. The encoder is initialized from
WAV2VEC 2.0 (Baevski et al., 2020) and the decoder from MBART-50 (Liu et al., 2020a)
(see §A.2 for more details).

We fine-tune this model end-to-end on MuST-C v1.0, specifically for the English-to-
Spanish (eng-spa) and English-to-French (eng-fra) directions. We compare the per-
formance with and without the synthetic data generated by SEGAUGMENT. Addition-
ally, we compare our results against other state-of-the-art (SOTA) methods, including
CHIMERA (Han et al., 2021), STEMM (Fang et al., 2022), CONST (Ye et al., 2022),
STPT (Tang et al., 2022), and SPEECHUT (Zhang et al., 2022b).

As presented in Table 4.3, even with a highly competitive baseline (W2V-MBART), utiliz-
ing SEGAUGMENT achieves further significant improvements.3 Notably, this combination
allows us to achieve new state-of-the-art performance on both eng-spa and eng-fra.

3Compared with §4.6.1, smaller gains are expected here since the effect of data augmentation typically
diminishes as the model capacity and pre-training data volume increase.
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Model spa-eng por-eng spa-fra

Previous Works
S2T-TRANSFORMER (Salesky et al., 2021) 7.0xs 8.1xs 1.7xs

This Work
S2T-TRANSFORMER 15.6s 15.3s 2.7xs

+ SEGAUGMENT 18.5s 17.8s 3.8xs

+ ASR SEGAUGMENT 19.1s 20.3s 5.3xs

Table 4.4: BLEU(↑) scores on the mTEDx test set. In bold is the best score overall. All
results with SEGAUGMENT and ASR SEGAUGMENT are statistically different from
the S2T-TRANSFORMER baseline with p < 0.001. The superscript indicates the
architecture configuration used, small (s, 31M) or extra-small (xs, 10M).

4.6.3 Impact in Low-Resource Scenarios

We next explore the application of SEGAUGMENT in the low-resource and non-English
source settings of mTEDx. In Table 4.4, we present the results for Spanish-to-English
(spa-eng), Portuguese-to-English (por-eng), and the extremely low-resource pair Spanish-
to-French (spa-fra), which contains only 6 hours of training data. For comparison, we
include the BLEU scores from Salesky et al. (2021) that uses the same architecture.

SEGAUGMENT yields significant improvements across all pairs. Notably, unlike the
high-resource scenario in MuST-C (§4.6.1), utilizing SEGAUGMENT during the ASR
pre-training brings substantial additional gains here, improving the final ST BLEU scores
by 2.6 to 5.0 points over the baseline. This suggests that in data-scarce regimes, the
robust acoustic representations learned via augmentation during pre-training are crucial for
downstream translation performance.

4.6.4 Applicability to Sentence-Level Data

Finally, we consider the application of the method to CoVoST 2, a corpus where the data
does not originate from continuous documents but rather from isolated sentences. To apply
SEGAUGMENT, we treat these sentence-level examples as if they were short “documents”
and run the pipeline as described in §4.4. However, due to the limited duration of the
original clips, we only generate synthetic versions using the short and medium length
configurations (§4.5.2).

Table 4.5 presents the performance for the English-to-German (eng-deu) direction. We
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Model eng-deu

Previous Works
S2T-TRANSFORMER (Wang et al., 2020c) 16.3
S2T-TRANSFORMER w/ STR (Lam et al., 2022) 18.8

This Work
S2T-TRANSFORMER 17.4
+ SEGAUGMENT 19.0

+ ASR SEGAUGMENT 19.3

Table 4.5: BLEU(↑) scores on the CoVoST 2 test set. In bold is the best score overall. All
results with SEGAUGMENT and ASR SEGAUGMENT are statistically different from
our S2T-TRANSFORMER baseline with p < 0.001.

compare our method against two previous works: (a) a bilingual baseline from Wang et al.
(2020c), and (b) the Sample-Translate-Recombine (STR) augmentation method (Lam et al.,
2022). All methods including ours, use the S2T-TRANSFORMER model.

Although SEGAUGMENT was explicitly designed for document-level data, it yields signifi-
cant improvements over our baseline.4 Furthermore, it outperforms the STR augmentation
method by 0.5 BLEU points, demonstrating its versatility even when long-form context is
unavailable.

4.6.5 Independence from ASR Pre-training

Standard ST training pipelines typically rely on an ASR pre-training phase to initialize the
encoder (Wang et al., 2020b). While effective, this stage is computationally expensive and
requires access to transcribed speech data. In this section, we investigate whether the data
diversity provided by SEGAUGMENT can compensate for the lack of this initialization.

Table 4.6 presents the results on MuST-C eng-spa and eng-fra. We compare models
trained with and without ASR pre-training, both for the baseline and our method. We also
include results from the ST-FROM-SCRATCH method (Zhang et al., 2022a), which was
specifically designed to train high-performance ST models without ASR initialization.

Remarkably, we find that models trained with SEGAUGMENT and without any ASR pre-
training are highly competitive. In fact, they surpass the S2T-TRANSFORMER baseline

4We hypothesize a potential denoising effect: CoVoST clips often contain unvoiced audio at the start or
end, which our segmentation method likely excludes from the synthetic segments.
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Model # Params ASR Pre-train eng-spa eng-fra

Previous Works
ST-FROM-SCRATCH (Zhang et al., 2022a) 48M ✗ 28.1 33.4

This Work
S2T-TRANSFORMER 31M ✗ 25.3 30.1
+ SEGAUGMENT 31M ✗ 28.5 34.6
S2T-TRANSFORMER 31M ✓ 27.5 33.1
+ SEGAUGMENT 31M ✓ 29.3 35.7

Table 4.6: BLEU(↑) scores on MuST-C tst-COMMON investigating the impact of ASR pre-
training. #Params indicates the model size. In bold is the best score among the
models trained without ASR pre-training (✗).

that does use ASR pre-training (e.g., 28.5 vs 27.5 BLEU on eng-spa) and outperform the
specialized (and also larger in terms of parameters) ST-FROM-SCRATCH system.

These results suggest that in scenarios where computational resources are limited, ASR pre-
training could potentially be skipped in favor of using SEGAUGMENT. However, as shown
in the bottom row of the table, the best overall performance is achieved by combining both
techniques, indicating that they offer complementary benefits to the model.

4.7 Solving the Training-Inference Segmentation
Mismatch

Unlike the controlled environments of most research benchmarks, manual segmentation is
rarely available in real-world deployment scenarios. Consequently, ST models must rely
on automatic segmentation methods to process continuous audio. However, as discussed
in §3.1.1, evaluating on automatic segmentation typically incurs a performance penalty of
5–10% BLEU compared to the manual (gold) segmentation (§3.6).

Since the synthetic data generated by SEGAUGMENT are derived via an automatic segmen-
tation process, we hypothesize that they can bridge this training-inference mismatch. By
exposing the model to diverse, machine-generated boundaries during training, it should
become more robust to different conditions at inference time.

To test this, we evaluate our models on MuST-C tst-COMMON using two distinct segmenta-
tion schemes:
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1. Manual: The gold-standard segmentation provided with the dataset.
2. Automatic: A machine-generated segmentation obtained using the SHAS method

(Ch. 3). We select the long configuration as it generally yields the best trade-off
between latency and quality (see Table A.4 for more information).

Special Tokens Strategy. To further explicitly model the segmentation characteristics,
we introduce a variant of our training setup using special tokens. We prepend a tag
to the source transcript of each training example indicating its origin: <original> for
manual data, and <s>, <m>, <l>, or <xl> for the synthetic SEGAUGMENT versions. During
inference, we prompt the model with the token that best corresponds to the segmentation
method being used (e.g., prompting with <l> when evaluating on SHAS-long).

Experimental Findings. The results are presented in Table 4.7. First, we confirm the
findings of previous research: the S2T-TRANSFORMER baseline model suffers a significant
degradation when moving from Manual to Automatic segmentation, dropping 1.6 BLEU
points (6%) on average.

However, applying SEGAUGMENT validates our hypothesis. The method improves perfor-
mance on the Automatic segmentation by 3.5 BLEU (23.4→ 26.9), a gain significantly
larger than the 2.4 BLEU improvement seen on the Manual segmentation.

Most notably, when combining SEGAUGMENT with the Special Tokens strategy (“+
special tok.”), the ST models achieve an average score of 27.3 BLEU on the automatic
segmentation. This effectively closes the gap with the manual segmentation performance
(27.4 BLEU). In three language pairs (eng-deu, eng-spa, eng-rus), the model evaluated
on automatic segments actually outperforms the baseline evaluated on gold segments.

Remarkably, this result challenges the long-standing assumption that manual segmentation
represents the upper bound of performance for sentence-level ST models. It demonstrates
that by aligning the training data distribution with the inference constraints via SEGAUG-
MENT, we can achieve high-quality translation even in realistic real-world scenarios, where
a segmentation is not available, and has to be inferred.
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Lang. Pair Model Test Set Segmentation

Manual Automatic

eng-deu
S2T-TRANSFORMER 23.2 21.2
+ SEGAUGMENT 25.0 24.5

+ special tok. 25.1 25.2

eng-spa
S2T-TRANSFORMER 27.5 26.1
+ SEGAUGMENT 29.3 29.0

+ special tok. 29.2 29.4

eng-fra
S2T-TRANSFORMER 33.1 30.6
+ SEGAUGMENT 35.7 34.9

+ special tok. 35.6 35.3

eng-ita
S2T-TRANSFORMER 22.9 21.5
+ SEGAUGMENT 25.6 24.4

+ special tok. 25.0 25.1

eng-nld
S2T-TRANSFORMER 27.3 25.7
+ SEGAUGMENT 30.3 29.7

+ special tok. 29.4 29.8

eng-por
S2T-TRANSFORMER 28.7 26.9
+ SEGAUGMENT 31.8 31.4

+ special tok. 31.5 31.8

eng-ron
S2T-TRANSFORMER 22.2 20.5
+ SEGAUGMENT 25.0 24.1

+ special tok. 24.8 24.6

eng-rus
S2T-TRANSFORMER 15.3 14.6
+ SEGAUGMENT 16.8 16.8

+ special tok. 16.4 17.0

Average
S2T-TRANSFORMER 25.0 23.4
+ SEGAUGMENT 27.4 26.9

+ special tok. 27.1 27.3

Table 4.7: BLEU(↑) scores of different methods on MuST-C v1.0 tst-COMMON evaluated on
Manual (gold) and Automatic (SHAS-long) segmentations. The best score for each
language pair and segmentation type is highlighted . The best score overall for each
language pair is in bold. Extended results including more automatic segmentations
are available at Table A.4 of the Appendix.

4.8 Why it Works: Mechanisms of Improvement

Having established the empirical effectiveness of SEGAUGMENT, in this section we
analyze the potential mechanisms driving these improvements. We identify four key
factors: contextual diversity, positional diversity, length specialization, and the knowledge
distillation effect.
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4.8.1 Contextual Diversity

The primary hypothesis behind SEGAUGMENT is that re-segmenting the audio creates new
training examples where speech and text units appear within novel and diverse contexts.
We can categorize the relationship between a new synthetic segments and the original
manual segments into four types:

1. Isolated: The new segment is a subset of an original one.
2. Expanded: The new segment is a superset of an original one.
3. Mixed: The new segment overlaps with boundaries of original segments.
4. Equal: The new segment is identical to an original one.

In Table 4.8, we quantify these types for the MuST-C v2.0 eng-deu dataset. We observe
that only a small fraction (8.0%) of the synthetic examples are identical to the manual ones
(which we discard during training). The vast majority (92%) present the data in a new light.
For instance, the short configuration (s) generates mostly “Isolated” examples (56.9%),
effectively creating sub-sentence training pairs. Conversely, the long configuration (l)
produces “Expanded” examples (63.2%), providing the model with supra-sentential5

context. We hypothesize that this variance reduces overfitting to specific context windows,
forcing the model to rely on local acoustic cues.

Configuration Expanded Isolated Mixed Equal

s (0.4-3s) 12.3% 56.9% 22.3% 8.5%
m (3-10s) 31.1% 33.3% 24.3% 11.3%
l (10-20s) 63.2% 7.9% 24.6% 4.2%
xl (20-30s) 55.7% 1.2% 43.0% 0.1%

Average 28.3% 38.7% 25.0% 8.0%

Table 4.8: Contextual categorization of synthetic examples compared to the original manual
segmentation (MuST-C v2.0 eng-deu). Approximately 92% of synthetic examples
offer a new contextual view.

5Refers to linguistic elements, features, or phenomena that exist above the level of the individual sentence.
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4.8.2 Positional Diversity

Standard Transformer models use absolute positional embeddings (Vaswani et al., 2017),
which can lead to overfitting, particularly for rare words that may always appear at specific
positions in the training sentences (Sinha et al., 2022).

SEGAUGMENT naturally mitigates this by shifting the absolute position of content. Be-
cause we slice the document at arbitrary points, a word that was mostly seen at the start of
a segment in the original examples might appear now at several new absolute positions in
a “Mixed” or “Expanded” synthetic segment.

In Figure 4.4, we visualize the positional frequency of four semi-rare sub-words in the target
German text. In the original data (blue), these tokens often spike at specific positions (e.g.,
“Transistor” appearing mostly at the end of sentences). With SEGAUGMENT (orange), the
distribution is smoothed and spread across a much wider range of positions. We hypothesize
that this acts as a form of regularization, preventing the model from memorizing spurious
position-content correlations.

4.8.3 Length Specialization

The manual segmentation of datasets like MuST-C typically follows a Bell-shaped distri-
bution centered around 5–10 seconds. Consequently, standard models often struggle with
“outlier” lengths, such as very short utterances or very long sequences.

SEGAUGMENT explicitly populates these tails of the distribution. To verify this “length
specialization” effect, we evaluated model performance on two extreme subsets of the
MuST-C tst-COMMON set: (a) very short examples (shorter than 1 second), and (b) very

long examples (longer than 20 seconds).

As shown in Figure 4.5, there is a clear correlation between the training data length
and performance on these buckets. Models trained with shorter synthetic data (e.g.,
short, medium) excel at translating the very short bucket, while models trained with
longer synthetic data (xlong) dominate on the very long bucket. By combining all these
versions, the final model gains the capability to handle the full spectrum of input lengths
effectively.
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Figure 4.4: Positional frequency of semi-rare sub-words in the MuST-C v2.0 eng-deu training
set. The original data (blue) shows sharp peaks, while SEGAUGMENT (orange)
spreads the occurrences across diverse absolute positions.

4.8.4 Knowledge Distillation vs. Data Augmentation

Since the translations for our synthetic segments are generated by an MT model, our
pipeline inherently involves a form of Knowledge Distillation (KD) (Liu et al., 2019;
Gaido et al., 2020a). It is therefore important to disentangle how much of the gain
comes from simply having synthetic targets (KD effect) versus the diversity of inputs
(Augmentation effect).

To quantify this, we performed a controlled experiment on MuST-C v2.0 eng-deu. We
created a standard “in-data KD” baseline by re-translating the original manual segments
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Figure 4.5: BLEU scores on extreme duration buckets of MuST-C tst-COMMON (averaged
across 8 language pairs). The results show the “length specialization” effect:
models trained with short synthetic data perform best on very short test examples
(< 1s), while those trained with extra-long synthetic data perform best on very long
test examples (> 20s). The baseline (w/o augm) struggles in both extremes.

Model eng-deu

S2T-TRANSFORMER 24.3
S2T-TRANSFORMER + in-data KD 25.2
S2T-TRANSFORMER + SEGAUGMENT 26.2

Table 4.9: BLEU(↑) scores on MuST-C v2.0 tst-COMMON eng-deu. SEGAUGMENT statistically
outperforms standard in-data Knowledge Distillation (p < 0.001), demonstrating
that input diversification adds value beyond simple target cleaning.

using the same MT model used in SEGAUGMENT. This provides the target-side benefits
of KD without the source-side diversity of re-segmentation.

Table 4.9 presents the comparison. While standard in-data KD improves over the baseline
(24.3→ 25.2 BLEU), SEGAUGMENT provides a significantly larger gain (26.2 BLEU).
This 1.0 BLEU difference confirms that while KD contributes to the performance, it is not
the sole driver. SEGAUGMENT is more general: it provides diversity on both the source
side (via re-segmentation) and the target side (via MT generation), whereas KD is limited
to the target side.
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4.9 Summary and Conclusions

In this chapter, we addressed the limitations imposed by the static nature of standard
speech translation corpora. We introduced SEGAUGMENT, a data augmentation strategy
that transforms the segmentation process from a fixed preprocessing step into a source
of dynamic supervision. By leveraging the SHAS method (described in Ch. 3) with
variable length constraints, we successfully generated diverse, acoustically valid views of
the training data.

Through extensive experimentation, we demonstrated that this approach yields consistent
and significant improvements across a wide range of conditions. On standard benchmarks
like MuST-C, SEGAUGMENT improved translation quality by 1.5 to 3.1 BLEU points. In
low-resource scenarios such as mTEDx, the gains were even more pronounced, reaching
up to 5 BLEU points when the augmentation was also applied during ASR pre-training.
Furthermore, when combined with strong architectures (W2V-MBART), our method
pushed performance to state-of-the-art levels.

Beyond raw performance metrics, our analysis reveals two fundamental implications
for ST training. First, we demonstrated that enriching the training data with diverse
synthetic data from SEGAUGMENT effectively closes the performance gap between manual
and automatic segmentation. This finding challenges the long-standing assumption that
the manual segmentation constitutes an unbreakable upper bound for translation quality.
Second, we disentangled the mechanisms behind these improvements, identifying that they
are driven not merely by the target-side benefits of Knowledge Distillation, but crucially by
the contextual and positional diversity introduced by re-segmenting the source audio. By
presenting the model with dynamic views of the input, SEGAUGMENT prevents overfitting
to specific sentence structures, resulting in a more robust and flexible translation system.
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Cross-Modal Alignment
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5 Zero-Shot Speech Translation via
Cross-Modal Alignment

This chapter is based on our work “Pushing the Limits of Zero-shot End-to-End Speech
Translation”, published in ACL Findings 2024 (Tsiamas et al., 2024a).

5.1 Introduction

In Part II of the thesis, we focused on optimizing the processing of speech inputs to
maximize the utility of existing Speech Translation (ST) datasets. We addressed the
segmentation mismatch with SHAS (Ch. 3) and then utilized our segmentation model in
a data augmentation strategy with SEGAUGMENT (Ch. 4). However, these methods still
operate under the assumption that some paired speech-to-translation data is available for
training.

A more fundamental bottleneck for the widespread adoption of End-to-End (E2E) ST is the
scarcity of paired data (Sperber and Paulik, 2020). While Automatic Speech Recognition
(ASR) and Machine Translation (MT) benefit from massive amounts of transcribed speech
and parallel text respectively, high-quality ST corpora are rare and limited in size. This
scarcity forces state-of-the-art ST methods to rely on pre-training or multi-task learning
strategies that leverage external ASR and MT data (Anastasopoulos and Chiang, 2018;
Bansal et al., 2019; Pino et al., 2019).

This naturally leads to the question: Can we build an E2E ST system without any paired

ST data at all?

This setting, known as Zero-Shot Speech Translation, requires bridging the gap between the
audio and text modalities using only disjoint ASR and MT resources. The challenge here
is twofold. First, there is a representation mismatch: speech encoders output continuous,
acoustic features, while text encoders operate in discrete, semantic embedding spaces.
Second, there is a length mismatch: acoustic sequences are typically an order of magnitude
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longer than their corresponding text translations (e.g., thousands of frames vs. dozens of
subwords).

Prior work has attempted to mitigate these challenges by optimizing distance metrics (e.g.,
Euclidean, Cosine, or Contrastive) to bring speech and text representations closer (Liu et al.,
2020b; Ye et al., 2022; Fang et al., 2022). However, these methods often require at least
a small amount of paired ST data to anchor the alignment or fail to achieve competitive
performance compared to supervised baselines.

In this chapter, we introduce ZEROSWOT (Zero-Shot ST with Subword Compression and
Optimal Transport), a method that effectively bridges the modality gap without any paired
ST data. Our approach aligns a trainable speech encoder (e.g., WAV2VEC 2.0 (Baevski
et al., 2020)) with the fixed embedding space of a massively multilingual MT model (e.g.,
NLLB (NLLB, 2024)). We achieve this by leveraging two key mechanisms:

• Optimal Transport (OT): We use the Wasserstein distance (Frogner et al., 2015;
Gabriel and Marco, 2019) to minimize the discrepancy between the distribution
of speech features and text embeddings. Unlike point-wise metrics, OT naturally
handles sequences of different lengths and provides a more robust alignment signal.

• Learned Subword Compression: We propose a novel compression adapter that
uses Connectionist Temporal Classification (CTC) (Graves et al., 2006) to group
acoustic frames into segments that correspond to the subword tokenization of the MT
model. This directly resolves the length mismatch and allows the speech encoder to
mimic the tokenized input expected by the MT system.

The contributions of this chapter are as follows:

• We propose ZEROSWOT, a framework for zero-shot ST that seamlessly connects
a speech encoder into a pre-trained multilingual MT model without any paired ST
data.

• We introduce a lightweight Subword Compression mechanism that learns to segment
speech into variable-length units matching the specific subword vocabulary of the
target MT model.

• We demonstrate that our method significantly outperforms previous zero-shot ap-

87



5 Zero-Shot Speech Translation via Cross-Modal Alignment

Transcription x
(Source Text)

Speech s
(Source Audio)

Translation y
(Target Text)
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ZeroSwot Goal: Bridge via Alignment

Figure 5.1: The data scarcity challenge. While ASR (Speech→ Source Text) and MT (Source
Text→ Target Text) data are abundant, paired ST (Speech→ Target Text) data is
scarce. ZEROSWOT aims to bridge the dotted line by aligning the speech and text
modalities using only the available solid links.

proaches on the MuST-C and CoVoST 2 benchmarks. Notably, when scaled up,
ZEROSWOT achieves state-of-the-art results on MuST-C, surpassing even strong
supervised baselines that use paired ST data, and is competitive on CoVoST 2 with
SEAMLESSM4T which utilized 400K hours of audio data (Barrault et al., 2025).

• We show that although our model resembles a “soft cascade” of a CTC encoder and
an MT encoder-decoder, it is vastly superior to standard cascades both in terms of
performance and efficiency.

• We provide extensive analysis showing that our method effectively closes the modal-
ity gap in terms of both sequence length and representation similarity.

• We open-source our training code1 and models2 to facilitate further research.

The remainder of this chapter is organized as follows. §5.2 details the relevant works and
their limitations. §5.3 formulates the task of zero-shot ST. §5.4 details how we solve the
task using the proposed ZEROSWOT framework, including the compression adapter and the
optimal transport loss. §5.5 describes the experimental setup. §5.6 presents the main results
and comparisons with cascades and supervised models. Finally, §5.7 provides evidence
that our method successfully bridges the modality gap, and §5.8 concludes this chapter

1github.com/mt-upc/zeroswot
2huggingface.co/collections/johntsi/zeroswot
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and discusses the limitations of subword-level alignment, motivating the character-level
approach explored in Ch. 6.

5.2 Related Works: Advancements and Limitations

The development of ZEROSWOT sits at the intersection of three active research streams:
strategies to mitigate data scarcity in E2E ST, methods for aligning multimodal representa-
tions, and the pursuit of zero-shot translation.

5.2.1 Strategies for Data Scarcity

The scarcity of paired ST data has long been the primary bottleneck for end-to-end models.
To overcome this, the field has traditionally relied on leveraging the abundant resources
available for the component tasks: Automatic Speech Recognition (ASR) and Machine
Translation (MT).

Early approaches focused on transfer learning, where the ST model is initialized via
pre-training on ASR or MT corpora (Bérard et al., 2016; Bansal et al., 2019; Wang
et al., 2020b; Alinejad and Sarkar, 2020). This was often complemented by multi-task
learning, where the model is trained jointly on ST, ASR, and MT objectives to induce a
shared representation (Anastasopoulos and Chiang, 2018; Indurthi et al., 2021). Beyond
architectural modifications, data augmentation has played a crucial role, particularly
through the generation of synthetic ST data from MT and ASR corpora (Jia et al., 2019;
Pino et al., 2019), or via Knowledge Distillation (KD), where the ST model is trained to
mimic the output distribution of a strong MT teacher (Liu et al., 2019; Gaido et al., 2020a;
Hinton et al., 2015).

Recently, the field has shifted toward utilizing Foundation Models (FMs) (Bommasani
et al., 2022) and Large Language Models (LLMs) (Brown et al., 2020). Rather than
training from scratch, modern methods initialize the ST architecture with large, pre-trained
acoustic encoders (e.g., WAV2VEC 2.0 (Baevski et al., 2020)) and massively multilingual
MT models (e.g., MBART-50 (Liu et al., 2020a), NLLB (NLLB, 2024)) or LLMs (e.g.,
LLAMA-2 (Touvron et al., 2023)). These models bring robust internal representations
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learned from vast amounts of monolingual data, allowing systems to achieve state-of-the-
art results even with limited paired supervision (Li et al., 2021; Ye et al., 2021; Han et al.,
2021; Tsiamas et al., 2022b; Zhang et al., 2023b). Our work builds upon this foundation,
asking how we can connect these powerful pre-trained modules without any supervision at
all.

5.2.2 Addressing the Modality Gap

Utilizing pre-trained text models for speech tasks requires overcoming the modality gap.
Approaches to this problem generally fall into two categories: implicit and explicit align-
ment.

Representation Alignment Strategies. Implicit methods rely on the model learning to
bridge the gap during training, often facilitating this process through a shared semantic
encoder in a multi-tasking framework (Liu et al., 2020b; Ye et al., 2021; Tang et al., 2021b).
This can be further refined using mixup strategies (Fang et al., 2022; Zhou et al., 2023)
that interpolate between speech and text features. Explicit alignment, conversely, directly
optimizes a distance metric to force speech and text representations closer in the shared
space. While some works have employed Euclidean distance (Liu et al., 2020b; Tang et al.,
2021a) or contrastive learning (Ye et al., 2022; Ouyang et al., 2023), these metrics often
struggle with the sequential nature of the data. To compute a distance, they typically require
collapsing the sequence into a single vector (e.g., via mean-pooling), which destroys the
temporal structure and limits the granularity of the alignment. In contrast, our approach
utilizes Optimal Transport, a metric that operates directly on the sequence level, preserving
temporal fidelity.

Handling Length Mismatch. Ideally, the speech representation should not only match
the text in embedding space but also in sequence length. Standard methods achieve this
via convolutional length adapters (Li et al., 2021; Gállego et al., 2021; Fang et al., 2022;
Zhao et al., 2022). Although they reduce the length discrepancies, they are too rigid,
employing a fixed reduction ratio to all speech sequences. Another line of works utilizes
CTC-based compression, aiming to collapse the speech representations into units that
resemble characters or phonemes (Liu et al., 2020b; Gaido et al., 2021a; Xu et al., 2021a).
A major drawback of such methods is that the text representations of modern models are
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based on subwords (Kudo and Richardson, 2018), and thus the granularity of the speech
representation after CTC compression is not aligned with their textual counterparts. While
some works utilize phonemized text to bridge this gap (Tang et al., 2021a, 2022; Le et al.,
2023), this introduces conversion noise, reducing the quality of the translations. A key
contribution of our work is the introduction of a novel CTC-based compression that aims
to compress speech representations into units that resemble subwords, directly aligning the
acoustic stream with the specific tokenization of the target MT model.

5.2.3 Advances in Zero-Shot Speech Translation

The ultimate test of cross-modal alignment is zero-shot ST, which involves translating
speech without ever seeing paired ST data.

Escolano et al. (2021b) pioneered this direction by coupling a speech encoder with an
MT model via language-specific bottlenecks (Escolano et al., 2021a). Subsequent works
attempted to force a shared representation space: Dinh et al. (2022) used auxiliary Euclidean
losses, T-modules (Duquenne et al., 2022) leveraged mined data to learn a fixed-size
multimodal space, and DCMA (Wang et al., 2022) utilized an attention-driven memory
module to align codebook distributions. More recently, Gao et al. (2024) applied cross-
lingual consistency regularization (Gao et al., 2023) to align WAV2VEC 2.0 representations
with MT encoders.

The closest precursor to our method is Yang et al. (2023), which aligns a speech encoder
to a bilingual MT model using Optimal Transport and a CTC module. However, their
approach has a critical limitation: the CTC module must share the exact vocabulary
of the MT model. While feasible for bilingual models with small vocabularies, this is
computationally prohibitive for massively multilingual models like NLLB (250k+ tokens).
We overcome this by decoupling the compression from the vocabulary size. Our method
learns the segmentation of the MT model without needing to predict its vast vocabulary,
ensuring both efficiency and scalability to hundreds of languages.
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5.3 Problem Formulation for Zero-shot Speech
Translation

We define the task of Speech Translation (ST) as finding the most probable target translation
y given a source speech sequence s. In the standard supervised setting, this is achieved by
maximizing the log-likelihood over a dataset of paired examples DST = {(s,y)i}|DST |

i=1 :

θ̂ = argmaxθ

∑
(s,y)∈DST

logP (y | s; θ) (5.1)

where θ represents the parameters of an end-to-end model.

In the zero-shot scenario, we assume that the paired dataset DST is empty or unavailable
(DST = ∅). Instead, we only have access to two disjoint datasets:

1. An ASR corpus DASR = {(s,x)i}, consisting of speech paired with its source
language transcription x.

2. A Multilingual MT corpus DMT = {(x,y)j}, consisting of source text paired with
translations in various target languages.

Our objective is to construct an ST model P (y | s) using only DASR and DMT . While a
cascaded approach approximates this via P (y | x) · P (x | s), our goal is to build a single
differentiable model that translates directly from s to y at inference time.

5.3.1 The Alignment Objective

To achieve this without supervision, we adopt a representation alignment strategy. We
assume access to a pre-trained, multilingual MT model parameterized by ϕ, which encodes
source text x into a sequence of continuous embeddings Hx ∈ RN×d and decodes them
into y. Since this MT model is already capable of high-quality translation (i.e., Pϕ(y | Hx)

is reliable), we aim to re-use it for speech.

We introduce a speech encoder parameterized by θ, which maps the input audio s to a
sequence of acoustic representations Hs ∈ RT×d. The zero-shot learning problem then
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reduces to finding the optimal parameters θ such that the speech representations become
indistinguishable from the text representations in the shared semantic space:

Hs ≈ Hx (5.2)

If this condition holds, we can feed Hs into the frozen MT decoder to generate translations,
effectively treating speech as if it were text.

5.3.2 Dimensionality Constraints

The primary difficulty in solving Hs ≈ Hx arises from the dimensional mismatch between
the modalities.

• Sequence Length: The speech representation Hs has length T (proportional to the
duration of audio in frames), while the text representation Hx has length N (the
number of subwords). Typically, T ≫ N .

• Distribution: The speech vectors lie in a manifold determined by acoustic properties,
whereas the text vectors lie in a manifold determined by linguistic semantics.

Consequently, a simple frame-to-token mapping is impossible. We require a mapping
function M that compresses Hs to match the granularity of Hx while minimizing the
distributional divergence between them. In the following section, we present our method-
ology for realizing this mapping through Learned Subword Compression and Optimal
Transport.

5.4 The ZEROSWOT Methodology

To address the zero-shot challenge defined in §5.3, we propose ZEROSWOT, a framework
designed to align a pre-trained acoustic encoder with the embedding space of a massive
multilingual MT model. Our approach achieves this alignment without paired ST data by
leveraging a novel subword compression mechanism and an Optimal Transport training
objective.
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“random sentence”
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Figure 5.2: The ZEROSWOT architecture. The Text Branch (right) utilizes a frozen NLLB Text
Encoder to define the target semantic space. The Speech Branch (left) processes
audio via WAV2VEC 2.0 and a Compression Adapter, followed by the (shared)
Text Encoder. The Optimal Transport loss ensures that the speech representation is
aligned with the text one. The model is trained using only ASR speech-transcription
pairs.

5.4.1 Model Architecture

The model follows a Siamese architecture comprised of a Speech Branch (trainable) and a
Text Branch (frozen). The Text Branch serves as the semantic anchor, providing the target
representation space. The Speech Branch is designed to project raw audio into this anchor
space. Crucially, the final Semantic Encoder is shared between both branches, ensuring
that speech representations are mapped into the same high-level abstraction as text.

The overall architecture is illustrated in Figure 5.2. We detail the specific components
below.

Text Encoder. The text encoder serves as the foundation of our zero-shot approach. We
utilize the encoder of a massively multilingual MT model, specifically NLLB (NLLB,
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2024), which we keep frozen during training. As discussed in §2.5.2, this model is capable
of handling over 200 languages.

Given a tokenized source text sequence x of length N ,3 we embed it using the TEXT-
EMBEDDING module. We first map to continuous vectors using an embedding layer
Wemb : |B| → d, where B is the subword vocabulary, then scale the embeddings, and
finally add sinusoidal positional encodings (Vaswani et al., 2017) (see §2.2.3):

Ex = TEXT-EMBEDDING(x) =
√
d · xWemb + POS(N) (5.3)

This sequence is processed by the Transformer encoder, denoted here as TEXT-ENCODER,
to obtain the semantic representations Hx ∈ RN×d:

Hx = TEXT-ENCODER(Ex) (5.4)

Since the TEXT-ENCODER is already optimized for translation, our goal reduces to training
the speech branch to produce outputs Hs that match the distribution of Hx.

Acoustic Encoder. The acoustic encoder, ACOUSTIC-ENCODER, processes the raw
speech signal s ∈ RL into a sequence of acoustic features A ∈ RT×d. We employ the
WAV2VEC 2.0 architecture (Baevski et al., 2020) (described in §2.3.3), which consists
of a multi-layer convolutional feature extractor followed by a stack of Transformer en-
coder layers. The model is initialized from a pre-trained WAV2VEC 2.0 checkpoint and
finetuned.

A = ACOUSTIC-ENCODER(s) (5.5)

Target Label Construction. A critical divergence from standard ASR training is the
definition of the target labels z. Standard ASR targets typically consist of words with punc-
tuation removed. However, our text branch expects subwords and preserves punctuation.
To minimize this discrepancy, we construct the targets z by tokenizing the transcription us-
ing the text branch tokenizer (SentencePiece). We explicitly insert a separator token <sep>

(e.g., “|”) between subwords. Crucially, the resulting target sequence z is composed of the
constituent characters of these subwords, separated by the boundary marker. Characters
not present in the acoustic vocabulary are mapped to <unk>. Table 5.1 contrasts standard

3Including the prepend language token <lang> and appended end-of-sentence token </s> (NLLB, 2024).
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Tokenization Unknowns CTC Labels Example

Word-level ✗ R A N D O M | S E N T E N C E |
Subword-level ✓ R A N D | O M | S E N T | E N C E | <unk> |

Table 5.1: Comparison of CTC target construction. Unlike standard ASR which targets words,
we target subword units separated by explicit boundary markers <sep> (here denoted
as |) to align with the MT tokenizer.

ASR labels with our proposed format. This preparation is essential for the Subword
Compression mechanism described below.

Connectionist Temporal Classification (CTC). We employ a CTC module (Graves
et al., 2006) (see §2.4.2) to enforce linguistic content in the acoustic representations.
More importantly, the CTC predictions provide the alignment boundaries necessary for
compression. The module projects the features A to probabilities P ∈ RT×|V| over a small,
letter-based vocabulary V:

P = softmax(AWctc + bctc) (5.6)

where Wctc ∈ Rd×|V| and bctc ∈ R|V| are trainable parameters, initialized from the CTC
layer of the pretrained WAV2VEC 2.0.

We optimize the standard CTC loss LCTC calculated against our subword-aligned target
sequence z.

Compression Adapter. The Compression Adapter is the core component bridging the
length mismatch discussed in §5.3. It transforms the frame-level acoustic sequence A into
a sequence Es that resembles the text embedding Ex, utilizing the CTC probabilities P:

Es = COMPRESSION-ADAPTER(A,P) (5.7)

The process operates in two stages, as illustrated with an example in Figure 5.3, and is
detailed below.

1. CTC-based Character Compression: We first reduce sequence redundancy using
standard CTC compression (Gaido et al., 2021a). We obtain discrete labels πt =
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Figure 5.3: The Compression Adapter. The module transforms the high-frequency acoustic
sequence A into a text-aligned representation Es. The process proceeds in four
stages: (1) CTC Collapse uses the predicted probabilities to remove redundant
frames and blanks; (2) Segmentation groups the remaining frames into subword
units S(i) based on separator tokens; (3) Encoding projects each segment into a
semantic vector via a BERT-style Transformer block; and (4) Finalize appends
special tokens and adds positional encodings to match the structure of the text
embeddings.

argmax(pt), group consecutive frames with identical labels, and mean-pool them,
discarding blanks (<blank>). This yields the character-level acoustic sequence
A′ ∈ RT ′×d.

2. Character-to-Subword Compression: We then aggregate the acoustic character-
level sequence into a subword-level one. The sequence A′ is split into segments
S(1), . . . ,S(T ′′) using the positions of the separator token <sep> (which we treat as
the boundary).4 Each segment S(i) ∈ Rki×d represents the variable-length acoustic
span of a single subword. To convert this into a fixed-size vector a′′i ∈ Rd, we
process the segments with a small BERT-style Transformer encoder (Devlin et al.,

4Note that the separators are not discarded, but included in each segment, to avoid any potential information
loss.
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2019):5

S(1), . . . ,S(T ′′) = segment(A′′|P) (5.8)

a′′i = SUBWORD-ENCODER(S(i)) (5.9)

Note that each segment is processed independently from the rest. We concatenate the
{a′′i }T

′′
1 vectors into a sequence, while also prepending and appending the special em-

beddings for <lang> and </s> from the text branch. We then mimic the function of
the TEXT-EMBEDDING module of Equation (5.3), thus scaling and adding positional
encodings:

Es =
√
d · [e<lang>, a′′1, . . . , a′′T ′′ , e</s>] + POS(M) (5.10)

where Es ∈ RM×d, with M = T ′′ + 2 ≈ N , now matches the granularity of the text
embedding space Ex (i.e., M ≈ N ).

Shared Semantic Encoder. Finally, this sequence of subword-level acoustic embeddings
is passed through the shared TEXT-ENCODER:

Hs = TEXT-ENCODER(Es) (5.11)

By reusing the parameters of the pre-trained TEXT-ENCODER for the speech branch, we
ensure that if the input embeddings Es are successfully aligned with Ex, the resulting
high-level features Hs will be immediately compatible with the MT decoder.

The supervision from the CTC loss ensures that the compression adapter will create an
acoustic representation that is similar in length with the textual one. In the following
section, we present how we further align the two representations in terms of semantics.

5.4.2 Optimal Transport Alignment

The core objective of ZEROSWOT is to force the speech representations Hs ∈ RM×d

to reside in the same semantic space as the text representations Hx ∈ RN×d. Although

5We prepend a learnable <cls> vector e<cls> ∈ Rd to the processed segment and treat its output as the final
subword representation.
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our Compression Adapter minimizes the length discrepancies between these sequences
(M ≈ N ), we cannot always ensure one-to-one alignment and thus, cannot rely on element-
wise distance metrics like Mean Squared Error or Cosine Similarity. Instead, we frame the
alignment as a distribution matching problem.

We model the speech and text sequences as discrete probability distributions over the
shared embedding space Rd. Formally, we define:

µ =
M∑
i=1

uiδ(h
s
i ), ν =

N∑
j=1

vjδ(h
x
j ) (5.12)

where δ(ω) represents a Dirac delta function centered at location ω in the d-dimensional
embedding space.6 The weights u ∈ ∆M and v ∈ ∆N represent the probability mass of
each token. Following standard practice for sequence alignment (Grave et al., 2019), we
assume uniform masses, setting ui = 1/M and vj = 1/N , implying that each subword
unit holds equal semantic weight for the alignment, regardless of its acoustic duration.

The Wasserstein Distance. We quantify the discrepancy between µ and ν using the
Wasserstein distance (also known as the Earth Mover’s Distance). Intuitively, this measures
the minimum “work” required to transform the speech distribution into the text distribution.
The cost of moving mass from a speech vector hs

i to a text vector hx
j is defined by the cost

matrix C ∈ RM×N
+ . We employ the squared Euclidean distance:

Cij = ∥hs
i − hx

j ∥22 (5.13)

The alignment problem is then formulated as finding a transport plan Γ ∈ RM×N
+ that

minimizes the total transport cost:

LOT = min
Γ∈Π(u,v)

M∑
i=1

N∑
j=1

ΓijCij = min
Γ∈Π(u,v)

⟨Γ,C⟩ (5.14)

subject to the marginal constraints Γ1N = u and Γ⊤1M = v. These constraints ensure
that the total mass from the speech sequence is fully transported to the text sequence,
preserving the information content.

6The Dirac delta δω is a measure that assigns a probability mass of 1 to the specific point ω and 0 elsewhere.
This formulation allows us to model the sequence of continuous embedding vectors as a discrete empirical
distribution.
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Figure 5.4: Visualization of the Optimal Transport plan Γ between the compressed speech
representation Hs and the text representation Hx. The optimization finds a “soft”
alignment where Γij represents the mass transported from acoustic subword i to text
token j. The diagonal tendency is encouraged by the positional regularization, while
the marginal bars (grey) illustrate the global constraint that the total probability
mass from the source (u) and target (v) distributions must be fully preserved.

Positional Regularization. A fundamental limitation of the standard Wasserstein dis-
tance is its permutation invariance; it treats the sequences as “bags of vectors” and ignores
the temporal order. To enforce monotonicity (ensuring that the beginning of the speech
signal aligns with the beginning of the text) we augment the representations with explicit
positional information. Following Le et al. (2023), we concatenate a scaled positional
scalar to each embedding vector. Let psi =

i−1
M−1 and pxj = j−1

N−1 be the relative positions of
the speech and text tokens. Thus, the position-regularized cost matrix C̄ is computed on
the augmented vectors:

h̄s
i = [hs

i ;λp
s
i ], h̄x

j = [hx
j ;λp

x
j ] (5.15)

where λ > 0 is a hyperparameter controlling the strength of the regularization. This
penalizes transport plans that map vectors from distant relative positions (e.g., mapping
the first speech segment to the last text token), effectively biasing the solution towards the
diagonal.
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Entropy Regularization and Sinkhorn Algorithm. Solving the exact linear program-
ming problem for OT is computationally expensive (O(N3 logN)). To integrate this
objective into a differentiable training loop, we use the Entropy-Regularized Wasserstein
distance:

LOT = min
Γ∈Π(u,v)

⟨Γ, C̄⟩ − ϵH(Γ) (5.16)

where H(Γ) is the Shannon entropy of the transport plan and ϵ > 0 is the regularization
coefficient. This formulation makes the problem strictly convex and solvable via the
Sinkhorn-Knopp algorithm (Cuturi, 2013), which consists of efficient iterative matrix
scaling operations.

5.4.3 Combined Training Objective

The complete training process optimizes both the alignment of the representations and the
linguistic content of the acoustic encoder.

The parameters of the acoustic encoder and the CTC module are supervised by a CTC loss
LCTC using the labels z (see the example in Table 5.1), ensuring that acoustic content is
preserved and that the compression adapter receives high-quality CTC probabilities P to
carry out the two-step compression process.

The parameters of the acoustic encoder and the compression adapter are supervised by
several Wasserstein losses (Equation (5.16)) to drive the semantic alignment. We apply
the Wasserstein loss not only to the final output of the shared encoder but also to a set of
intermediate layers K, forcing the speech branch to mimic the processing hierarchy of the
text branch.

The final loss function is a weighted sum:

L = α
1

|K|
∑
k∈K

L(k)
OT + (1− α)LCTC (5.17)

where α > 0 is a hyperparameter to balance the importance of the two objectives. By
minimizing this objective using only ASR the model learns to perform Speech Translation
in a zero-shot manner.
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Zero-shot ST Inference. The inference pipeline is illustrated in Figure 5.5. To enable
zero-shot ST, we effectively replace the Text Embedding layer of the translation model
with our finetuned Speech Encoder (comprising the Acoustic Encoder and Compression
Adapter). Given a raw speech signal s, the Speech Encoder generates a sequence of
discrete, text-aligned representations Es. Since these are structurally compatible with
the text embedding space, they are passed directly to the frozen Text Encoder. The Text
Encoder processes them as if they were text, and the resulting contextual representations
are passed to the Text Decoder to autoregressively generate the translation ŷ.

Speech s
Speech Encoder
(Acoustic + Adapter)

Text Embedding ← Replaced

Text Encoder
Es

Aligned
Embeds

Text Decoder
Translation

ŷ

Finetuned Frozen NLLB

Figure 5.5: Zero-Shot ST Inference Workflow. The finetuned Speech Encoder acts as a
plug-and-play replacement for the source Text Embedding. It produces text-aligned
representations Es that are aligned in length and semantics with the text embedding
space, allowing the frozen Text Encoder-Decoder to generate translations directly
from speech input.

5.5 Experimental Setup

In this section, we describe the datasets, model configurations, and training details used to
evaluate ZEROSWOT. We assess our method on three multilingual benchmarks: MuST-
C (Di Gangi et al., 2019a), CoVoST 2 (Wang et al., 2020c), and FLEURS (Conneau et al.,
2023).

5.5.1 Datasets

For the training of the speech encoder, we strictly adhere to the zero-shot constraint: we
do not use any paired speech-translation (ST) data (audio paired with foreign translations).
Instead, we rely on Automatic Speech Recognition (ASR) data (audio paired with tran-
scripts). We optionally utilize Machine Translation (MT) data to adapt the NLLB model to
the specific (e.g., MuST-C) via standard fine-tuning, before freezing it to train the speech
alignment.
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Dataset Examples Hours Avg. Length (s)

Common Voice 949K 1,503 5.7
MuST-C (ASR) 352K 681 7.0

Table 5.2: Statistics of the ASR datasets used for ZEROSWOT training.

ASR Training Data. We utilize the following English ASR corpora for training our
speech encoder, with their data statistics being available at Table 5.2.

• MuST-C ASR: We create this by using the speech-transcription pairs from the
English-to-X portion of the MuST-C v1.0 train set (Di Gangi et al., 2019a).

• Common Voice: We use version 8.0 (Ardila et al., 2020) of the English train split.

ST Evaluation Data. We use the following corpora for zero-shot ST evaluation:

• MuST-C: We report results on the tst-COMMON split for the English→8 language
pairs of v1.0.

• CoVoST: We report results on the test split of CoVoST 2 that includes 15 language
pairs with source language being English.

MT Training Data. We utilize the following multilingual MT data to optionally finetune
the MT model used in the cross-modal alignment training.

• MuST-C MT: We create this dataset by using the transcription-translation pairs
from the English-to-X portion of the MuST-C v1.0 train.

• CoVoST MT: Similarly, this is created by concatenating the transcription-translation
pairs of the English-to-X trainset of CoVoST 2.

More information on the datasets, including processing, filtering and data sizes are available
in the Appendix (§B.1).
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5.5.2 Model Configuration

We evaluate ZEROSWOT across different model sizes to assess scalability. The architecture
consists of the trainable Speech Branch and the frozen Text Branch.

Acoustic Encoder. We employ the WAV2VEC 2.0 architecture (Baevski et al., 2020). For
our primary experiments, we use the LARGE configuration (24 layers, model dimension
d = 1024, 16 attention heads). The encoder is initialized from a checkpoint finetuned on
LibriSpeech and Libri-light (Kahn et al., 2020) with a CTC loss. The CTC module uses a
character vocabulary of size |V| = 30.

Compression Adapter. The subword encoder within the adapter consists of a small
BERT-style Transformer encoder with 3 layers and dimensionality d = 1024. It matches
the feed-forward dimensions and activation functions of the acoustic encoder.

Text Branch (NLLB). For the text encoder, we leverage the NLLB models (NLLB,
2024) which support 200+ languages. Specifically, we use the distilled versions, and
experiment with two sizes:

• NLLB-600M: Based on nllb-200-distilled-600M. The text encoder has 12 layers
with dimension 1024.

• NLLB-1.3B: Based on nllb-200-distilled-1.3B. The text encoder has 24 layers with
dimension 1024.

Both versions share a SentencePiece vocabulary of |B| = 256k tokens. Note that while
the text encoder is frozen during training, its parameters contribute to the inference cost.
Table 5.3 summarizes the parameter counts. More details on the ZEROSWOT model
configuration are provided in the Appendix (§B.2.1).

Experimental Design. A key variable in our experiments is the composition of the
training data used for the Speech Encoder and the initialization of the frozen Text Branch.
To isolate the impact of domain adaptation, we define three distinct scenarios, summarized
in Table 5.4. Scenario A represents a fully open-domain setting where we train the
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Model Components (Init.) Train Params Inference Params

SMALL
WAV2VEC 2.0 BASE

110M 0.7B
NLLB-600M

MEDIUM
WAV2VEC 2.0 LARGE

350M 0.95B
NLLB-600M

LARGE
WAV2VEC 2.0 LARGE

350M 1.65B
NLLB-1.3B

Table 5.3: Model configurations for ZEROSWOT. “Train Params” refers to the trainable param-
eters in the speech branch. “Inference Params” includes the frozen text encoder and
decoder required for generation.

speech encoder on Common Voice and use the off-the-shelf NLLB model. This entails a
strict zero-shot condition where neither component has seen in-domain data. Scenario B
assesses the alignment of in-domain speech (MuST-C ASR) to the generic multilingual
space of the original NLLB. Finally, Scenario C evaluates the upper bound of our method
by initializing the text branch with an NLLB model finetuned on in-domain text-to-text
data, thus adapting the target semantic space to the specific domain.

Scenario ASR Data MT Initialization Tests for...

A Out-of-domain (CV) Original NLLB Open-domain generalization
B In-domain (MuST-C) Original NLLB In-domain speech alignment
C In-domain (MuST-C) In-domain finetuned NLLB Benefit of target domain adaptation

Table 5.4: Definition of the experimental data scenarios used to evaluate ZEROSWOT.

5.5.3 Training and Evaluation

We train the acoustic encoder, the CTC module, and the compression adapter, while
keeping the text branch frozen. We use the AdamW optimizer (Loshchilov and Hutter,
2019) with a learning rate of 3 · 10−4 and a tri-stage scheduler (warmup, hold, and decay).
The input to the speech branch is raw waveforms sampled at 16kHz and the effective batch
size is set to 32 million tokens. To prevent overfitting, we apply extensive masking to
the speech features: we mask 10 consecutive time steps with a probability of 0.3 and 64
frequency channels with a probability of 0.2. To accelerate training, we extract the text
encoder representations offline, allowing us to bypass the forward pass of the frozen text
branch during the speech encoder optimization.
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Loss Configuration. We set the weighting factor α = 0.9 (Eq. 5.4.3), prioritizing the
alignment objective while retaining the CTC loss for structural guidance. The Wasserstein
loss is computed using the Sinkhorn algorithm (Cuturi, 2013). We apply the loss not only
at the final layer output but also at intermediate layers to enforce hierarchical alignment.

• For the SMALL and MEDIUM model sizes, we apply losses at last layers K =

{6, 7, . . . , 12}.
• For the LARGE model size, we use every second layer: K = {12, 14, . . . , 24}.

We set the positional regularization coefficient to λ = 1 and the entropy regularization
strength to ϵ = 10.

Further details on the training and hyperparameters of the ZEROSWOT models are available
in the Appendix (§B.2.2).

Evaluation. We evaluate performance using the standard BLEU metric (Papineni et al.,
2002) on the detokenized text, and report case-sensitive scores using sacreBLEU (Post,
2018). For inference, we average the 10 best checkpoints based on the validation loss. We
use beam search with a beam size of 5. Unless otherwise stated, we report the average
BLEU score across all supported language directions for each benchmark (8 languages
for MuST-C, 15 for CoVoST 2, 88 for FLEURS). See the Appendix for more information
(§B.5).

5.6 Experimental Results

We present our experimental evaluation of ZEROSWOT on the MuST-C v1.0 and CoVoST
2 benchmarks. We compare our approach against previously proposed zero-shot methods,
state-of-the-art supervised models, and strong cascade baselines.

5.6.1 Comparison with Zero-Shot Baselines

In Table 5.5, we compare our most lightweight configuration, ZEROSWOT-SMALL, against
previous state-of-the-art zero-shot methods. We report results using Scenario B to ensure
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Model Data Usage Params (B)
deu spa fra ita nld por ron rus AvgASR MT Train/Infer

Previous Zero-shot Methods
T-MODULES ✓ ✓ 2.0 / 2.0 23.8 27.4 32.7 24.6 22.4 26.2 24.0 25.1 25.8
DCMA ✓ ✗ 0.15 / 0.15 22.4 24.6 29.7 18.4 22.0 24.2 16.8 11.8 21.2
DCMA ✓ ✓ 0.15 / 0.15 24.0 26.2 33.1 24.1 28.3 29.2 22.2 16.0 25.4
SIMZEROCR ✓ ✓ 0.15 / 0.15 25.1 27.0 34.6 – – – – 15.6 –
TOWARDSZEROST ✓ ✗ 0.10 / 0.10 23.4 26.5 33.7 – – – – – –
TOWARDSZEROST ✓ ✓ 0.10 / 0.10 26.5 29.5 35.3 24.1 28.3 29.2 22.2 16.0 26.4

This work (Data Scenario B)
ZEROSWOT-SMALL ✓ ✗ 0.11 / 0.70 27.3 31.7 35.8 26.8 30.9 31.6 25.3 17.8 28.4

Table 5.5: Comparison with previous Zero-Shot ST methods on MuST-C eng→xxx
tst-COMMON. The Data Usage column indicates whether the method utilizes in-
domain ASR (speech-transcript) or MT (text-translation) data. Results of previous
methods are take from T-MODULES (Duquenne et al., 2022), DCMA (Wang et al.,
2022), SIMZEROCR (Gao et al., 2024), and TOWARDSZEROST (Yang et al., 2023).
Extended results available in the Appendix (Table B.3).

a fair comparison, as all previous baselines leverage ASR and/or MT data in domain
data from MuST-C. Our method significantly outperforms all prior approaches. Notably,
ZEROSWOT-SMALL surpasses T-MODULES (Duquenne et al., 2022) by +2.6 BLEU and
the previous best method, TOWARDSZEROST (Yang et al., 2023), by +2.0 BLEU on
average. It is important to highlight the data efficiency of our approach: while methods like
T-MODULES, SIMZEROCR (Gao et al., 2024), and the stronger version of TOWARDSZE-
ROST rely on both ASR and MT data to induce alignment, our model achieves superior
performance using solely ASR data. This stems from our direct alignment strategy, which
compresses speech into the existing subword space of the translation model without requir-
ing complex intermediate codebooks (Wang et al., 2022) or error-prone CTC predictions
over large vocabularies (Yang et al., 2023).

5.6.2 Comparison with Supervised Baselines

Scaling our architecture to the MEDIUM and LARGE configurations allows us to compete
directly with fully supervised End-to-End ST systems. Table 5.6 presents the results in
MuST-C and Table 5.7 presents the results in CoVoST 2.

MuST-C. In Scenario B, where we use the standard NLLB model, our LARGE model
already achieves an average BLEU of 31.4. This performance is notably higher than strong
supervised baselines such as CHIMERA (Han et al., 2021) (+4.0 BLEU), SIAMESE-PT (Le

107



5 Zero-Shot Speech Translation via Cross-Modal Alignment

Model Scen. Params (B) deu spa fra ita nld por ron rus Avg

(Previous Works) Supervised End-to-End ST (using paired ST data)
CHIMERA – 0.15 27.1 30.6 35.6 25.0 29.2 30.2 24.0 17.4 27.4
STEMM – 0.15 28.7 31.0 37.4 25.8 30.5 31.7 24.5 17.8 28.4
SPEECHUT – 0.15 30.1 33.6 41.4 27.7 31.7 34.2 27.0 18.5 29.8
SIAMESE-PT – 0.25 27.9 31.8 39.2 27.6 32.2 33.6 26.4 19.7 30.3
CRESS – 0.15 29.4 33.2 40.1 27.6 32.2 33.6 26.4 19.7 30.3
SIMREGCR – 0.15 29.2 33.0 40.0 28.2 32.7 34.2 26.7 20.1 30.5
LST-13B – 13.0 30.4 35.3 41.6 – – – – – –

(This Work) Zero-shot ST
ZEROSWOT-MEDIUM A 0.35 / 0.95 24.8 30.0 32.6 24.1 28.6 28.8 22.9 16.4 26.0
ZEROSWOT-MEDIUM B 0.35 / 0.95 30.0 33.1 37.5 28.2 32.3 32.9 26.0 18.7 29.6
ZEROSWOT-MEDIUM C 0.35 / 0.95† 30.5 34.9 39.4 30.6 35.0 37.1 27.8 20.3 31.9
ZEROSWOT-LARGE A 0.35 / 1.65 26.5 31.1 33.5 25.4 29.9 30.6 24.3 18.0 27.4
ZEROSWOT-LARGE B 0.35 / 1.65 30.1 34.8 38.9 29.8 34.4 35.3 27.6 20.4 31.4
ZEROSWOT-LARGE C 0.35 / 1.65† 31.2 35.8 40.5 31.4 36.3 38.3 28.0 21.5 32.9

Table 5.6: Comparison with Supervised ST Baselines on MuST-C eng→ xxx tst-COMMON.
The Params column indicates Trainable / Inference parameters (in Billions). The
Scenario column refers to the data configuration (A: Out-of-Domain, B: In-Domain
ASR, C: In-Domain ASR/MT). Underlined is the best supervised score, highlighted
are all zero-shot scores that are better than the best supervised ones, and in bold
is best overall. † NLLB parameters are finetuned separately. Results of previous
methods taken from CHIMERA (Han et al., 2021), STEMMM (Fang et al., 2022),
SPEECHUT (Zhang et al., 2022b), SIAMESE-PT (Le et al., 2023), CRESS (Fang
and Feng, 2023), SIMREGCR (Gao et al., 2024), and LST (Zhang et al., 2023b).
Extended results available in the Appendix (Table B.3).

et al., 2023) (+1.1 BLEU), and SIMREGCR (Gao et al., 2024) (+0.9 BLEU). This confirms
that a strong, pre-trained multilingual text encoder can serve as an effective anchor for
speech translation even without explicit domain adaptation of the embedding space.

The full potential of ZEROSWOT is realized in Scenario C. By simply swapping the
frozen text branch with one finetuned on MuST-C text data, our LARGE model reaches
a state-of-the-art average of 32.9 BLEU. This highlights the modularity of our approach:
improvements in the text components can be directly transferred to the speech modality.
Most strikingly, our zero-shot model even surpasses the recent LST model (Zhang et al.,
2023b) in high-resource directions like English-German (31.2 vs 30.4) and English-Spanish
(35.8 vs 35.3). This is significant given that LST relies on the massive LLLAMA-2-
13B model (8× more inference parameters than ours) and supervised ST data, whereas
ZEROSWOT achieves superior performance using a fraction of the parameters and no
paired audio-translation supervision.
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Models ZS / Size arb cat cym deu est fas ind jpn lav mon slv swe tam tur zho Avg

Medium-sized models
XLS-R-1B ✗/ 1.0 19.2 32.1 31.8 26.2 22.4 21.3 30.3 39.9 22.0 14.9 25.4 32.3 18.1 17.1 36.7 26.0
SEAMLESSM4T-V1-M ✗/ 1.2 20.8 37.3 29.9 31.4 23.3 17.2 34.8 37.5 19.5 12.9 29.0 37.3 18.9 19.8 30.0 26.6
ZEROSWOT-M (C) ✓/ 1.0 24.4 38.7 28.8 31.2 26.2 26.0 36.0 46.0 24.8 19.0 31.6 37.8 24.4 18.6 39.0 30.2

Large-sized models
XLS-R-2B ✗/ 2.0 20.7 34.2 33.8 28.3 24.1 22.9 32.5 41.5 23.5 16.2 27.6 34.5 19.8 18.6 38.5 27.8
SEAMLESSM4T-V1-L ✗/ 2.3 24.5 41.6 33.6 35.9 28.5 19.3 39.0 39.4 23.8 15.7 35.0 42.5 22.7 23.9 33.1 30.6
SEAMLESSM4T-V2-L ✗/ 2.3 25.4 43.6 35.5 37.0 29.3 19.2 40.2 39.7 24.8 16.4 36.2 43.7 23.4 24.7 35.9 31.7
ZEROSWOT-L (C) ✓/ 1.7 25.7 40.0 29.0 32.8 27.2 26.6 37.1 47.1 25.7 18.9 33.2 39.3 25.3 19.8 40.5 31.2

Table 5.7: BLEU scores on CoVoST 2 eng→ xxx. Models are grouped in Medium and Large
sizes according to their inference parameters. ZS indicates whether the ST model is
zero-shot. Size indicates the inference parameters in Billions. Scenario C denotes
using Common Voice ASR data and an NLLB model finetuned on CoVoST MT data.
With bold is the best score for each size category. Supervised baselines from XLS-
R (Babu et al., 2022), SEAMLESSM4T-V1 (Seamless Communication, 2023a) and
SEAMLESSM4T-V2 (Seamless Communication, 2023b). Extended results available
in the Appendix (Table B.5).

CoVoST 2. For these experiments, we train the speech encoder on Common Voice
8.0, which constitutes the in-domain ASR data for this task. Following the definitions
in Table 5.4, we evaluate under Scenario C, where the text branch is initialized from an
NLLB model finetuned on the CoVoST 2 text-to-translation data. This allows us to assess
the method’s scalability and its ability to adapt to a domain where ASR data is available
(Common Voice) but paired ST data is treated as unavailable.

Table 5.7 presents the comparison against state-of-the-art supervised baselines, specifically
XLS-R (Babu et al., 2022) and SEAMLESSM4T (Barrault et al., 2025). In the MEDIUM

size category, ZEROSWOT demonstrates remarkable performance. Despite using no paired
ST data, it achieves an average BLEU of 30.2, surpassing the supervised SEAMLESSM4T-
V1-MEDIUM (26.6 BLEU) by a substantial margin of +3.6 points. It outperforms the
supervised baseline in 12 out of 15 language directions, with particularly large gains in
jpn (+8.5) and zho (+9.0). Scaling to the LARGE configuration, our method remains
highly competitive. ZEROSWOT-LARGE achieves 31.2 BLEU, outperforming the original
SEAMLESSM4T-V1-LARGE (30.6 BLEU) and although is behind the improved V2 version
by 0.5 points on average, it sets new state-of-the-art scores in 7 directions. These results
reinforce the finding that distinct ASR and MT resources can be effectively combined
to build high-performance ST systems without reliance on the scarce end-to-end ST
supervision.
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5.6.3 Comparison with Cascade Systems

A central question in the evaluation of End-to-End systems is how they compare to the
traditional cascade paradigm, which chains an Automatic Speech Recognition (ASR)
model with a Machine Translation (MT) model. Since ZEROSWOT effectively functions
as a “soft” cascade, as it softly connects a speech encoder to a pre-trained MT decoder via
continuous representations, it is crucial to benchmark it against explicit cascade systems
constructed from the same components.

Baselines Construction. We construct strong cascade baselines using the exact same
components as our ZEROSWOT models:

• ASR Component: We use the WAV2VEC 2.0 encoder finetuned on the correspond-
ing ASR data (Common Voice or MuST-C). We explore two architectures:

1. CTC-based ASR: A non-autoregressive model that predicts transcripts using
greedy decoding. This mirrors the acoustic encoder of ZEROSWOT.

2. AED-based ASR: An Attention-based Encoder-Decoder model where the
WAV2VEC 2.0 encoder is coupled with a Transformer decoder (6 layers). This
represents a stronger, autoregressive ASR baseline.

• MT Component: We use the NLLB model (MEDIUM or LARGE), either in its
original state (Scenarios A/B) or finetuned (Scenario C).

This setup ensures that any performance difference is attributable to the method of inte-
gration (discrete vs. continuous) rather than the capacity of the sub-modules. Full model
details for the cascades are available in the Appendix (§B.4).

Performance Analysis. Table 5.8 presents the BLEU scores across all three data usage
scenarios. We observe that ZEROSWOT consistently outperforms the CTC-based cascades
by a significant margin (ranging from +2.7 to +7.2 BLEU). This gap highlights the
advantage of passing continuous representations (soft alignment) rather than discrete,
error-prone decisions (hard alignment) to the translation model. Notably, in Scenario C,
the performance of the CTC cascade drops significantly (e.g., from 27.5→26.5 for the
Large model). We hypothesize that the domain-adapted NLLB, having been finetuned on
clean ground-truth text, becomes less robust to the noisy transcripts generated by the CTC
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Model Size System Architecture BLEU(↑) per Scenario Inference
Time(↓)

A (Out-Domain) B (In-Domain) C (Adapted)

MEDIUM
Cascade (CTC-ASR→ NLLB) 21.8 25.4 24.7 0.41
Cascade (AED-ASR→ NLLB) 25.2 30.0 32.2 0.56
ZEROSWOT 26.0 29.6 31.9 0.46

LARGE
Cascade (CTC-ASR→ NLLB) 24.7 27.5 26.5 0.66
Cascade (AED-ASR→ NLLB) 26.5 31.1 33.2 0.82
ZEROSWOT 27.4 31.4 32.9 0.78

Table 5.8: Comparison of ZEROSWOT against Cascade ST baselines grouped by model size
and data usage scenarios (see table 5.4). Average BLEU scores on on MuST-C
tst-COMMON eng→8. Inference time measured in seconds (average time per exam-
ple). In bold is the best in each category. CTC-ASR: Non-autoregressive ASR.
AED-ASR: Autoregressive ASR with Encoder-Decoder. Extended results available
in the Appendix (Table B.3).

model. In contrast, ZEROSWOT is robust to this issue as it learns to align directly with the
MT embedding space.

When compared to the stronger AED-based cascades, ZEROSWOT remains highly compet-
itive. In Scenario A (Out-of-Domain), our method actually outperforms the AED cascade
(25.2→26.0 BLEU for Medium, 26.5→27.4 for Large), suggesting that our cross-modal
alignment generalizes better than the two-stage pipeline when in-domain ASR data is
unavailable. In Scenarios B and C, the AED cascade generally achieves slightly higher
scores, with the exception of the Large model in Scenario B where ZEROSWOT leads.
This is likely due to the ASR decoder’s internal language model correcting phonetic errors
before translation.

Efficiency. While AED-based cascades offer high quality, they are computationally
expensive due to the two sequential autoregressive generation steps (ASR decoding +
MT decoding). ZEROSWOT bypasses the text generation step entirely. We measured
the average inference time per sentence and found ZEROSWOT to be approximately 18%
faster (0.56→0.46) than the AED-based cascade for the MEDIUM configuration and 5%
faster (0.82→0.78) for the LARGE configuration. Thus, our method offers a better trade-
off, delivering quality comparable to strong autoregressive cascades while being more
efficient.
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Model Size Zero-Shot Training Zero-Shot Finetuned ∆

MEDIUM
B (ASR only) 28.5 30.8 +2.3
C (ASR + MT) 30.5 30.7 +0.2

LARGE
B (ASR only) 30.1 32.0 +1.9
C (ASR + MT) 31.2 31.4 +0.2

Table 5.9: BLEU scores on MuST-C eng-deu tst-COMMON before and after supervised ST fine-
tuning.

5.6.4 Supervised ST Fine-tuning

A key question for any zero-shot method is whether it can serve as an effective initialization
for supervised learning. To investigate this, we take our zero-shot models trained on MuST-
C (from Table 5.6) and finetune them on the English-German direction of the MuST-C
dataset using paired ST data.

We initialize our ST finetuning with either the MEDIUM or LARGE variants of ZEROSWOT.
Additionally we consider initializations from model trained with two data usage scenarios
(Table 5.4): Scenario B, where we trained with MuST-C ASR and Scenario C, where we
additionally utilized an NLLB adapted with the MuST-C MT data. More information on
the details of the supervised ST finetuning are available in the Appendix (§B.2.4).

The results in Table 5.9 reveal a distinct contrast between the two scenarios. Models
initialized from (B) prove to be highly adaptable, yielding substantial improvements
of +2.3 and +1.9 BLEU for the MEDIUM and LARGE configurations. Notably, the
finetuned ZEROSWOT-LARGE (B) reaches 32.0 BLEU, setting a new state-of-the-art for
this benchmark and surpassing the previous best published result by 1.6 points (Zhang
et al., 2023b).

On the other hand, models initialized from (C) show only marginal gains (+0.2 BLEU).
This suggests that when the model is trained to strictly align with a specific, finetuned
MT space (as in Scenario C), it may settle into a local minimum that is difficult to escape
during subsequent ST fine-tuning. In contrast, the alignment learned solely from ASR
data (Scenario B) appears more flexible, providing a better starting point for supervised
adaptation.
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5.7 Analysis: The Modality Gap

In this section, we analyze the inner workings of ZEROSWOT to verify if our design choices
effectively bridge the gaps between the speech and text modalities. We focus on two key
aspects: the reduction of the sequence length mismatch via our compression adapter, and
the semantic alignment of the learned representations.

5.7.1 Addressing the Length Gap

As discussed in §5.1, a major challenge in zero-shot ST is the discrepancy in sequence
length between acoustic frames and text subwords. To evaluate the effectiveness of our
Compression Adapter (§5.4.1), we compare it against alternative compression strategies.

We replace our proposed compression mechanism with three baselines, with their imple-
mentation details being available in the Appendix (§B.2.3).

1. No Compression: The raw acoustic features from the WAV2VEC 2.0 encoder are
passed directly to the shared encoder.

2. Length Adaptor: We use a strided convolutional adaptor that down-samples the
sequence by a fixed factor of 4, following Li et al. (2021); Gállego et al. (2021).

3. Character-level Compression: We employ standard CTC compression that merges
repeated tokens but does not group them into subwords (Gaido et al., 2021a).

We also analyze the impact of the tokenization used to construct the CTC targets. We
compare our proposed strategy (“Subword + Unk”), which includes the <unk> token for
characters outside the vocabulary, against a naive “Subword” tokenization that might
ignore them.

We evaluate these configurations on the MuST-C tst-COMMON set using the MEDIUM model
in Scenario B. Apart from the translation quality (BLEU), we measure the alignment in
terms of sequence length. We report the average absolute length difference |∆len| =
|M−N | and the length ratio r(len) = M/N , where M and N are the sequence lengths for
the speech and text representations Hs,Hx. An ideal alignment should yield an absolute
difference close to 0 and a ratio close to 1.
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Compression Tokenization BLEU (↑) |∆len| (↓) r(len) (→ 1)

None Word 28.9 267.6 10.9
Length Adaptor Word 28.9 49.2 2.82
Character-level Word 29.0 71.2 3.61

Compr. Adapter
Subword 28.4 3.3 0.88
Subword + Unk (Ours) 29.6 1.4 0.98

Table 5.10: Analysis of sequence length alignment on MuST-C tst-COMMON. We report BLEU
scores, average absolute length difference (|∆len|), and length ratio (r(len)) be-
tween the compressed speech representations and the reference text embeddings.
Our proposed method (Subword + Unk) achieves the best trade-off, effectively
closing the length gap.

The results are presented in Table 5.10. We observe that standard methods (Rows 1-3) fail
to align the sequence lengths, resulting in speech representations that are 2.8× to 10.9×
longer than the text. While the Length Adaptor and Character-level compression achieve
respectable BLEU scores (28.9 and 29.0), they do not solve the structural mismatch.

In contrast, our proposed Compression Adapter significantly reduces the length gap. When
using the optimal “Subword + Unk” tokenization, the length ratio is 0.98, indicating that
the speech sequence length is almost identical to the text sequence length (|∆len| ≈ 1.4).
This precise alignment contributes to the superior performance of 29.6 BLEU.

Interestingly, the “Subword” only tokenization (Row 4) results in a length ratio of 0.88,
implying over-compression. This loss of information is likely due to dropping non-
vocabulary characters and negatively impacts translation quality (28.4 BLEU), performing
worse than even the uncompressed baseline. This finding highlights that while matching
the length is important, preserving the information content via proper tokenization is
crucial.

5.7.2 Closing the Representation Gap

Beyond length alignment, the core premise of ZEROSWOT is that we can map acoustic
features into the semantic space of the MT model. To verify if we have successfully
bridged this representation gap, we conduct a cross-modal retrieval experiment.
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Model Retrieval Accuracy (%)

CONST (Ye et al., 2022) 95.0
ZEROSWOT (Cosine) 98.1
ZEROSWOT (Wasserstein) 98.5

Table 5.11: Speech-to-Text retrieval accuracy on MuST-C eng-deu tst-COMMON. We compare
the retrieval performance of ZEROSWOT against CONST, using both cosine simi-
larity (on mean-pooled representations) and the negative Wasserstein distance (on
non-pooled representations).

We use the 2,551 examples from the MuST-C English-German tst-COMMON set. For every
speech input s, we attempt to retrieve its corresponding text transcription x from the pool of
all test sentences. We compute the similarity between the computed speech representation
Hs and the reference text representation Hx (extracted from the frozen NLLB encoder).

We evaluate retrieval accuracy using two metrics:

• Cosine Similarity: We apply mean-pooling over the time dimension for both
sequences and compute the cosine similarity between the resulting vectors.

• Wasserstein Distance: We compute the negative Wasserstein distance directly
between the sequences Hs and Hx, as defined in Equation (5.16).

We compare our method against CONST (Ye et al., 2022), a state-of-the-art model that
explicitly uses contrastive learning to align modalities, which implies very accurate retrieval
with cosine similarity.

The results in Table 5.11 demonstrate the effectiveness of our alignment strategy. ZE-
ROSWOT achieves a retrieval accuracy of 98.5% when using the Wasserstein metric,
outperforming CONST by 3.5 percentage points. Even when using simple cosine similarity
on pooled vectors, our model maintains high accuracy (98.1%).

This strong retrieval score confirms that the speech representations generated by our
encoder are not only structurally similar to text (in terms of length) but also semantically
very close in the shared embedding space. This strong alignment explains why the frozen
MT decoder can successfully translate speech inputs without ever having been trained on
them.
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5.8 Conclusions and Next Steps

Conclusions. In this chapter, we presented ZEROSWOT, a framework for zero-shot
End-to-End Speech Translation that effectively bridges the modality gap between speech
and text without relying on any paired ST data. By leveraging Optimal Transport and a
novel Subword Compression mechanism, we demonstrated that a speech encoder can be
trained to “mimic” the embedding space of a massively multilingual Machine Translation
model using only ASR data.

Our experimental results on MuST-C and CoVoST 2 confirm the effectiveness of this
approach. ZEROSWOT not only significantly outperforms previous zero-shot methods but
also surpasses strong supervised baselines and cascaded systems in several high-resource
settings. This performance is underpinned by our analysis, which shows that our method
successfully aligns speech and text representations in terms of both sequence length and
semantic content. The ability to seamlessly plug a learned speech encoder into a frozen,
pre-trained text decoder opens new avenues for scaling ST to the long tail of languages
where paired data is scarce but ASR and text-only resources are more readily available.

Limitations and Future Directions. Despite these advancements, our approach mimics
the text embedding space, which inherently limits its ability to capture paralinguistic
features. Since the speech representations are forced to align with text embeddings,
acoustic nuances such as prosody and speaker identity, which are not present in the text
modality are largely discarded. This suggests that while we solve the data scarcity problem,
we may be sacrificing the richness of the spoken signal, a trade-off we investigate further
in Part IV of the thesis.

Furthermore, the Subword Compression mechanism, while effective, relies on the specific
tokenization of the target MT model. This rigid dependency on a fixed subword vocabulary
can be suboptimal for cross-lingual transfer, as subwords are often language-specific. As
we will discuss in Ch. 6, moving towards a more granular, character-level alignment can
offer greater flexibility and improved generalization across diverse languages.
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6 Character-level Modeling for
Enhanced Modality Transfer

This chapter is based on our work “Improving Language and Modality Transfer in Transla-
tion by Character-level Modeling”, published in ACL 2025 (Tsiamas et al., 2025a) and
developed during a research internship at Meta FAIR between August 2024 – February
2025.

6.1 Introduction

In Ch. 5, we addressed the scarcity of paired Speech Translation (ST) data by introducing
ZEROSWOT. That method demonstrated that it is possible to bridge the modality gap
between speech and text without using any parallel speech-to-translation corpora. By
leveraging Optimal Transport, we aligned the continuous output of a speech encoder with
the discrete subword embedding space of a pretrained Machine Translation (MT) model.
This allowed us to reuse the strong decoding capabilities of multilingual text models for
speech inputs.

The Subword Bottleneck. ZEROSWOT and similar approaches rely heavily on the
specific subword vocabulary of the underlying text model. Subword tokenization, while
standard in modern Natural Language Processing (NLP), introduces a structural rigidity
that becomes problematic in zero-shot scenarios. The tokenizer is typically trained on a
fixed set of languages. When applied to unseen or low-resource languages, the subword
segmentation often becomes semantically opaque or inefficient, fragmenting words into
unrecognizable sequences. This dependency limits the ability of the model to generalize
to the “long tail” of languages that were not present during the initial training of the text
model.

A second limitation identified in the previous chapter is the granularity mismatch be-
tween modalities. Speech encoders trained with Connectionist Temporal Classification
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6 Character-level Modeling for Enhanced Modality Transfer

(CTC) (Graves et al., 2006), such as WAV2VEC 2.0 (Baevski et al., 2020) or the Massively
Multilingual Speech (MMS) model (Pratap et al., 2023), naturally output characters. In
contrast, text models operate on subwords (Liu et al., 2020a; NLLB, 2024). In Ch. 5, we
proposed to solve this length mismatch with a specialized adaptor module which com-
presses the acoustic representations into subword-level sequences. However, our study
focused on English-based cross-modal adaptation, leading to an English-to-Many zero-shot
ST model. While effective for high-resource source languages, applying this subword
compression methodology to the 1,000+ languages covered by MMS is impractical, as the
majority of them lack the resources to learn an accurate subword compression adapter.

Character-level Alignment. In this chapter, we propose shifting the interface of cross-
modal alignment to the atomic level of written language: characters. We introduce
CHARSONAR, a method that adapts the massive multilingual embedding space of
SONAR (Duquenne et al., 2023) (see §2.5.3) to operate on character sequences. By
moving to a character-level representation, we remove the dependency on language-
specific tokenizers. This simplification provides a universal interface for both text and
speech, as characters are shared across languages more broadly than subwords. This
shared interface significantly improves cross-lingual transfer to low-resource languages
and enables efficient cross-modal transfer from pretrained ASR models.

Our approach consists of two stages. First, we adapt the text encoder of SONAR to build
CHARSONAR. We use a teacher-student framework where a character-based student
learns to mimic the fixed-size sentence embeddings of the subword-based teacher. We
find that predicting an interpolated embedding between the source and target sentences
improves the quality of the student’s representation. To ensure the text encoder is robust
to the errors typical of CTC-based speech recognition systems, we inject noise into the
character sequences during training.

Second, we address the speech modality. Since both our adapted text encoder and pretrained
CTC-based ASR models operate at the character level, the alignment process is simplified.
We demonstrate that a lightweight adapter can effectively map the compressed acoustic
features from the MMS encoder directly to the CHARSONAR embedding space. This
compatibility is so strong that we can achieve competitive zero-shot ST performance using
a projection derived solely from the pretrained weights of the speech and text modules,
without any training.
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We evaluate this approach on many-to-English text and speech translation on the massively
multilingual FLORES+ (NLLB, 2024) and FLEURS (Conneau et al., 2023) benchmarks.
The results show that character-level modeling outperforms subword baselines in text
translation for low-resource languages and exhibits superior zero-shot generalization to
languages unseen during training. In speech translation, CHARSONAR sets a new state-of-
the-art for zero-shot performance, outperforming supervised models like WHISPER (Rad-
ford et al., 2023) and SEAMLESSM4T (Barrault et al., 2025) without any supervision from
paired ST data.

The main contributions of this chapter are as follows:

• We introduce CHARSONAR, a character-based text encoder that aligns with the
fixed-size embedding space of SONAR. We conduct a large-scale study on 75
languages, and demonstrate that character-level processing improves cross-lingual
transfer, outperforming subword baselines like SONAR and NLLB on low-resource
languages and showing superior zero-shot generalization to unseen languages.

• We propose a robust training objective for the text encoder that utilizes interpolated
embeddings (between source and target) and ASR-like noise augmentation. This
ensures the text encoder is resilient to phonetic errors and semantically aligned with
the translation task.

• We develop a zero-shot speech translation framework by connecting the CHAR-
SONAR text encoder with the MMS speech encoder. We show that the shared char-
acter interface allows for effective cross-modal alignment using simple, lightweight
adapters, eliminating the need for complex subword compression modules.

• Our model achieves state-of-the-art zero-shot ST results on the FLEURS benchmark.
It outperforms strong supervised baselines on 33 languages of various resourceful-
ness, demonstrating that it is possible to build competitive ST systems for over 1,000
languages using only ASR data and text-only translation resources.
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6.2 Related Work

6.2.1 Character-level Machine Translation

The dominant paradigm in Neural Machine Translation (NMT) relies on subword seg-
mentation algorithms, such as Byte-Pair Encoding (BPE) (Sennrich et al., 2016) or Sen-
tencePiece (Kudo and Richardson, 2018). These methods balance the trade-off between
vocabulary size and sequence length. However, operating directly at the character level has
long been an alternative research direction. Early approaches utilized character-level inputs
with attention-based sequence-to-sequence models (Sutskever et al., 2014; Bahdanau et al.,
2015) to resolve out-of-vocabulary issues and improve the modeling of morphologically
rich languages (Costa-jussà and Fonollosa, 2016; Chung et al., 2016; Lee et al., 2017;
Cherry et al., 2018).

More recently, the introduction of “token-free” models like BYT5 (Xue et al., 2022)
and CANINE (Clark et al., 2022) revived interest in this granularity. These architectures
process raw text bytes or characters, eliminating the need for a dedicated tokenizer and
making the models more robust to noise and spelling variations, as well as beneficial in
low-resource machine translation (Edman et al., 2024). Despite these advantages, character-
level models have not seen widespread adoption. The primary obstacle is computational
efficiency (Libovický et al., 2022). Character sequences are significantly longer than
their subword counterparts, often by a factor of three or four. In standard Transformer
architectures, where the self-attention mechanism scales quadratically with sequence
length, this increase results in prohibitive training and inference costs (Vaswani et al.,
2017). Consequently, most state-of-the-art multilingual MT models, such as NLLB (NLLB,
2024), continue to rely on subword tokenization.

6.2.2 Cross-modal Transfer

Speech translation models frequently rely on cross-modal knowledge transfer from the data-
rich task of Machine Translation. Standard approaches employ multi-tasking frameworks
where text modules are shared between tasks, allowing the semantic text encoder to process
either acoustic representations or text embeddings (Liu et al., 2020b; Zhou et al., 2023;
Tang et al., 2021b; Fang et al., 2022). Other methods explicitly minimize the distance
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between speech and text representations in a shared latent space (Tang et al., 2021a;
Ye et al., 2022; Ouyang et al., 2023). We provided a comprehensive review of these
representation alignment strategies and their limitations regarding sequence length in
§5.2.2.

In Ch. 5, we introduced ZEROSWOT, which eliminated the dependency on parallel ST
data by minimizing the Wasserstein distance (Frogner et al., 2015) between speech and
text sequences. In this chapter, we stay close to the same zero-shot paradigm but leverage
the fixed-size bottleneck of SONAR. This architectural choice simplifies the optimization
problem, allowing us to minimize a Mean Squared Error (MSE) distance rather than the
computationally intensive Optimal Transport metric used in the previous chapter.

A critical challenge in maximizing transfer is unifying the tokenization of the acoustic
output and the text input. Acoustic encoders trained with CTC (Graves et al., 2006)
typically output characters or phonemes, whereas text encoders operate on subwords.
Previous works have attempted to bridge this gap by using phonemized text as input (Tang
et al., 2021a; Le et al., 2023). However, phoneme-based inputs degrade performance
due to semantic ambiguity, as different words can share identical phonetic realizations.
Alternatively, some approaches force the acoustic encoder to output subwords directly (Liu
et al., 2020b; Yang et al., 2023). This strategy is difficult to scale to massively multilingual
settings where the combined vocabulary can reach hundreds of thousands of tokens (NLLB,
2024).

The ZEROSWOT method addressed this mismatch with a character-to-subword compression
adapter (§5.4.1). While effective, that module requires a substantial amount of ASR data to
learn the compression logic, which restricts its applicability to the long tail of low-resource
languages. Our approach circumvents these issues by modifying the text encoder to accept
character-level inputs. This modification aligns the text modality with the natural output of
the acoustic encoder, enabling the use of data-efficient and lightweight adapters without
the need for complex compression mechanisms.

6.2.3 SONAR and Fixed-size Embeddings

The architecture of the underlying text model is a determining factor for the efficiency of
character-level translation. We build upon SONAR (Duquenne et al., 2023), a massively
multilingual model designed for semantic similarity and mining tasks. SONAR follows
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the design philosophy of LASER (Artetxe and Schwenk, 2019), employing a bottleneck
architecture. It is initialized from the NLLB encoder-decoder and thus supports 200+
languages. More information is provided in §2.5.3.

In this framework, the encoder maps a variable-length input sequence to a single, fixed-size
vector representation (sentence embedding). The decoder then generates the translation
conditioned solely on this fixed vector. This decoupling of the encoder and decoder is
critical for our method. By modifying only the encoder to process characters, we pay the
computational cost of longer sequences only during the encoding step. The decoder, which
typically dominates the computational budget in autoregressive generation, receives the
same fixed-size input regardless of whether the source was tokenized into subwords or
characters. This structural characteristic allows CHARSONAR to leverage the benefits of
character-level modeling without the inference latency penalties associated with models
like BYT5.

6.3 Methodology

Our proposed method, CHARSONAR, is built upon the premise that a shared, character-
level embedding space can serve as a universal interface for both inter-lingual (text-to-text)
and cross-modal (speech-to-text) transfer. We first recap the SONAR architecture (§6.3.1)
and then detail our proposed methodology consisting of two distinct adaptation stages. In
the first stage we adapt a pretrained subword-based text encoder to operate on characters
(§6.3.3). In the second stage, we connect MMS, which is a massively multilingual
CTC-based speech encoder, to this newly established character-level input space using a
light-weight adapter (§6.3.4). Our methodology is depicted in Figure 6.1.

6.3.1 The Foundation: SONAR

The backbone of our approach is SONAR (Duquenne et al., 2023), a massively multilingual
model designed for semantic sentence embedding and mining tasks. Unlike standard
encoder-decoder architectures used in NMT (e.g., NLLB (NLLB, 2024)), which pass
a sequence of hidden states from encoder to decoder, SONAR employs a bottleneck
architecture similar to LASER (Artetxe and Schwenk, 2019).
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Figure 6.1: Schematic of the CHARSONAR methodology using a student-teacher distillation
framework. The architecture is divided into a frozen Teacher Stream (top) and
a trainable Student Stream (bottom). Part 1 (Text Adaptation): We construct a
character-level encoder initialized from the SONAR backbone and train it (orange
components) to align character sequences c with the teacher’s subword-based
embeddings via MSE loss. Part 2 (Speech Adaptation): Keeping the character
encoder frozen, we train a lightweight adapter (pink component) to map compressed
MMS acoustic features s into the character input space. Both modalities are mapped
to the shared semantic space h, enabling zero-shot translation via the pretrained
decoder.

The encoder is Transformer-based (Vaswani et al., 2017) with model dimension dsonar. It
processes a source sequence of subwords x = (x1, . . . , xN) from a standard subword-based
vocabulary Vsub to a sequence of continuous embedding vectors Ex with W sub : |Vsub| →
dsonar, and then a stack of layers produces a semantic representation Hx ∈ RN×dsonar . The
crucial feature of this architecture is the pooling mechanism: the sequential semantic
representation is aggregated via mean-pooling into a single, fixed-size vector hx ∈ Rdsonar .
The sentence embedding hx contains the semantic content of the input, independent of its
sequence length or source language.

Ex = EMBEDDINGsub(x) (6.1)

Hx = ENCODERsub(E
x) (6.2)

hx = mean-pooling(Hx) (6.3)

The decoder, which also has a dimensionality dsonar, conditions its generation solely on the
sentence embedding hx to produce the target sequence ŷ. This decoupling of the encoder
and decoder is advantageous for our purposes. It implies that we can modify the encoder’s
input granularity (e.g., from subwords to characters) without necessitating any changes to

123



6 Character-level Modeling for Enhanced Modality Transfer

the decoder or incurring the computational penalty of cross-attending to longer sequences
during generation.

6.3.2 Problem Formulation and Preliminaries

Before detailing our adaptation strategy, we formalize the problem of zero-shot modality
transfer and define the notation used throughout this chapter.

Notation. We consider three distinct input modalities/granularities:

1. Subword Text: A sequence x = (x1, . . . , xN) where each token xi ∈ Vsub is a
subword from the original SONAR vocabulary.

2. Character Text: A sequence c = (c1, . . . , cM) where each token cj ∈ Vchar is a
character. Note that typically M > N for the same sentence.

3. Speech Signal: A raw audio waveform s, which is processed into a sequence of
acoustic frames A ∈ RT×dmms by a powerful multilingual CTC model (MMS).

LetH ⊂ Rdsonar denote the shared, fixed-size multilingual semantic space established by
SONAR. We denote the final pooled sentence embedding as h ∈ H.

The Interface-Backbone Decomposition. Standard encoder architectures are often
treated as monolithic functions f(input)→ output. However, to enable modality transfer,
we explicitly decompose the encoder Φ into two functional components: an Input Interface

E and a Semantic Backbone Φbody.

z = Φ(input) = pool
(
Φbody

(
E(input)

))
(6.4)

The Semantic Backbone Φbody consists of the deep stack of Transformer layers that reason
about semantics and syntax. The Input Interface E is responsible for projecting discrete
tokens or continuous signals into the hidden dimension dsonar expected by the backbone.

Problem Statement. The original SONAR model provides a pretrained interface Esub :

Vsub → RN×dsonar and a powerful backbone Φbody. However, this interface is coupled to
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a rigid subword vocabulary Vsub that generalizes poorly to unseen languages and cannot
ingest continuous speech signals.

Our objective is to learn two new interfaces:

1. A character interface Echar : V∗char → RM×dsonar that allows the model to process text
at the character level.

2. A speech interface (adapter) Espeech : RT×dmms → RT ′×d, with T ′ ≈M , that allows
the model to process acoustic frames.

Crucially, we aim to learn these interfaces such that they are interchangeable. For a
semantic concept represented by subword sequence x, character sequence c, and speech
signal s, we require:

Φbody(Esub(x)) ≈ Φbody(Echar(c)) ≈ Φbody(Espeech(s)) (6.5)

We ensure that all modalities are mapped to the exact same semantic coordinates h used
by the pretrained decoder, enabling zero-shot translation.

6.3.3 Text Adaptation: Constructing CHARSONAR

To create a character-level encoder, we employ a knowledge distillation (teacher-student)
framework. Our goal is to train a student encoder, CHARSONAR, which processes
character sequences, to mimic the semantic embedding space of the frozen SONAR
teacher encoder.

Architecture and Initialization. The CHARSONAR student inherits the architecture of
the SONAR encoder having a dimensionality dsonar. We initialize the student’s weights
directly from the teacher to preserve the pretrained multilingual knowledge. This encoder
processes a sequence of characters c = (c1, . . . , cM), and thus we must adapt the embed-
ding layer to the new granularity. We construct a character vocabulary Vchar ⊂ Vsub by
retaining only those tokens from the original subword-based vocabulary Vsub that corre-
spond to single characters. The embeddings vectors for these characters are copied from
the teacher embedding Wsub to the new student embedding Wchar : |Vchar| → dsonar. We
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obtain the character-level sentence embedding hc as:

Ec = EMBEDDINGchar(c) (6.6)

Hc = ENCODERchar(E
c) (6.7)

hc = mean-pooling(Hc) (6.8)

Training Objectives. We train the student encoder to project the character-level em-
bedding hc of a character-tokenized source sentence c to a target teacher embedding. We
investigate three distinct Mean Squared Error (MSE) objectives to determine the optimal
signal for cross-lingual alignment:

• Reconstruction: The student learns to reproduce the teacher’s embedding of the
same sentence. Given the sentence embeddings hc and hx of the same sentence:

Lrecon = MSE(hc, sg[hx]) (6.9)

where sg[·] indicates the stop-gradient operator (i.e., the teacher encoder is frozen).

This approach relies on monolingual data and ensures the student retains the teacher’s
representation ability.

• Translation: The student learns to predict the teacher’s embedding of a translation
y. Given the student character-level embedding hc of the source sentence, and the
teacher embedding of the target sentence hy:

Ltrans = MSE(hc, sg[hy]) (6.10)

This objective explicitly forces cross-lingual alignment, encouraging the student
to map the source text directly to the semantic space of the target language. Note
that although SONAR is a cross-lingual space, due to data scarcity and noise, low-
resource languages tend to under-perform in downstream tasks (Duquenne et al.,
2023). Thus, the translation objective can potentially close this gap by re-arranging
the embedding space to benefit the under-represented languages. On the other hand,
compared to the reconstruction objective, it has to rely on relatively scarcer and
more noisy MT data. Another benefit of this objective is that it can allow us to add
new languages to the embedding space, assuming access to MT data with a target
language already included in SONAR.
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• Interpolation: We propose a novel objective that encourages language agnosticity
by mapping the input to a language-neutral “centroid”. We hypothesize that the
optimal semantic representation lies between the source and target embeddings in the
multilingual space. Thus, we minimize the distance to the average of the teacher’s
source and target embeddings:

Linterpol = MSE
(
hc,

sg[hx] + sg[hy]

2

)
(6.11)

Empirically, we find that this objective produces higher quality embeddings for
downstream translation tasks (see §6.5.1).

Robustness via Augmentation. A primary motivation for using characters is to bridge
the gap with ASR CTC-based outputs, which are often noisy and lack standard orthography.
This is due to two reasons. First, they are trained on normalized text (uncased and stripped
of punctuation). Secondly, they are not auto-regressively generated and thus they are prone
to errors. To prepare the CHARSONAR encoder for this imperfect input, we apply two
different augmentations to the character-level sequence c seen by the student encoder
during the text adaptation phase.

First, we apply text normalization with probability pnorm. This involves lowercasing the
text and removing punctuation, simulating the raw output of a CTC model. Second,
we apply noise injection with probability pnoise. We randomly insert, delete, or replace
characters within the sequence. This forces the encoder to learn robust representations
that are invariant to local spelling errors, effectively simulating the phonetic ambiguities
encountered in speech transcription.

6.3.4 Speech Adaptation: Bridging MMS and CHARSONAR

Having established a character-level text embedding space (CHARSONAR), we now turn
to the second stage of our methodology: aligning speech representations to this space. Our
objective is to map the acoustic features from a pretrained CTC encoder to the input space
of CHARSONAR, thereby enabling zero-shot speech-to-text translation.
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Acoustic Encoder. We utilize the Massively Multilingual Speech (MMS) model (Pratap
et al., 2023) as our acoustic backbone. MMS is a WAV2VEC 2.0 (Baevski et al., 2020)
model finetuned with the Connectionist Temporal Classification (CTC) loss (Graves
et al., 2006) on labeled speech data from over 1,000 languages. The encoder processes a
raw audio waveform s to produce a sequence of contextualized acoustic representations
A ∈ RT×dmms , where T is the length of the sequence and dmms is the model dimension of
MMS.

A = ACOUSTIC-ENCODER(s) (6.12)

A CTC head predicts a probability distribution over the character vocabulary for each time
step. MMS utilizes language-specific CTC heads, so each language also has its own small
character-level vocabulary. For a language ℓ:

P = softmax(AWctc
(ℓ) ) (6.13)

Where P ∈ RT×|B(ℓ)| is the CTC probability distribution over a language-specific MMS
character vocabulary B(ℓ), and Wctc

(ℓ) is the language-specific CTC linear head parame-
ters.

Aligning Granularity via CTC Compression. As discussed in §6.1, a key advantage of
our approach is the matching granularity between the ASR output and our CHARSONAR
input. Both operate on characters. However, the sequence length T of the acoustic
representation A is significantly longer than the corresponding character sequence due
to the high sampling rate of audio (typically 50 frames per second). To resolve this, we
employ CTC compression (Gaido et al., 2021a), similar to the first stage of compression
used in ZEROSWOT (§5.4.1). We use the CTC greedy predictions to collapse the acoustic
sequence A into a compressed sequence A′ ∈ RT ′×dmms (with T ′ ≈ M ), by averaging
consecutive acoustic frames that correspond to the same non-blank character prediction
and discard frames classified as the CTC blank token.

A′ = compress(A,P) (6.14)

Adapter Architecture. We introduce an adapter module to project the compressed acous-
tic features A′ into the CHARSONAR input space, effectively replacing its embedding
layer, to produce pseudo-character embeddings Es ∈ RT ′×dsonar . We define the speech

128



6 Character-level Modeling for Enhanced Modality Transfer

embedding hs ∈ Rdsonar from CHARSONAR as:

Es = ADAPTER(A′) (6.15)

Hs = ENCODERchar(E
s) (6.16)

hs = mean-pooling(Hs) (6.17)

We explore two adapter configurations, which are depicted in Figure 6.2.

Vocabulary-Aligned Adapter (fixed dimensionality |Bℓ| ≈ 64)

MLP Adapter (variable dimensionality dmlp >> |Bℓ|)

Compressed
Acoustic

A′

CTC Projection
Wctc

(ℓ)

Frozen (Optionally finetuned)

Softmax
Select
S(ℓ)

P Char Emb.
Wchar

Frozen (Optionally finetuned)

Linear Up-Porjection
Win

Trainable (Randomly Initialized)

ReLU Linear Down-Projection
Wout

Trainable (Randomly Initialized)

Gate Proj.
Wg

σ

×

×

+
G
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Pseudo-char
Embeddings

Figure 6.2: The Vocabulary-Aligned and Gated Dual Adapter architectures. The adapter maps
compressed acoustic features A′ to the embedding space Es via two parallel
branches. The Vocabulary-Aligned Adapter path (top, blue) leverages the CTC
head and character embeddings to retain explicit phonetic alignment. The residual
path (bottom, pink) employs a trainable MLP to capture paralinguistic information
missed by the rigid character projection and overall increase the modeling capacity
of the Adapter. A dynamic gating mechanism (middle, yellow) computes a scalar
G to regulate the trade-off between the two information branches.

• Vocabulary-Aligned Adapter: All language-specific MMS vocabularies are subsets
of our CHARSONAR vocabulary, i.e., B(ℓ) ⊂ Vchar, ∀ℓ. While Wctc

(ℓ) projects to the
local ASR vocabulary B(ℓ), and Wchar accepts the global vocabulary Vchar, we can
link them via the token identities.

We define a one-hot encoding selection matrix S(ℓ) ∈ {0, 1}|B
(ℓ)|×|Vchar| which maps

the indices of the language-specific vocabulary to the global character vocabulary.
This allows us to project the compressed representation A′ directly to dsonar:

ADAPTERV-Align(A
′) = softmax

(
A′Wctc

(ℓ)

)
S(ℓ)W

char (6.18)
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Technically, this computes a weighted average of CHARSONAR character embed-
dings, weighted by the ASR model’s confidence. This adapter serves as a strong,
parameter-free baseline.

• Gated Dual Adapter: While the Vocabulary-Aligned Adapter captures the explicit
character mapping required for semantic alignment, the acoustic features contain
paralinguistic information (e.g., prosody) that may not be fully captured by a rigid
character projection. Furthermore, due to its definition, we are restricted by |B(ℓ)|
which acts as the dimensionality of the adapter, and thus we cannot scale to more
parameters. Thus, we define a secondary randomly-initialized branch with an MLP
and a learned gating mechanism to balance the two branches.

The Dual Adapter output is defined as:

ADAPTERDual(A
′) = G⊙ ADAPTERV-Align(A

′) + (1−G)⊙MLP(A′) (6.19)

where MLP is a two-layer learnable residual branch with a nonlinearity.

MLP(A′) = ReLU(A′Win)Wout (6.20)

where Win : dmms → dmlp and Wout : dmlp → dsonar. The gating matrix G ∈
[0, 1]T

′×dsonar is learnable and dynamically computed via a sigmoid activation.

G = σ(A′Wg) (6.21)

where Wg : dmms → dsonar.

This allows the model to dynamically shift its reliance between the explicit character
mapping and the learned acoustic correction based on the ambiguity of the input.
Furthermore, notice how the dimensionality dmlp of the secondary branch is now a
hyperparameter that we can choose according to our capacity needs, while for the
Vocabulary-Aligned Adapter, the dimensionality |B(ℓ)| is fixed, and usually relatively
small (approx. 64).

Training Objective. To train the Dual Adapter (or finetune the Vocabulary-Aligned
Adapter), we use ASR data (speech-transcript pairs). We freeze both the MMS speech
encoder and the CHARSONAR text encoder. The adapter is trained to minimize the MSE
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distance between the speech sentence embedding hs and the SONAR sentence embedding
hx of the corresponding transcript:

Ladapt = MSE (hs, sg[hx]) (6.22)

Our approach aims to pull the speech representation into the multilingual semantic space
established in the first stage, by steering only the connection between the MMS acoustic
encoder and the CHARSONAR semantic encoder.

6.4 Experimental Setup

6.4.1 Datasets

Text Adaptation Data. We construct a diverse group of 75 languages in terms of family
and script, and with varying degrees of resourcefulness, including 12 new languages, not
present in the base set of 202 languages supported by SONAR. To train CHARSONAR
we use a combination of human-labeled data and mined parallel data from NLLB (NLLB,
2024). We filter our billion-scale parallel corpus with BLASER-2.0-QE (Dale and Costa-
jussà, 2024) to remove noisy pairs with scores below 4 (see Figure C.1 in the Appendix).
For the group of 12 new languages, we used various publicly available sources of parallel
data with languages part of the base set of SONAR. For validation and testing we used
the dev (997 examples) and devtest (1012 examples) splits of FLORES+,1 which is an
extension of FLORES-200 (NLLB, 2024) including new languages and improvements to
the base ones.

Speech Adaptation Data. To train our adapters that connect MMS and CHARSONAR
we use ASR data for 33 languages. Our criteria for choosing these languages were the
following:

• supported by SONAR (i.e., semantic modeling)
• supported by MMS (i.e., acoustic modeling)
• included in Common Voice (Ardila et al., 2020) (i.e., access to ASR training data)
• included in FLEURS (Conneau et al., 2023) (i.e., access to ST evaluation data)

1huggingface.co/datasets/openlanguagedata/flores_plus
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For training we utilize the train split of Common Voice version 17.0,2 with various data
sizes per language, ranging from 100 to 1M. We optionally utilize the train split of
FLEURS which contains 2K examples for each language. Evaluation is done on the dev

and test splits of FLEURS, which contain approximately 400 and 900 examples each.

Details regarding the languages and the amount of training data for both text and speech
are available in Appendix (§C.1).

6.4.2 Model Architecture

The SONAR text encoder (Duquenne et al., 2023) has 24 layers, with dimensionality dsonar

of 1024, and a subword-based vocabulary Vsub with 256K tokens. The total parameter size
of the encoder is 750M. Our CHARSONAR encoder follows the same architecture, apart
from the character-based vocabulary Vchar with 8K tokens, totaling 500M parameters. The
CTC-based acoustic encoder, MMS (Pratap et al., 2023), has 48 layers with dimensionality
dmms of 1280, totaling 1B parameters.3 It uses language-specific layers (Houlsby et al.,
2019) and CTC classification layers. The language-specific character-level vocabularies of
MMS, B(ℓ), are different for each language, usually having around 64 tokens. Since the
size of each vocabulary is also the hidden dimension of our Vocabulary-Aligned Adapter,
this adapter version has approximately 200K parameters. The gated Dual Adapter uses
an MLP with a hidden dimension dmlp of 1024, having a total of 2.5M parameters. To
generate a translation, either from text (subword- or character-tokenized) or speech, we
utilize the SONAR text decoder which has 24 layers. For into-English generation we use
the standard SONAR decoder, while for all other generation tasks we use the finetuned
decoder, which according to Duquenne et al. (2023), and our observations here, performs
better.4

6.4.3 Training Details

Text Adaptation. We use AdamW (Loshchilov and Hutter, 2019) with a learning rate
of 4e-4, inverse square root scheduler with linear warmup, a batch size of 12K examples,
dropout of 0.1. We train for 128K updates. To balance the data distribution we up-sample

2huggingface.co/datasets/mozilla-foundation/common_voice_17_0
3huggingface.co/facebook/mms-1b-all
4github.com/facebookresearch/SONAR
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languages with a temperature of 0.5, based on their total number of examples. We apply
ASR-like text normalization by uncasing and removing punctuation to the source character-
tokenized sequence c with a probability pnorm of 0.25, and inject character-based noise
with a probability pnoise of 0.125. Specifically, each character in the source sentence can
be deleted, replaced, or a new character is further added, each with a probability of 0.0025.
These values were tuned in a small validation set of Common Voice to approximate the
character-error-rate (CER) of MMS (Pratap et al., 2023). For replacement and addition,
we sample a new character from the character distribution of that language.

Speech Adaptation. Both the MMS CTC acoustic encoder and the CHARSONAR
encoder remain frozen during the speech adaptation training, and only the adapter that
connects them is finetuned. The learning rate is set to 2e-4, the batch size 500 examples,
and the Vocabulary-Aligned Adapter dropout to 0.1, while for the MLP branch of the gated
Dual Adapter we use a higher rate of 0.3.

6.4.4 Evaluation

We apply checkpoint averaging according to the dev set performance, and generate with
a beam search of 5. We evaluate our models on two tasks: zero-shot translation and
embedding similarity search.

Translation. Translation quality is measured with XCOMET-XL (Guerreiro et al.,
2023).5.When the target language is not supported, we use case-sensitive detok-
enized BLEU (Papineni et al., 2002) and chrF++ (Popović, 2017), computed with
sacreBLEU (Post, 2018).

Similarity Search. Cross-lingual text-based similarity is measured against the English
side of FLORES+, where we encode the source with CHARSONAR and the English
target with the original SONAR encoder. Cross-modal speech-based similarity is mea-
sured against the text target side of FLEURS, where we encode the target text with the
original SONAR encoder and the non-English source speech with our speech-enabled
CHARSONAR encoder. We measure the xsim++ error rate, which is computed on the

5huggingface.co/Unbabel/XCOMET-XL

133

https://huggingface.co/Unbabel/XCOMET-XL


6 Character-level Modeling for Enhanced Modality Transfer

augmented English text target side of FLORES+ (for text) or FLEURS (for speech) with
an additional 40K hard negatives. It serves as a better measure than a simple error rate
(xsim) which has been found to saturate easily (Chen et al., 2023a).

6.5 Advancing Language Transfer: Text Adaptation
Results

Before addressing the modality gap between speech and text, we must first validate the
capabilities of the character-based text encoder. The core hypothesis of this chapter is
that a character-level representation can generalize better across languages than subwords,
particularly when the target embedding space is fixed. In this section, we present the text
translation results, comparing the proposed CHARSONAR student against the SONAR
teacher. We investigate the impact of the training objective, the effectiveness of the model
in low-resource settings, and the source of its performance gains. Note that while we also
evaluated cross-lingual embedding similarity (xsim++), we reserve those detailed results
for the Appendix (see §C.2) to focus the main narrative on translation quality.

6.5.1 Initial Exploration and Objective Analysis

We begin by determining the optimal training strategy for aligning character sequences to
the SONAR sentence embedding space. First we present an experiment that motivates
the use of the interpolated MSE objective and then conduct an ablation study to confirm
our hypothesis for the objective and understand the impact of the other mechanisms of our
methodology. For the ablations here we train different CHARSONAR models on a subset
of 15 languages.6

The Case for Interpolated MSE. A standard approach for student-teacher distillation is
to minimize the Mean Squared Error (MSE) between the student’s embedding of a sentence
and the teacher’s embedding of the same sentence (Reconstruction MSE). Alternatively,

6The group consists of 3 Uralic languages and 12 languages utilizing the Cyrillic script (see Tables C.1
and C.2 in the Appendix).
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one could minimize the distance to the teacher’s embedding of a translation (Translation
MSE).

However, we hypothesize that the SONAR space is not perfectly continuous and that
the centroids of individual languages may not represent the optimal semantic point for
cross-lingual transfer. To test this, we analyzed the geometry of the embedding space by
decoding from the midpoint between two language representations. We use FLORES that
is multi-way parallel, providing the same sentence is available in all languages.

For a sentence x in two non-English languages xℓ1 , xℓ2 , we encode them with SONAR
to obtain hxℓ1 ,hxℓ2 and use the SONAR decoder to generate their standard translations
into-English ŷℓ1→eng, ŷℓ2→eng. We also generate a third translation ŷavg→eng from their
interpolated sentence embedding havg = (hxℓ1 + hxℓ2 )/2. Then we can assess the quality
of the individual language embedding spaces, and the interpolated space, by evaluating the
translation quality of the three candidate translations.

Table 6.1 presents the results of this experiment, where we evaluate 3 grouping categories
based on resourcefulness levels. Decoding from the interpolated embedding yields higher
quality translations than decoding from the individual embeddings of either low-resource
languages.7 This suggests that the interpolated regions between languages are semantically
richer or more language-neutral than the language-specific clusters. This finding motivates
us to use the interpolated MSE objective for training CHARSONAR, forcing the source
sentences into the higher quality, interpolated regions of the SONAR space.

Pairs XCOMET ∆ (avg− ℓi)

ℓ1 ℓ2 hxℓ1 hxℓ1 havg ℓ1 ℓ2

Low Low 0.788 0.795 0.864 +0.076 +0.069
Low High 0.793 0.937 0.920 +0.137 -0.017
High High 0.939 0.937 0.944 +0.005 +0.007

Table 6.1: XCOMET scores of translating from average (interpolated) embeddings compared
to translating from individual embeddings, grouped by language pair resourcefulness
level. Results on xxx→eng FLORES dev averaged over 50 randomly-sampled pairs
per category. The ∆ columns indicate the “Advantage” of decoding from the average
embedding over the individual language embeddings.

Ablations on Design Choices. The upper section of Table 6.2 validates our hypothesis
regarding the Interpolated MSE objective, where it outperforms both Reconstruction

7The only exception being the high-resource language, paired with a low-resource one.
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and Translation MSE, as well as their combination. The lower section of Table 6.2
investigates the training schedule. We find that a two-stage process is optimal: pretraining
with Reconstruction MSE to initialize the character modeling, followed by fine-tuning
with Interpolated MSE to optimize the semantic alignment. Regarding data augmentation,
adding noise or normalization does not improve performance in this text-only setting where
inputs are error-free. However, we retain these augmentations in the final configuration as
they prove essential for robustness against ASR errors in the speech experiments discussed
later.

MSE Objective Pretrain Norm Noise XCOMET

Reconstruction ✗ ✗ ✗ 0.929
Translation ✗ ✗ ✗ 0.924

Reconstruction + Translation ✗ ✗ ✗ 0.929
Interpolation ✗ ✗ ✗ 0.931
Interpolation ✓ ✗ ✗ 0.934
Interpolation ✓ ✓ ✗ 0.934
Interpolation ✓ ✓ ✓ 0.934

Table 6.2: Ablations on design choices for CHARSONAR trained on a group of 15 languages.
Text translation average XCOMET scores on FLORES dev 15→eng.

6.5.2 Scaling-up Language Coverage

Based on the findings of our initial exploration, we scale up the training of CHARSONAR
to 75 languages, using the Interpolated MSE objective and the two-stage training schedule
with Reconstruction pretraining. For the subset of “New” languages not supported by the
original SONAR teacher, we relied on the Translation MSE objective. We compare our
approach against two baselines: the original SONAR encoder and a SONAR-75 model
that we finetuned on the same data as CHARSONAR to ensure a fair comparison with a
subword-based encoder. We also include NLLB-1.3B as a topline; unlike the SONAR
family, NLLB uses a full encoder-decoder attention mechanism and is not constrained by
a fixed-size sentence bottleneck.

Table 6.3 presents the translation results grouped by language resource availability. The
character-based encoder demonstrates a clear advantage:

• Overall Performance: CHARSONAR-75 consistently outperforms the comparable
SONAR-75 baseline across all resource groups. Notably, it also surpasses the
NLLB-1.3B topline in overall XCOMET scores.
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• Low-Resource Gains: The performance gap is most distinct in the 21 Low-Resource
languages. In this group, CHARSONAR achieves the largest improvement over
SONAR (+0.007 points). This empirical evidence supports the claim that character-
level modeling mitigates the fragmentation issues inherent in subword tokenization
for data-scarce languages.

• Zero-shot Generalization: To evaluate the robustness of our method on unseen
languages, we trained models solely on the 63 base languages and evaluated them
on the 12 new languages in a zero-shot setting (bottom section of Table 6.3). CHAR-
SONAR-63 generalizes better to unseen languages than the subword-based SONAR-
63, achieving a gain of +0.013 XCOMET points. This improvement suggests that
while subword tokenizers struggle with the unknown morphology or script of unseen
languages, character sequences offer a universal interface that allows the model to
leverage script and family similarities more effectively.

Model Low
(21)

Med
(21)

High
(21)

All
(63)

New
(12)

Previous Works (trained on the 200 base languages)
NLLB-1.3B (NLLB, 2024) 0.877 0.914 0.949 0.913 0.454†

SONAR (Duquenne et al., 2023) 0.851 0.894 0.944 0.897 0.450†

This work (trained on 75 languages; 63 base + 12 new)
SONAR-75 0.882 0.909 0.948 0.913 0.859
CHARSONAR-75 0.889 0.914 0.949 0.917 0.863
∆ 0.007 0.005 0.001 0.004 0.004

This work (trained only on 63 base languages)
SONAR-63 0.882 0.909 0.947 0.913 0.517†

CHARSONAR-63 0.889 0.914 0.949 0.917 0.530†

∆ 0.007 0.005 0.002 0.004 0.013

Table 6.3: Translation XCOMET (↑) scores on FLORES devtest (xxx→eng), grouped by
resourcefulness level (Low/Med/High) and New languages. † indicates zero-shot
evaluation. In bold is the best overall and underlined is the best zero-shot. ∆ refers
to the difference between CHARSONAR-N and SONAR-N models. Appendix: See
Table C.4 for the corresponding cross-lingual similarity search results, and Table C.3
for the per-language results.

6.5.3 Analysis

Increased Compute vs Cross-lingual Transfer. Character-level modeling inherently
results in input sequences that are approximately 3× longer than their subword counterparts.
This increases the FLOP count for the CHARSONAR encoder relative to SONAR. It is
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therefore crucial to verify whether the performance gains observed in Table 6.3 are a result
of better cross-lingual transfer or simply a consequence of the increased computational
capacity.

We isolated these factors by training both architectures on a single language: English. If
the gains were driven by compute or granularity alone, CHARSONAR should outperform
SONAR in this monolingual setting. However, as shown in Table 6.4, the character-based
model does not exhibit an advantage in the single-language scenario. In fact, it performs
slightly below the subword baseline. This result strongly indicates that the superiority of
CHARSONAR in multilingual settings stems from its ability to facilitate cross-lingual
knowledge transfer rather than raw computational scaling.

Efficiency Implications. To understand the computational overhead stemming from the
longer character-level sequences, we measured the average inference time on FLORES
dev. Table 6.5 shows that while the input token count increases by a factor of 3.2, the
inference time increases by only 1.1×. This modest overhead is due to the bottleneck
architecture, which decouples the decoder’s computational cost from the source sequence
length, providing a favorable trade-off.

Model BLEU chrF++

Previous Works
NLLB-1.3B (NLLB, 2024) 17.4 45.3
SONAR (Duquenne et al., 2023) 15.6 44.0

This Work (trained only on English)
SONAR-Eng 15.9 44.8
CHARSONAR-Eng 15.8 44.7

Table 6.4: Text translation results for from-English generation. Average BLEU and chrF++
scores on FLORES devtest (eng→200).

Model Average Tokens
per Sequence

Inference Time (s)

Sequential Batched

SONAR 49 0.84 127
CHARSONAR 158 (×3.2) 0.94 (×1.1) 142 (×1.1)

Table 6.5: Average number of tokens and average inference time measured on FLORES dev.
Sequential inference (no batching), and length-based batching (5K tokens per batch).
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6.6 Closing the Modality Gap: Speech Adaptation Results

Having validated the CHARSONAR text encoder, we now turn to the central challenge
of this chapter: bridging the modality gap between speech and text. In Ch. 5, we aligned
speech to subwords using Optimal Transport. Here, we test the hypothesis that aligning
speech to characters—via the proposed CHARSONAR space—enables more effective
zero-shot transfer, particularly for languages where subword tokenization is suboptimal.

In this section, we present results on Speech Translation (ST) and Cross-Modal Similarity
Search. Unless otherwise stated, we use the CHARSONAR-75 encoder described in §6.5
as the semantic encoder for our speech encoder. The acoustic encoder is the frozen MMS
(1B), and we train only the lightweight adapter using ASR data (mainly Common Voice),
meaning the system sees no paired speech-to-translation data.

6.6.1 Adapter Design and Robustness

We first conduct an ablation study to determine the optimal configuration for our cross-
modal adapter as well as the impact of the augmentation used to train the CHARSONAR
encoder (§6.3.3). We evaluate performance on zero-shot ST (xxx→eng) using FLEURS
dev for four languages representing different linguistic families and different ASR resource
levels: Estonian (est), Russian (rus), Turkish (tur), and Spanish (spa).

Adapter Configuration Encoder Augmentations XCOMET

Type Dim Trained Norm Noise est rus tur spa Average

V-ALIGN ≈64 ✗ ✗ ✗ 0.845 0.849 0.828 0.837 0.840
V-ALIGN ≈64 ✓ ✗ ✗ 0.901 0.910 0.877 0.890 0.894

MLP 256 ✓ ✗ ✗ 0.837 0.872 0.831 0.878 0.854
MLP 1024 ✓ ✗ ✗ 0.882 0.889 0.869 0.889 0.882

DUAL 256 ✓ ✗ ✗ 0.914 0.912 0.889 0.888 0.901
DUAL 1024 ✓ ✗ ✗ 0.911 0.909 0.894 0.905 0.905

DUAL 1024 ✓ ✓ ✗ 0.914 0.910 0.891 0.897 0.903
DUAL 1024 ✓ ✓ ✓ 0.915 0.923 0.906 0.905 0.912

Table 6.6: Ablations in speech adaptation training. Zero-shot Speech Translation (xxx→eng)
results on FLEURS dev.

Vocabulary-Aligned vs. MLP Adapters. As described in the methodology (see §6.3.4),
we proposed a Vocabulary-Aligned (V-Align) Adapter initialized directly from the MMS
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CTC head and the CHARSONAR embedding table. Table 6.6 compares this against
a standard randomly initialized MLP-style adapter, which is essentially the secondary
branch in the Dual Adapter. We observe that the Vocabulary-Aligned Adapter, despite its
minimal size (≈64 hidden dimension), outperforms the significantly larger MLP adapter
(dmlp = 1024) in low and medium resource settings. For example, on Estonian (3K
examples), the Vocabulary-Aligned Adapter achieves 0.901 COMET versus 0.882 for
the random one. This confirms that leveraging the existing alignment between the CTC
character vocabulary and the CHARSONAR vocabulary provides a strong inductive bias
for alignment. The utility of the initialization is also evident by the very competitive
performance of the Vocabulary-Aligned Adapter, without any training (Trained ✗).

The Dual Adapter. For high-resource languages like Spanish, the capacity of the
Vocabulary-Aligned Adapter becomes a bottleneck. The proposed Dual adapter addresses
this by gating the output of the Vocabulary-Aligned Adapter with a larger, randomly
initialized MLP branch. This configuration yields the best performance across the board,
effectively combining the stability and pretrained knowledge of the first branch with the
capacity of the secondary branch.

Robustness to ASR Noise. A critical finding in this exploration is the importance of the
text encoder’s robustness. In §6.5.1, we noted that adding noise and normalization during
text training did not improve text-to-text results. However, Table 6.6 shows that using a
“robust” CHARSONAR encoder (trained with Normalization and Noise augmentations)
is beneficial for speech adaptation. The performance of the Dual Adapter improves from
0.911 to 0.915 COMET when connecting to the robust text encoder. This is because the
output of the acoustic adapter naturally contains jitter, deletions, and normalization artifacts
(e.g., lack of punctuation) that resemble the synthetic noise injected during text training.

6.6.2 Zero-shot Speech Translation

Baselines. We now evaluate the proposed system on an extensive scale of 33 languages.
We compare our zero-shot approach S-CHARSONAR-75, which connects MMS and
CHARSONAR with a lightweight adapter using only ASR data, against state-of-the-art
supervised E2E ST systems and strong cascades. For the supervised models we report
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numbers with WHISPER-LARGE-V38 (Radford et al., 2023) and SEAMLESSM4T-LARGE-
V29 (Barrault et al., 2025). For the cascades we report numbers with different combinations
of ASR and MT models. For the ASR models we use a CTC model, MMS, or an Attention-
based Encoder-Decoder (AED) model, WHISPER-LARGE-V3. For the MT model, we use
either NLLB-1.3B or SONAR. We also report numbers by combining the previous ASR
models with our SONAR versions trained for this work, which are directly comparable to
our S-CHARSONAR-75 model.

Table 6.7 presents the results on FLEURS test. The comparison reveals several key
insights regarding the effectiveness of our proposed framework:

• Initialization Matters: Our proposed S-CHARSONAR using the Vocabulary-
Aligned Adapter (row 11) can work out-of-the-box and without any training outper-
forms WHISPER by a large margin overall (0.714→0.812). The gap is particularly
large for low-resource languages (0.598→0.772). This finding indicates that the
input space of our character-based encoder is fully compatible with the output space
of MMS with the semantic initialization of our Vocabulary-Aligned Adapter.

• Training Efficiency: Subsequently, by training this adapter with ASR data (row 12),
we surpass the previous state-of-the-art SEAMLESSM4T-LARGE-V2. The benefits
of cross-modal transfer from CHARSONAR are evident for some extremely low-
resource languages such as Asturian, where with only 400 examples it surpasses
SEAMLESSM4T by 0.1 XCOMET points (see Table C.7 in Appendix).

• Capacity Scaling: By using the Dual Adapter (row 13) we observe further gains
for medium/high-resource languages, where there are enough data to learn the large,
but randomly initialized, MLP branch. Finally, we show that by training the Dual
Adapter additionally on the 2K per-language examples from FLEURS train we can
surpass all previous configurations of supervised E2E ST and cascades.

• Benefits to Cascade Systems: Apart from the strong cross-modal transfer showcased
by our speech adaptation of CHARSONAR, significant improvements are also
obtained from utilizing CHARSONAR in cascade systems. Specifically a cascade
with MMS (row 9) outperforms all other cascades (rows 3-8) and is on par with
SEAMLESSM4T-LARGE-V2 in low/medium-resource settings. We hypothesize

8huggingface.co/openai/whisper-large-v3
9huggingface.co/facebook/seamless-m4t-v2-large
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that a strong driver for this performance is the ASR-like augmentations with which
trained CHARSONAR.

id Model Text
Surface

Total
Params

Adapter
Train

Params

Adapter
Train
Data

Low
(11)

Med
(11)

High
(11)

All
(33)

(Previous Works) Supervised E2E ST
1 WHISPER-LARGE-V3 / 1.5B / / 0.598 0.754 0.790 0.714
2 SEAMLESSM4T-LARGE-V2 / 2.3B / / 0.829 0.889 0.901 0.873

(Previous Works) Cascade ST
3 MMS→ NLLB-1.3B Subword 2.3B / / 0.786 0.834 0.822 0.814
4 WHISPER→ NLLB-1.3B Subword 2.8B / / 0.717 0.870 0.863 0.817
5 MMS→ SONAR Subword 2.3B / / 0.757 0.839 0.824 0.807
6 WHISPER→ SONAR Subword 2.8B / / 0.684 0.869 0.861 0.804

(This Work) Cascade ST
7 MMS→ SONAR-75 Subword 2.3B / / 0.811 0.870 0.854 0.845
8 WHISPER→ SONAR-75 Subword 2.8B / / 0.721 0.871 0.865 0.819
9 MMS→ CHARSONAR-75 Char 2.3B / / 0.833 0.889 0.875 0.866

10 WHISPER→ CHARSONAR-75 Char 2.8B / / 0.755 0.893 0.882 0.843

(This Work) Zero-shot E2E ST
11 S-CHARSONAR-75 w/ V-ALIGN Char 2.3B 0 / 0.772 0.833 0.831 0.812
12 S-CHARSONAR-75 w/ V-ALIGN Char 2.3B 0.2M CV 0.837 0.893 0.894 0.875
13 S-CHARSONAR-75 w/ DUAL Char 2.3B 2.5M CV 0.615 0.899 0.902 0.805
14 S-CHARSONAR-75 w/ DUAL Char 2.3B 2.5M CV+FLEURS 0.853 0.906 0.910 0.889

Table 6.7: Speech Translation average XCOMET scores on FLEURS test xxx→eng. Results
reported separately according to language resourcefulness level, based on availability
of ASR Common Voice data. Underlined are the previous best scores. Highlighted
are our scores with char-based models that are at least on par with the previous
best. In bold are the best overall. See Table C.7 in the Appendix for the detailed
per-language results.

6.6.3 Cross-modal Similarity Search

Beyond translation generation, we evaluate the quality of the embeddings themselves. We
perform a cross-modal (and cross-lingual) retrieval task where the query is a non-english
speech segment (encoded by our system) and the target is the corresponding English text
(encoded by SONAR).

Table 6.8 shows the xsim++ error rates. Our S-CHARSONAR encoder with the Vocabulary-
Aligned Adapter achieves an error rate of 12.9, which improves to 10.2 with the Dual
Adapter. Notably, this outperforms the original SONAR speech encoders (Duquenne et al.,
2023) by a large margin of 4.1 points. Although they utilize a strong W2V-BERT (Chung
et al., 2021) and more supervised data, they do not transfer knowledge from an acoustic
model (i.e., MMS) nor the text modality (i.e., CHARSONAR). Overall, our results here
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indicate that aligning to a character-based text space preserves semantic discriminability
better than aligning to subwords or using purely acoustic pretraining objectives.

Model xsim++ (↓)

(Previous Works) Unified Encoders
SONAR W2V-BERT Speech Encoders (Duquenne et al., 2023) 14.3

Cascades of Speech and Text Encoders
MMS→ SONAR 15.7
MMS→ SONAR-75 12.7
MMS→ CHARSONAR-75 10.7

This Work
S-CHARSONAR-75 w/ V-ALIGN 11.6
S-CHARSONAR-75 w/ DUAL 9.4

Table 6.8: Cross-modal and cross-lingual retrieval error rates (xsim++) on FLEURS test. Non-
english source speech is encoded with the models presented here, and target English
text is encoded with the original SONAR encoder. Results are average over the 26
languages supported by both S-CHARSONAR-75 and the speech encoders from
Duquenne et al. (2023).

6.6.4 Impact of Text Surface

Model oci
# 0.3k

est
# 3k

tur
# 30k

spa
# 330k

S-SONAR-75 w/ MLP 0.199 0.223 0.795 0.841
S-CHARSONAR-75 w/ MLP 0.202 0.877 0.868 0.912

S-CHARSONAR-75 w/ V-ALIGN 0.795 0.910 0.885 0.917
S-CHARSONAR-75 w/ DUAL 0.707 0.912 0.903 0.920

Table 6.9: Zero-shot Speech Translation XCOMET results on FLEURS test xxx→eng for
subword-based vs character-based speech encoders with adapters. Underlined is the
best among MLP Adapters and with bold is the best overall. The number under each
language code indicates the number of ASR examples in thousands.

Finally, we address the core question of this chapter: Is the character level actually better

for speech adaptation than the subword level? To test this, we replaced the CHARSONAR
text encoder with the SONAR (subword) encoder and trained an adapter to map the MMS
output to subword embeddings expected by SONAR. We mean-pool the indices of the
compressed acoustic representation of MMS that belong to the same subword, as predicted
by the CTC. The Vocabulary-Aligned Adapter version is not possible in this setting due to
incompatibility with a proper initialization, and thus we conduct this experiment with the
randomly-initialized MLP adapter.
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Table 6.9 presents the zero-shot speech translation results for four languages of various
resourcefulness levels: Occitan, Estonian, Turkish, and Spanish. Our results indicate
that although we can learn an adapter to connect MMS and the subword-based SONAR,
the quality is limited. It only works sufficiently well in high resource settings (Turkish,
Spanish) and overall is several points behind the character-based speech encoder. This
highlights both the data-efficiency and cross-modal adaptability of our proposed method.

6.7 Conclusions

In this chapter, we addressed the limitations of subword-based modeling identified in Ch. 5
by proposing a shift towards character-level representations for cross-modal alignment.
We introduced CHARSONAR, a method that adapts a fixed-size multilingual sentence
embedding space to accept character sequences as input, facilitating robust knowledge
transfer across languages. We furthermore proposed a lightweight adapter that enables
speech inputs through CHARSONAR, achieving impressive cross-modal transfer from
the text modality, which led to state-of-the-art Speech Translation results, despite being a
zero-shot method.

Summary of Contributions. Our investigation yielded two primary conclusions re-
garding the granularity of intermediate representations in zero-shot translation systems.
First, in the text modality, we demonstrated that character-level modeling significantly
improves cross-lingual transfer compared to subword-based baselines. By removing the
rigid dependency on a fixed tokenizer, CHARSONAR avoids the fragmentation issues that
plague low-resource languages and exhibits superior generalization to unseen languages
and scripts. Second, in the speech modality, we showed that the character-level space is
naturally more compatible with acoustic representations than the subword space. This
compatibility allowed us to bridge the modality gap using a lightweight, data-efficient
adapter trained solely on ASR data. Remarkably, our method achieves state-of-the-art
results in zero-shot speech translation, outperforming heavy supervised baselines like
SEAMLESSM4T in low-resource settings, and even functioning effectively without any
training parameters by leveraging the inductive bias of the pretrained components.
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The Limits of Semantic Alignment. With this chapter, we conclude Part III of the thesis,
which focused on solving the data scarcity problem in Speech Translation via Cross-Modal
Alignment. Both ZEROSWOT (Ch. 5) and CHARSONAR (Ch. 6) operate on the premise
that the semantic content of speech can be fully mapped to a text-based embedding space.
We have successfully proven that this mapping enables effective zero-shot translation; by
aligning speech to the rich semantic vector space of massively multilingual text models,
we can bypass the need for expensive speech-to-translation corpora.

However, this reliance on text-based embedding spaces introduces a fundamental trade-off.
By forcing speech representations to mimic text embeddings, whether at the subword or
character level, we inherently treat speech as “text with noise”. While this is sufficient
for transferring verbal content (what is said), it explicitly discards the non-verbal and
paralinguistic information (how it is said) that is unique to the audio signal. The rich
prosodic features of speech—intonation, stress, rhythm, and emotion—are flattened during
the compression into the SONAR space.

Therefore, while we have established a robust methodology for transferring meaning in
data-scarce scenarios, a truly comprehensive speech translation system must also account
for the expressive dimensions of the source utterance. In Part IV, we turn our attention
to this missing dimension. Specifically, Ch. 7 will investigate the capacity of modern
End-to-End systems to preserve prosody and the extent to which current evaluation metrics
capture these acoustic nuances.
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Part IV

Prosody-Aware Evaluation
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7 Towards Prosody-aware Evaluation:
Speech Is More Than Words

This chapter is based on our work “Speech Is More Than Words: Do Speech-to-Text
Translation Systems Leverage Prosody?”, published in WMT 2024 (Tsiamas et al., 2024b)
and developed during a research internship at Apple AI/ML between April 2024 – July
2024.

7.1 Introduction

The previous parts of this thesis addressed the structural and data-related limitations of
End-to-End (E2E) Speech Translation (ST). In Part II, we focused on the segmentation
of the input audio, while in Part III, we developed methods to bridge the modality gap
and combat data scarcity in order to enable zero-shot ST. Common to these approaches
was the treatment of the speech signal primarily as a carrier of lexical content. In Ch. 6,
specifically, we aligned speech representations to a character-based text embedding space.
While effective for transferring verbal meaning, this text-centric view inherently discards
the non-verbal and paralinguistic information unique to the acoustic modality. Speech
is more than a sequence of words. It contains features such as stress, intonation, and
rhythm, collectively known as prosody, that significantly influence semantics (Ladd, 1980;
Bolinger, 1989).

Prosody serves multiple communicative functions. It directs focus, clarifies syn-
tax (Bolinger, 1961; Halliday, 1967), and conveys the speaker’s emotional state (Banse
and Scherer, 1996). Consider the single word “Really?”. Depending on the intonation,
it can express genuine interest, surprise, or disbelief. In translation, these acoustic cues
can be decisive. Table 7.1 illustrates two examples where prosodic variations of the same
English sentence require distinct translations in German. For instance, stressing “German”
in “These are German teachers” implies the nationality of the teachers, and needs to be
translated as “Deutschlehrer”. On the other hand, stressing “teachers” implies they teach
the German language, in which case it is translated to “deutsche Lehrer”.
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Example: These are German teachers.

Prosody A These are GERMAN teachers.
Explanation Teachers from Germany
Translation Dies sind Deutschlehrer.

Prosody B These are German TEACHERS.
Explanation Teachers that teach German
Translation Dies sind deutsche Lehrer.

Example: John laughed at the Party.

Prosody A John LAUGHED [pause] at the Party.
Explanation Laughed while at the party (literal)
Translation John lachte während der Party.

Prosody B John LAUGHED AT [pause] the Party.
Explanation Ridiculed the party (idiomatic)
Translation John lachte über die Party.

Table 7.1: Examples of prosody-aware Speech Translation from English to German. Differ-
ences in stress or pauses change the underlying meaning and necessitate different
translations.

The ability to capture these nuances is a theoretical advantage of E2E models over cas-
caded systems. Cascaded architectures, which pipe Automatic Speech Recognition (ASR)
outputs into Machine Translation (MT) models, typically lose prosodic information at the
transcription bottleneck. E2E models, by contrast, have access to the raw speech signal
throughout the translation process (Sperber and Paulik, 2020). Despite this potential, it
remains unclear whether current E2E systems effectively leverage prosody in practice.
Prior research offers limited insight, often relying on anecdotal evidence (Huang et al.,
2023b) or focusing on narrow subsets of prosodic phenomena (Zhou et al., 2024; Chen
et al., 2024).

We identify three primary obstacles to reliable prosody evaluation in ST.

1. Existing benchmarks often lack prosody-rich spontaneous speech or do not provide
translations that explicitly reflect source-side prosody (Wang et al., 2020a).

2. Standard evaluation paradigms are insufficient. First, standard references tend to be
agnostic to acoustic nuance. Second, general-purpose metrics like BLEU (Papineni
et al., 2002) and COMET (Rei et al., 2020) are insensitive to the subtle lexical
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changes induced by prosody. They are designed to measure general semantic overlap
rather than the specific resolution of ambiguity.

3. Creating large-scale, high-quality resources for prosodic evaluation is difficult. Man-
ual collection of minimal pairs, defined as sentences that differ only in prosody and
meaning, is resource-intensive.

In this chapter, we address these challenges by introducing CONTRAPROST (Contrastive
Prosody ST), a benchmark and evaluation methodology designed to isolate prosody aware-
ness. Our approach draws on behavioral testing (Ribeiro et al., 2020) and contrastive
evaluation (Sennrich, 2017) to tackle the limitation of standard ST evaluation metrics like
BLEU and COMET. We address the data scarcity and resource creation bottlenecks by
developing a semi-automated pipeline that utilizes Large Language Models (LLMs) to
generate ambiguous sentences and Controllable Text-to-Speech (cTTS) to synthesize the
corresponding prosodic variants. This allows us to cover a wide range of phenomena,
including sentence stress, prosodic breaks, intonation patterns, emotional prosody, and
politeness.

We evaluate the prosody awareness of 31 model variants across three language pairs:
English to German, Spanish, and Japanese. The main contributions and findings of this
chapter are as follows:

• We introduce CONTRAPROST, a comprehensive benchmark that enables the sys-
tematic evaluation of prosody in speech translation.

• We employ a double-contrastive evaluation metric and find that while ST models
possess some internal representation of prosody, this signal is often too weak to alter
the final generated translation.

• We demonstrate that E2E systems consistently outperform cascades on our bench-
mark, confirming their architectural advantage (Sperber and Paulik, 2020).

• We observe that cascaded systems can capture limited prosodic information, but
this depends heavily on the surface form of the intermediate transcript, such as
punctuation or the use of synonyms.
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• We open-source the CONTRAPROST benchmark to facilitate for further research in
prosody-aware evaluation in Speech Translation.1

7.2 Related Work

Research on prosody has traditionally concentrated on speech synthesis rather than transla-
tion. In this section, we review prior work in Text-To-Speech (TTS) and Speech-to-Speech
(S2S) systems, before discussing the limited studies available in Speech Translation.

7.2.1 Prosody in Speech Synthesis

Prosody is a central component of TTS research (Kohler, 1991). The primary focus
in this field is either transferring prosody from a reference audio to the synthesized
speech (Skerry-Ryan et al., 2018) or explicitly encoding it to control the output (Pamisetty
and Sri Rama Murty, 2022). To evaluate these capabilities, researchers have developed
datasets specifically designed to measure prosody transfer, covering categories similar to
those we study in this chapter (Torresquintero et al., 2021).

Similarly, Speech-to-Speech systems prioritize prosody to generate expressive speech
outputs in the target language (Aguero et al., 2006; Do et al., 2017; Barrault et al., 2025).
In these architectures, the goal is often to preserve the paralinguistic features of the
source speaker in the synthesized target audio. However, this line of research focuses on
the acoustic realization of the translation rather than how prosody influences the lexical
selection of the translated text.

7.2.2 Prosody in Speech-to-Text Translation

The role of prosody in ST has received significantly less attention. Most existing bench-
marks focus on content preservation rather than paralinguistic nuances. Recently, Chen
et al. (2024) introduced a dataset for emotional prosody derived from TV series. They

1github.com/apple/ml-speech-is-more-than-words
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demonstrated that finetuning ST models with emotion labels can improve general transla-
tion quality. However, their study is limited to emotional prosody and does not address
other linguistic phenomena such as stress or intonation patterns.

Closer to our work, Zhou et al. (2024) investigated the prosody awareness of the WHISPER

model (Radford et al., 2023) in both E2E and cascaded settings. Their study focused on a
specific grammatical phenomenon: Korean wh-phrases. They used contrastive likelihood
to evaluate the models and found evidence that the E2E approach outperforms the cascade.
Our work expands upon this by proposing a broader double-contrastive benchmark that
covers five distinct prosodic categories and evaluates a wider range of ST models across
three language pairs.

Finally, de Seyssel et al. (2023) proposed a benchmark to evaluate prosody awareness
in self-supervised acoustic representations. Their findings suggest that these representa-
tions encode prosodic information and that model size correlates positively with prosody
awareness. In contrast, our results in §7.7 indicate that while representations may encode
prosody, this does not necessarily translate to prosody-aware generation in ST models,
regardless of model size.

7.3 The CONTRAPROST Benchmark

CONTRAPROST is composed of double-contrastive examples designed to isolate the effect
of prosody on translation. Unlike standard contrastive evaluation, which typically pairs a
single source with correct and incorrect targets , our benchmark employs a dual-branch
structure. Each example consists of a single English source text x that is semantically
ambiguous in its written form. This text is paired with two distinct speech signals, sa and
sb, which correspond to differing semantic interpretations due to prosodic cues. These
interpretations necessitate two distinct translations in the target language, ya and yb. See
Table 7.1 for two illustrative examples.

We identify five categories of prosodic phenomena where acoustic features significantly
influence sentence semantics. These categories serve as the foundation for our data
generation pipeline.
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7.3.1 Sentence Stress

Sentence stress is manifested through increased loudness, vowel length, or higher pitch (Fry,
1955). These acoustic markers place emphasis on specific words within a sentence,
which can shift the semantic focus and alter the required translation (Wagner, 2020). We
categorize prosodic stress into four distinct subcategories based on the linguistic function
of the emphasis:

• Contrastive Stress: Highlights differences or corrects previous statements by em-
phasizing contrasts between elements (Bolinger, 1961).

• New vs. Given Information: Differentiates between information that is already
known and information that is introduced for the first time (Halliday, 1967).

• Relational vs. Descriptive Adjectives: Stress on either the adjective or the noun
determines whether an attributive adjective is used in a relational or descriptive
capacity (Liberman and Sproat, 1992).

• Focus-Sensitive Operators: Stress indicates the scope of adverbs of quantification,
such as “only” or “just,” which changes the meaning of the utterance (Halliday,
1967; Jackendoff, 1972).

7.3.2 Prosodic Breaks

This category examines the existence or placement of pauses and breaks in the flow of
speech. These breaks, primarily associated with tempo, create phrasal boundaries that help
disambiguate syntax and sentence structure (Bolinger, 1989). We utilize six subcategories,
as outlined in Hirschberg (2017), to capture different syntactic ambiguities:

• Direct vs. Indirect Statements: A prosodic break differentiates between a direct
quote and an indirect report (Klewitz and Couper-Kuhlen, 1999; Jansen et al., 2001).

• Restrictive vs. Non-Restrictive Clauses: Pauses indicate whether a clause provides
essential or supplementary information (Nespor and Vogel, 1986).

• Attachment Ambiguities: The location of a break resolves whether a trailing phrase
attaches to the verb phrase or the noun phrase (Pynte, 1996).

• Phrasal Verbs: Prosody distinguishes between the literal meaning of a verb plus a
preposition and their idiomatic phrasal verb combination (Price et al., 1991).

152



7 Towards Prosody-aware Evaluation: Speech Is More Than Words

• Modifier Scope: Breaks signal whether a modifier applies to a single noun or a list
of nouns (Hirschberg, 2017).

• Complementizer vs. Parenthetical: The phrasing indicates whether an intermediate
clause acts as a complementizer or a parenthetical statement (Dehé, 2014).

7.3.3 Intonation Patterns

Intonation patterns concern the modality of the sentence. We specifically look at the
distinction between statements, characterized by a falling tone, and declarative questions,
characterized by a rising tone (Gunlogson, 2002). In many languages, this distinction
requires different lexical or grammatical structures in translation.

7.3.4 Emotional Prosody

The emotional tone of a speaker can alter the semantics of an utterance. Emotional
prosody is typically conveyed through variations in pitch, tempo, and loudness (Banse
and Scherer, 1996). For instance, happiness is associated with higher values in pitch and
tempo, while sadness exhibits lower values across these features (Larrouy-Maestri et al.,
2024). We consider the seven basic emotions : happy, sad, angry, disgust, surprisal, fear,
and neutral (Ekman and Friesen, 1971). By constructing all possible pairs among these
emotions, we form 21 subcategories of emotional contrast.

7.3.5 Politeness

The level of politeness in speech influences the pragmatic context of a conversation and
often dictates the register used in translation. Non-verbal cues convey this information;
a polite tone is generally associated with a higher pitch and smooth rhythm, whereas an
impolite tone is manifested through low pitch, irregular rhythm, and extreme loudness
levels (Culpeper et al., 2003; Culpeper, 2011).
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7.4 Data Generation Methodology

Collecting a large-scale dataset of minimal prosodic pairs from natural speech is pro-
hibitively expensive and difficult. To address this, we employ a semi-automated generation
pipeline that leverages the capabilities of Large Language Models (LLMs) for text gen-
eration and translation, combined with Controllable Text-to-Speech (cTTS) for audio
synthesis. While natural speech is the gold standard, it lacks the “minimal pair” property
required to isolate prosody from lexical content. Our synthetic pipeline allows for the
ceteris paribus (all else being equal) evaluation that natural datasets cannot provide.

This pipeline, depicted in Figure 7.1, consists of four stages: prosodic example generation,
oracle translation, speech synthesis, and quality assessment.

Figure 7.1: The Data Generation process for CONTRAPROST. We utilize GPT-4 to generate
ambiguous sentences and their translations based on specific prosodic categories,
followed by controllable TTS and rigorous quality filtering.

7.4.1 Prosodic Example Generation

For each prosodic category defined in §7.3, we prompt GPT-4 (OpenAI, 2024) to generate
ambiguous English sentences (x). The prompt structure, shown in Figure 7.2, employs in-
context learning (Brown et al., 2020) by providing the model with hand-crafted examples
that illustrate the specific prosodic phenomenon (see §D.1 in the Appendix for some
examples). The model is instructed to produce the sentence x, along with two textual
descriptions of the prosody (pa,pb) and their corresponding semantic interpretations
(ia, ib).
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Role: You are a helpful assistant with expert knowledge in linguistics, speech, and
prosody.
Task: Come up with examples of English sentences where different prosody would
change the meaning of the sentence significantly.
(1) Category Details: [Details for current Subcategory]
(2) In-Context Examples: Here are some examples to guide you: [List of Examples]
(3) Constraints: Strictly follow these rules: [List of Rules, e.g., “do not include prosodic
annotations in the sentence”]
(4) Self-Correction: Provide a rating of how significant is the difference between the
two meanings.
(5) Generation: Generate n such examples, with rating as high as possible, in the domain
of [Domain].

Figure 7.2: Prompt template used for generating prosodic examples (Prompt 1). The model
generates sentences conditioned on specific linguistic constraints and text domains.

To ensure high quality and diversity, we incorporate several conditioning strategies. First,
we implement a self-reflection mechanism (Huang et al., 2023a), where the model rates
its own generations based on the distinctiveness of the two interpretations (Item 4 in
Figure 7.2). Second, to prevent repetitive outputs and ensure broad coverage, we condition
the generation on specific text domains (Chung et al., 2023). We first prompt GPT-4 to
generate a list of relevant domains for each subcategory (e.g., legal testimonies, casual
conversation), and subsequently generate a batch of 10 examples for each domain. This
hierarchical generation approach yields a diverse set of candidate sentences rooted in
varied semantic contexts.

7.4.2 Oracle Translation

Recent research indicates that LLMs can achieve high-quality machine translation, par-
ticularly for high-resource languages (Robinson et al., 2023; Alves et al., 2023; Zhang
et al., 2023a; Vilar et al., 2023), and can effectively handle translation factors such as
emotion (Brazier and Rouas, 2024). We leverage this capability by using GPT-4 as a
prosody-aware “oracle” translator.

The translation process is two-fold. First, we prompt the LLM to translate the source
sentence x into the target language translation y, without using any prosodic descriptions
or interpretations. Then, the LLM is provided with full access to the prosodic descriptions
and semantic interpretations (Prompt 2, Figure 7.3) and is tasked to generate the prosody-
aware translations ya,yb. We enforce constraints to ensure that the differences between
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the two target translations, ya and yb, arise solely from the prosodic differences in the
source.

Role: You are a helpful assistant with expert knowledge in speech, prosody, linguistics
and translation.
Input: English sentence x and two prosodic variations pa,pb corresponding to different
interpretations ia, ib.
Task: Translate (1) x (without prosody), (2) x using pa and ia, and (3) x using pb and ib

into [Target Language] as y, ya, and yb.
Steps:

1. Translate without using prosody x into y .
2. Translate prosody-aware cases, focusing on how the translation should change to

reflect the prosody.
Constraints: [List of Constraints, e.g., “differences must be due to prosody only”]

Figure 7.3: Prompt template used for Oracle Translation (Prompt 2).

However, strictly enforcing differences can sometimes lead to unnatural translations. To
mitigate this, we employ a post-editing step (Prompt 3, Figure 7.4). The LLM is presented
with the generated candidates and asked to select the most appropriate translation for each
prosodic case, effectively filtering out non-idiomatic or overly explanatory outputs. Finally,
we explicitly filter out cases where the translations remain identical (ya = yb) or where the
translation becomes overly explanatory, effectively hallucinating information not present
in the source to resolve the ambiguity (Lim et al., 2024).

Role: You are a helpful assistant and an expert translator.
Input: English sentence with rich prosodic annotations and candidate translations.
Task: Select the most appropriate and prosody-aware translation.
Output: Provide a brief explanation of your reasoning followed by the index of the
selected translation.

Figure 7.4: Prompt template used for Translation Post-editing (Prompt 3). This step ensures
the selected translation is natural and fits the prosodic context.

7.4.3 Controllable Speech Synthesis

To convert the textual prosodic descriptions into acoustic signals (sa, sb), we utilize the
OpenAI TTS API. While this system produces natural-sounding speech, it lacks explicit
fine-grained controls for prosody. Through empirical trial-and-error, we identified a set of
prompting strategies (using punctuation, capitalization, and emojis), that effectively steer
the prosodic realization of the output. Table 7.2 summarizes these strategies.
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For every example, we synthesize candidates using six different voice profiles. This
diversity is crucial for evaluating the robustness of ST models to speaker variation.

Effect TTS Prompting Strategy

Strong Emphasis *WORD*
Normal Emphasis *word*
Slight Emphasis _word_
Pause [pause]
Statement Intonation Prepend “Statement:”
Question Intonation Prepend “Question:” & Append “?”
Emotional/Polite Tone Prepend & Append Emojis (e.g., )

Table 7.2: Prompting strategies used to control the prosody of the OpenAI TTS model.

7.4.4 Quality Assessment and Filtering

Automated synthesis does not guarantee that the intended prosody is correctly rendered. To
ensure the validity of our benchmark, we implement a rigorous quality assessment pipeline
involving both lexical and signal-based verification. First, we verify the lexical content
of the synthesized speech s using an off-the-shelf ASR model; we discard any candidate
where the Word Error Rate (WER) is non-zero.

Second, we verify the prosodic content using signal processing and category-specific
objectives, described in detail in the Appendix (see §D.2). For Sentence Stress and
Prosodic Breaks, we employ forced alignment (Kürzinger et al., 2020) using WAV2VEC

2.0 (Baevski et al., 2020) to extract word-level duration, pitch, and energy features. We
accept candidates only if the acoustic prominence (a weighted sum of loudness, pitch,
and duration) aligns with the target word for stress, or if the pause duration at the target
boundary is significant for breaks. For Intonation Patterns we predict the conditional
probability of the corresponding end-of-sentence punctuation with WAV2VEC 2.0 to
verify that the audio indeed entails a statement or a declarative question. For Emotional

Prosody and Politeness, we utilize a speech emotion classifier trained on the RAVDESS
dataset (Livingstone and Russo, 2018) to confirm that the synthesized audio matches the
intended emotional label and tone.
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7.5 Contrastive Evaluation Framework

Standard evaluation metrics for ST, such as BLEU (Papineni et al., 2002) and COMET (Rei
et al., 2020), rely on comparing the generated hypothesis against a single reference
translation. This paradigm is insufficient for evaluating prosody for two reasons. First,
standard references often ignore the nuances of spoken communication and default to a
“neutral” translation. Second, even if a prosody-specific reference is provided, these metrics
are generally insensitive to the subtle lexical changes, such as a single word substitution
or reordering, that distinguish prosodic minimal pairs. A model could produce a generic
translation that scores reasonably well on BLEU against both references while failing to
penalize the loss of prosodic meaning.

To address this, we adopt a contrastive evaluation approach (Sennrich, 2017). Instead of
measuring raw generation quality, we measure the ability of the model to discriminate
between the correct translation (which matches the source prosody) and the incorrect one
(which matches the alternative prosody). We propose two complementary metrics: Con-

trastive Likelihood, which assesses the internal confidence of the model, and Contrastive

Quality, which assesses the semantic correctness of the generated output.

7.5.1 Contrastive Likelihood

This metric evaluates whether the model assigns a higher probability to the correct transla-
tion given the specific audio input. It probes the internal representation of the model to
determine if it is “aware” of the prosodic cues, regardless of whether it ultimately generates
the correct translation during greedy decoding.

Let s be the input speech signal and y be a candidate translation. For an End-to-End (E2E)
model with parameters θE2E, we define the likelihood score L as the length-normalized
log-probability assigned by the model:

L(y|s) = 1

|y|

|y|∑
i=1

logP (yi|y<i, s; θE2E) (7.1)

For cascaded systems, which consist of an ASR model and an MT model, we cannot
compute the direct probability P (y|s). Instead, we approximate the true likelihood by
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marginalizing over the top-k ASR hypotheses X = {x̂(1), . . . , x̂(k)}. Assuming the lengths
of the hypotheses are similar, and the parameters of the ASR and MT models are θASR and
θMT accordingly, the likelihood is approximated as:

L(y|s) ≈ 1

|y|
log

(
k∑

j=1

P (y|x̂(j); θMT)P (x̂(j)|s; θASR)

)
(7.2)

In our evaluations, we use k = 5.

Furthermore, simply comparing raw likelihoods can be misleading if the model has a strong
prior bias towards specific translations, such as high-frequency sentences. To mitigate this,
we employ a normalization strategy similar to Pointwise Mutual Information (PMI). We
subtract the unconditioned likelihood of the target sentence L(y), which acts as a language
modeling score:

L̄(y|s) = L(y|s)− L(y) (7.3)

We estimate L(y) by feeding an empty audio input to the E2E model or an empty source
text to the MT model.

For a given input sa, which corresponds to interpretation (a), a model is considered
successful if it assigns a higher normalized score to the matching translation ya than to the
mismatching one yb:

1success(s
a) =

1 if fL(ya|sa) > fL(y
b|sa)

0 otherwise
(7.4)

We report the accuracy as the percentage of successful cases across the test set.

7.5.2 Contrastive Quality

While likelihood reveals internal model knowledge, it does not guarantee that this knowl-
edge manifests in the final output. Due to issues like exposure bias or beam search artifacts,
a model might assign high probability to the correct tokens but still generate a generic or
incorrect translation. To evaluate the practical utility of the system, we propose Contrastive

Quality.

We generate the hypothesis ŷa from the input sa using standard decoding (e.g., beam
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search). We then use a semantic evaluation metric, specifically XCOMET-XL (Rei et al.,
2020), to score the hypothesis against the two reference translations. Let Q(ŷ,y) be the
score reflecting the semantic similarity between the hypothesis and the reference. The
evaluation criterion is:

1success(s
a) =

1 if Q(ŷa,ya) > Q(ŷa,yb)

0 otherwise
(7.5)

This metric determines if the generated translation is semantically closer to the prosody-
compliant reference than to the alternative.

7.5.3 Evaluation Conditions

Unlike previous works on contrastive evaluation (Sennrich, 2017; Vamvas and Sennrich,
2021; Zhou et al., 2024) that pair a single source with two or more targets, CONTRAPROST
relies on double-contrastive pairs (sa ↔ ya and sb ↔ yb). Thus, for K double-contrastive
examples, we define two precise conditions for success:

• Directional Condition (CD): This measures the macro-average accuracy across all
individual inputs. Following Ribeiro et al. (2020), it asks whether the model prefers
the correct target more often than chance.

CD =
1

2K

K∑
i=1

(
1success(s

a
i ) + 1success(s

b
i)
)

(7.6)

• Global Condition (CG): This is a stricter metric that requires the model to correctly
handle both sides of a minimal pair simultaneously. It asks whether the model can
effectively disambiguate the source based solely on prosodic changes.

CG =
1

K

K∑
i=1

(
1success(s

a
i )× 1success(s

b
i)
)

(7.7)

The Global Condition is particularly challenging because it penalizes models that default to
a single dominant translation, such as always translating “Really?” as a question regardless
of intonation.
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7.6 Experimental Setup

In this section, we describe the specific parameters used for the data generation pipeline,
the ST models selected for evaluation, and the implementation details of the metrics.

7.6.1 Data Generation Statistics

We utilized the pipeline described in §7.4 to create the CONTRAPROST benchmark. For
the text generation phase, we used GPT-42 with a temperature setting of 1.0 to maximize
creativity. We conditioned the generation on 20 distinct text domains per subcategory. For
each combination of subcategory and domain, we generated 10 examples (15 for intonation
patterns and 20 for politeness), resulting in an initial pool of approximately 5.5K sentences
across 27 subcategories.

Following the synthesis of 66K audio candidates with the OpenAI cTTS3 (6 voice profiles
per sentence) and the subsequent quality assessment, we retained approximately 2.8K
examples with verified prosodic content. These were translated into German (deu), Spanish
(spa), and Japanese (jpn). After applying the final post-editing and filtering steps to ensure
translation quality and contrastiveness, we obtained a final dataset of between 1,300 and
1,400 examples per language pair. Table 7.3 summarizes the final composition of the
benchmark. The extensive data statistics, broken down by subcategories are available in
Table D.5 in the Appendix.

Category eng-deu eng-spa eng-jpn

Emotional Prosody 373 379 376
Sentence Stress 277 279 342
Prosodic Breaks 276 252 289
Politeness 212 193 206
Intonation Patterns 173 173 173

Total 1,311 1,294 1,387

Table 7.3: Number of double-contrastive examples for each language pair in CONTRAPROST.

2GPT-4O-2024-05-13
3TTS-1-HD, platform.openai.com/docs/api-reference/audio/
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7.6.2 Speech Translation Models

To understand how different architectures handle prosody, we evaluated a diverse set of 31
model variants categorized into three paradigms: End-to-End (E2E), AED-based cascades,
and CTC-based cascades.

End-to-End Models. E2E models process the input speech s directly into the target
translation y without an intermediate discrete text representation. Theoretically, these
models have full access to the prosodic features of the source audio. We evaluated the
following systems:

• SEAMLESSM4T (Seamless Communication, 2023a; Seamless Communication,
2023b): A multitask, multimodal model. We evaluated both v1 and v2 in their
Medium and Large variants.

• XLS-R (Babu et al., 2022): A multilingual model initialized with WAV2VEC

2.0 (Baevski et al., 2020) and MBART-50 (Liu et al., 2020a). We tested the
300M, 1B, and 2B parameter versions.

• ZEROSWOT: The zero-shot model introduced in Ch. 5, which aligns a WAV2VEC

2.0 encoder with an NLLB decoder (NLLB, 2024). We evaluated the Medium and
Large variants.

• SALMONN (Tang et al., 2024): An audio-LLM that utilizes WHISPER (Radford
et al., 2023) and BEATS (Chen et al., 2023b) as audio frontends, with the VICUNA

LLM (Peng et al., 2023). We evaluated the 7B and 13B parameter versions.

AED-based Cascades. These systems consist of an Attentional Encoder-Decoder (AED)
ASR model followed by an MT model. While the intermediate representation is text, AED
models often generate punctuation and capitalization, which can carry prosodic information.
Furthermore, they may exhibit “interpretative” behavior, generating synonyms that better
fit the context. We evaluated:

• SEAMLESSM4T (Cascaded Mode): Since the model is capable of multi-tasking all
text/speech tasks, here we also utilize it in a cascade setup, to first generate an ASR
hypothesis, and then generate a translation.

• WHISPER→ NLLB: We combined WHISPER (Medium, Large v1/v3) with NLLB
(distilled-600M, distilled-1.3B, 3.3B).
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CTC-based Cascades. These systems use a Connectionist Temporal Classification
(CTC) ASR model. Unlike AED models, standard CTC outputs typically lack punctua-
tion and casing, and strictly adhere to the acoustic evidence without language modeling
interpretations. This setup represents a “prosody-poor” baseline. We combined WAV2VEC

2.0 (Baevski et al., 2020) or HUBERT (Hsu et al., 2021) encoders (Large, XL) with the
NLLB MT models.

More details about the models and variants used in our analysis are available in §D.4 in
the Appendix.

7.6.3 Metrics and Implementation

We generated hypotheses using beam search with a beam size of 5 for all models. For
the estimation of the cascaded likelihood (L(y|s) in §7.5.1), we marginalized over the
top-5 ASR hypotheses. To compute the Contrastive Quality score, we utilized XCOMET-
XL (Rei et al., 2020), a state-of-the-art learned metric capable of reference-free quality
estimation.

We report the results for both the Directional (CD) and Global (CG) conditions. To assess
the statistical significance of our findings, we employed bootstrap resampling (Efron, 1979)
with 10,000 resamples and a 95% confidence interval.

7.7 Results and Analysis

In this section, we present the results of our evaluation on the CONTRAPROST benchmark.
We analyze the general prosody awareness of current state-of-the-art models, compare the
performance of different architectures (E2E vs. Cascade), and examine the difficulty of
specific prosodic categories.
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Model Name
Contrastive Likelihood Contrastive Quality

XCOMET
Directional Global Directional Global

English→ German

SEAMLESSM4T-V2-LARGE 61.2 13.5 37.4 14.5 0.988
XLS-R-2B 59.3 4.6 31.1 7.3 0.980
ZEROSWOT-LARGE 60.6 9.7 29.2 8.7 0.990
SALMONN-13B 62.8 7.2 43.2 15.9 0.975
SEAMLESSM4T-V2-LARGE (Cascade) 60.2 12.9 31.1 10.4 0.991
WHISPER-V3-LARGE→ NLLB-3.3B 60.7 5.8 23.1 5.5 0.992
HUBERT-XL→ NLLB-3.3B 39.4 0.5 20.5 2.6 0.979

English→ Spanish

SEAMLESSM4T-V2-LARGE 64.9 13.4 37.9 11.0 0.982
XLS-R-2B 57.6 5.6 32.0 8.4 0.930
ZEROSWOT-LARGE 57.5 9.2 31.1 5.6 0.948
SALMONN-13B 61.3 3.6 39.6 12.3 0.967
SEAMLESSM4T-V2-LARGE (Cascade) 61.3 11.7 29.5 7.6 0.984
WHISPER-V3-LARGE→ NLLB-3.3B 63.2 2.9 25.4 4.8 0.987
HUBERT-XL→ NLLB-3.3B 41.8 0.2 20.8 2.4 0.968

English→ Japanese

SEAMLESSM4T-V2-LARGE 59.4 12.4 40.3 13.8 0.956
XLS-R-2B 60.0 4.6 27.4 7.0 0.950
ZEROSWOT-LARGE 58.8 7.9 23.6 7.9 0.970
SALMONN-13B 60.4 10.8 46.1 16.1 0.859
SEAMLESSM4T-V2-LARGE (Cascade) 59.4 9.1 31.0 8.7 0.961
WHISPER-V3-LARGE→ NLLB-3.3B 59.8 4.9 21.5 5.3 0.960
HUBERT-XL→ NLLB-3.3B 40.4 0.8 15.7 2.5 0.922

Average

SEAMLESSM4T-V2-LARGE 61.8 13.1 38.5 13.1 0.975
XLS-R-2B 59.0 4.9 30.2 7.6 0.953
ZEROSWOT-LARGE 59.0 8.9 28.0 7.4 0.969
SALMONN-13B 61.5 7.2 43.0 14.8 0.934
SEAMLESSM4T-V2-LARGE (Cascade) 60.3 11.2 30.5 8.9 0.979
WHISPER-V3-LARGE→ NLLB-3.3B 61.2 4.5 23.3 5.2 0.980
HUBERT-XL→ NLLB-3.3B 40.5 0.5 19.0 2.5 0.956

Table 7.4: Contrastive Evaluation results on the CONTRAPROST benchmark for English-
German, English-Spanish, and English-Japanese. We report the success rates (%) for
both Contrastive Likelihood (internal confidence) and Contrastive Quality (genera-
tion correctness) under two conditions: Directional (accuracy on individual inputs)
and Global (accuracy on resolving full contrastive pairs). Standard translation quality
is measured with XCOMET-XL. Rows with a grey background denote cascaded
architectures (ASR→MT), while white rows denote End-to-End models.
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7.7.1 General Prosody Awareness

Table 7.4 presents the evaluation results for a representative selection of large models across
all three language pairs (see Table D.7 in the Appendix for more models). We observe
a distinct gap between the internal representations of the models and their generation
capabilities.

Internal Awareness (Competence). Most ST models demonstrate a latent awareness of
prosody. This is evidenced by the Contrastive Likelihood scores, which generally exceed
the random baseline of 50%. For instance, on English-German, SALMONN achieves
62.8% and SEAMLESSM4T achieves 61.2%. One exception that stands out is the CTC-
based cascade with HUBERT (scores around 40%). We analyze the architecture-related
results further in §7.7.2.

Generation Performance (Execution). However, this internal awareness often fails to
manifest in the final translation. The Contrastive Quality scores, which evaluate the actual
output after beam search, are significantly lower than the likelihood scores. For example,
while the XLS-R model shows a likelihood accuracy of 59.3% on eng-deu, its quality
score drops to 31.1%. This discrepancy suggests a “washing out” effect: during decoding,
the strong prior of the language model, which typically prefers high-frequency, neutral
translations, overrides the subtler acoustic signals encoded in the source representation.

The Global Condition Challenge. The Global Condition (CG), which requires the model
to correctly translate both sides of a prosodic minimal pair, proves extremely difficult.
Success rates hover around 10–15% for the best models. This highlights that while
models may occasionally resolve an ambiguity correctly by chance, they lack the robust
disambiguation capabilities needed to consistently rely on prosody.

7.7.2 Architecture Analysis: E2E vs. Cascade

To systematically compare architectures, we performed a regression analysis on the Global
Contrastive Quality scores of all 31 models. We utilized a mixed-effects model (Pinheiro
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and Bates, 2006) to account for random effects arising from model families, such as the
training data and hyperparameters. Specifically:

scoreij = β0 + β1 · sizeij + β2 · AEDij + β3 · CTCij + uj + ϵij (7.8)

where scoreij is the score of i-th model variant of the j-th model family, β0 is the intercept,
size is the log of the model size, AED and CTC are binary variables, uj is the random
effect for j-th model family, and ϵij is a residual error term.

All the scores used for this analysis are available in Table D.7 in the Appendix. The results,
visualized in Figure 7.5, yield three critical insights:

1. E2E Superiority. E2E models statistically outperform cascaded systems across all
language pairs. The positive coefficient for E2E models in our regression confirms the
theoretical advantage discussed in §7.1: by accessing the raw acoustic signal throughout the
translation process, E2E models avoid the information bottleneck inherent in cascades.

2. The Importance of Cascade Type (AED vs. CTC). Not all cascades are equal.

• CTC-based cascades (e.g., HUBERT→ NLLB) show a strong negative impact on
performance. These ASR models typically output raw streams of characters without
punctuation or casing, stripping away the surface-level proxies for prosody.

• AED-based cascades (e.g., SEAMLESSM4T in cascaded mode) perform signifi-
cantly better. We attribute this to their “interpretative” nature; they tend to generate
punctuation (commas for pauses, question marks for intonation) and select synonyms
that better fit the context, effectively passing some prosodic information to the MT
model via text.

3. Model Size is Not a Silver Bullet. Surprisingly, we found no significant correlation
between model size and prosody awareness. Scaling up parameters improves general
translation quality (as seen in standard benchmarks), but it does not automatically emerge
prosodic understanding. This suggests that data composition, specifically the lack of
prosody-rich training examples, is a harder constraint than model capacity.
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Figure 7.5: Results of the mixed-effects regression analysis modeling Global Contrastive Qual-
ity as a function of model architecture and size. Top: Scatter plot of Global
Contrastive Quality against Model Size (log scale) for E2E models (blue circles),
AED-based cascades (green squares), and CTC-based cascades (red diamonds),
with fitted regression lines for each group. Bottom: Estimated regression coeffi-
cients with 95% confidence intervals for model size (log(Size)) and architecture
types relative to the E2E baseline (Cascade-AED and Cascade-CTC), indicating
the magnitude and significance of each factor’s impact.

7.7.3 Comparison with Standard Metrics

A key motivation for this work is the hypothesis that standard metrics do not adequately
capture prosodic nuances. To verify this, we computed the Spearman rank correlation
between our contrastive metrics and the standard reference-free metric, XCOMET-XL,
across all 31 evaluated models.

As shown in Figure 7.6, there is a weak correlation between general translation quality,
measured by XCOMET-XL, and prosody awareness, measured by Contrastive Quality.
For instance, the WHISPER → NLLB cascade achieves one of the highest XCOMET
scores (Table 7.4: 0.992 on eng-deu) yet performs poorly on the contrastive benchmark
compared to E2E models. This discrepancy confirms that optimizing for general semantic
coverage does not necessarily improve, and may even obscure, the system’s ability to
leverage paralinguistic cues. It underscores the necessity of targeted benchmarks like
CONTRAPROST to evaluate this specific dimension of translation.
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Figure 7.6: Correlation matrix comparing the proposed contrastive metrics (Likelihood and
Quality in both Directional and Global conditions) with the standard reference-free
metric XCOMET-XL. Values represent the Pearson correlation coefficients com-
puted across all 31 evaluated model variants and three language pairs, illustrating
the relationship between general translation quality and prosody awareness.

7.7.4 Analysis by Prosodic Category

Prosodic Categories. Figure 7.7 (Upper) breaks down model performance by specific
prosodic categories for the English-German pair. The results indicate that Intonation

Patterns is the only category models are able to solve consistently. This is likely because
the distinction between a statement and a question is strongly correlated with punctuation
(e.g., period vs. question mark). Since this is a standard feature in text training data, even
cascaded systems perform relatively well here. In contrast, the other four categories prove
much more difficult, with Sentence Stress being the most challenging. These categories
rely on acoustic features like loudness, duration, and pitch contours that have no direct
orthographic equivalent.

168



7 Towards Prosody-aware Evaluation: Speech Is More Than Words

Model Comparisons. To rigorously compare model performance, we performed pair-
wise comparisons via bootstrap resampling, shown in Figure 7.7 (Lower). First, we find
that the audio-LLM SALMONN is not statistically different from the standard E2E model
SEAMLESSM4T. Second, comparing SEAMLESSM4T in both E2E and cascaded modes
allows us to control for training data and architecture. The results show a clear advan-
tage for the E2E configuration, providing empirical support for the theoretical benefit
of direct audio access. Finally, comparing the two cascades, we observe a significant
performance gain for the SEAMLESSM4T cascade over the WHISPER→ NLLB system.
We hypothesize that this is due to the multitasking nature of SEAMLESSM4T, which makes
its ASR component more “interpretative”. Unlike standard ASR models that prioritize
literal transcription, an interpretative ASR might generate synonyms or phrasing that better
capture the prosodic intent (e.g., “ridiculed” instead of “laughed at”). Supporting this
hypothesis, we observe a worse Word Error Rate (WER) for the SEAMLESSM4T ASR
component (11%) compared to WHISPER (4%), suggesting it deviates more from the literal
transcript to capture meaning.

The performance per category and model comparisons for the other language pairs are
available in Figures D.1 and D.2 in the Appendix, where they confirm the findings of this
section.

7.7.5 Language Dependencies

Finally, we examined whether prosody awareness varies by target language. Our regression
analysis (see Figure 7.8) indicates significant differences, with models performing better
on English-German compared to English-Spanish. We hypothesize that this may be linked
to the expressivity or structural flexibility of the target language. Some languages may
offer more lexical or syntactic tools to encode the nuances conveyed by English prosody,
making the translation task inherently easier for the model.

7.8 Conclusions

In this chapter, we presented CONTRAPROST, a benchmark designed to systematically
evaluate the prosody awareness of Speech Translation systems. By leveraging a semi-
automated pipeline involving Large Language Models and Controllable Text-to-Speech,
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Figure 7.7: Detailed performance analysis for the English-German language pair. Upper:
Global Contrastive Quality scores broken down by the five specific prosodic
categories (Sentence Stress, Prosodic Breaks, Intonation Patterns, Emotional
Prosody, Politeness) for selected high-performing models. Error bars represent
95% confidence intervals. Lower: Pairwise performance comparisons between
key model configurations. Bars represent the difference in Global Contrastive
Quality scores, with hatched patterns indicating statistically significant differences
(p < 0.05) based on bootstrap resampling. Comparisons: (a) SALMONN-13B vs.
SEAMLESSM4T-V2-LARGE, (b) SEAMLESSM4T-V2-LARGE (E2E) vs. SEAM-
LESSM4T-V2-LARGE (Cascade), (c) SEAMLESSM4T-V2-LARGE (Cascade) vs.
WHISPER-V3-LARGE→ NLLB-3.3B.

we addressed the scarcity of prosody-rich evaluation data and the insensitivity of standard
metrics to paralinguistic nuances.

Summary of Conclusions. Our empirical analysis across 31 model variants and three
language pairs yields several critical insights. First, we validated the theoretical hypothesis
that End-to-End architectures possess an inherent advantage over cascaded systems in
handling non-verbal information. E2E models consistently outperformed their cascaded
counterparts on our contrastive benchmark, particularly in categories that rely on acous-
tic cues like stress and emotion rather than punctuation. Second, we found that while
models often encode prosodic information in their internal representations (as evidenced
by high Likelihood scores), this signal is frequently lost during the generation process
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Figure 7.8: Regression analysis assessing the impact of the target language on prosody aware-
ness. Top: Scatter plot of Global Contrastive Quality scores for all models, color-
coded by target language (German, Spanish, Japanese). Bottom: Estimated regres-
sion coefficients for the target language factor, with English-German serving as
the reference intercept. Bars indicate the magnitude of the performance difference
for Spanish (spa) and Japanese (jpn) relative to German, with 95% confidence
intervals.

(as evidenced by lower Quality scores). This suggests that the decoder’s language model
prior often overrides the acoustic evidence. Third, we observed that cascaded systems can
capture some prosodic information, but this is largely contingent on the “interpretative”
capacity of the ASR component to encode prosody into surface features like punctuation
or synonyms.

Limitations. We acknowledge certain limitations in our study. The reliance on synthetic
speech, while necessary for scalability and control, may not fully capture the complexity
and variability of natural spontaneous speech. Although we applied rigorous filtering,
the automated generation process inevitably introduces some noise, such as instances
where the synthesized prosody is not sufficiently prominent or the translations are overly
explanatory. Furthermore, our contrastive evaluation focuses on the capability of the model
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to resolve ambiguity in isolation. It does not quantify how frequently such ambiguity arises
in open-domain translation scenarios.

Directions for future research. Despite these limitations, this work highlights a crucial
missing dimension in current ST research. While previous chapters of this thesis focused on
structural alignment (Ch. 3) and modality bridging (Ch. 5, Ch. 6), this chapter demonstrates
that transferring the content is not enough; preserving the manner of speech is equally vital
for accurate communication. The findings suggest that future work should explore explicit
supervision signals, such as auxiliary prosodic losses or fine-tuning on prosody-rich data,
to force models to better leverage the acoustic context they already represent. We discuss
these future directions in the broader context of the thesis in the final chapter.
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8 Conclusions

This dissertation investigated End-to-End (E2E) Speech Translation (ST) from the perspec-
tive of three persistent bottlenecks that limit its robustness and applicability in real-world
settings: (i) the mismatch between sentence-level training data and continuous audio at
inference time, (ii) the scarcity of paired speech-to-translation supervision, and (iii) the
difficulty of evaluating whether E2E systems leverage information that is unique to speech,
such as prosody. Across the main Parts II to IV, the thesis developed methods that (a) make
E2E ST more resilient to realistic inputs, (b) reduce dependence on paired ST corpora
by enabling effective cross-modal transfer from ASR and MT resources, and (c) provide
targeted evaluation tools for measuring prosody awareness.

8.1 Bridging the Segmentation Gap

Part II addressed the input processing bottleneck: modern E2E ST models are typically
trained on manually segmented, sentence-level audio, while practical deployments require
translation from continuous streams. In Ch. 3, we introduced SHAS (Supervised Hybrid
Audio Segmentation), motivated by the observation that acoustically defined boundaries
(e.g., Voice Activity Detection) do not reliably coincide with semantically coherent trans-
lation units. SHAS uses self-supervised speech representations to train a Segmentation
Frame Classifier that mimics human segmentation decisions, and a Probabilistic Divide-
and-Conquer decoding algorithm that produces variable-length segments under length
constraints. Empirically, SHAS substantially reduced the gap to oracle (manual) segmen-
tation and demonstrated strong cross-lingual generalization, indicating that segmentation
for translation can be learned from high-resource languages and transferred to others.

In Ch. 4, we further showed that segmentation is not only an inference-time necessity, but
also an opportunity to make better use of scarce ST supervision. SEGAUGMENT turns
re-segmentation into augmentation by generating multiple alternative segmentations of
document-level speech under different length constraints and recovering the corresponding
text via forced alignment and machine translation. This procedure increases contextual
and positional diversity of training examples and, crucially, reduces the training–inference
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mismatch: models trained with SEGAUGMENT can retain essentially the same translation
quality when evaluated on automatic segmentation as when evaluated on manual segmen-
tation. Furthermore, it also increases the utility of ST data, bringing overall improvements,
particularly in low-resource settings. Taken together, SHAS and SEGAUGMENT establish
that segmentation should be treated as a first-class component of the ST pipeline rather
than a heuristic pre-processing step.

8.2 Mitigating Data Scarcity via Cross-Modal Alignment

Part III addressed the training data bottleneck: while ASR and MT benefit from abundant
resources, paired ST data remains limited. In Ch. 5, we asked whether E2E ST is possible
without any parallel ST data by directly connecting a pretrained speech encoder to a
pretrained multilingual MT model. We proposed ZEROSWOT, a framework that bridges
the modality gap through (i) Optimal Transport alignment between sequences and (ii)
learned subword compression using CTC to match the granularity and length expected
by the MT encoder. The resulting model significantly improves over prior zero-shot
approaches and, when scaled, can reach or surpass strong supervised baselines on standard
ST benchmarks. Beyond the performance gains, the study provided evidence that the
combination of sequence-level OT and learned compression is an effective way to align
modalities without requiring paired speech–translation examples.

In Ch. 6, we revisited a key limitation of subword-based interfaces: tokenizers and subword
vocabularies impose structural rigidity that harms transfer to low-resource and unseen
languages. Furthermore, acoustic representations require complex compression algorithms
to be aligned with them (Ch. 5). Thus, we introduced CHARSONAR, a character-level
adaptation of the SONAR embedding space, and demonstrated that moving the interface
to characters simplifies cross-modal transfer from CTC-based ASR models and improves
cross-lingual generalization, leading to state-of-the-art results. This chapter underscores a
broader conclusion of the thesis: the choice of representation granularity at the speech–

text interface is decisive for both modality transfer and language transfer. Character-level
modeling provides a more universal, tokenizer-free bridge that is especially well matched
to massively multilingual ASR encoders.
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8.3 Evaluating Whether Speech Adds Meaning

Part IV addressed the evaluation bottleneck. A commonly cited advantage of E2E ST
over cascades is the ability to access source-side acoustic cues throughout the translation
process. However, typical ST benchmarks and metrics are largely insensitive to whether
these cues influence the generated translation. In Ch. 7, we introduced CONTRAPROST, a
benchmark and methodology designed to isolate the effect of prosody on meaning, using
contrastive minimal pairs generated through a semi-automated pipeline with controllable
TTS. The results showed a consistent pattern: while E2E systems tend to outperform
cascades in prosody-sensitive settings, prosodic information is often weakly reflected in
the final textual output even when it is present in internal representations. This finding
highlights that access to speech is not sufficient by itself; architectures and objectives must
encourage the model to use paralinguistic cues when they are semantically relevant.

8.4 Overall Takeaways

The thesis supports three overarching takeaways. First, robustness to real-world speech
begins with robust segmentation: learned, translation-oriented segmentation can recover
much of the performance lost when moving from curated sentence inputs to continuous
streams, and segmentation-aware augmentation can further reduce brittleness. Second,
data scarcity can be addressed by explicit cross-modal alignment that reuses powerful
pretrained text models; moreover, representation choices (subwords vs. characters) strongly
affect how well these methods scale to many languages. Third, progress in E2E ST should
be measured not only by lexical adequacy, but also by whether models exploit uniquely
acoustic information; targeted benchmarks such as CONTRAPROST are essential to make
such capabilities measurable.
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9 Retrospective: Speech Translation in
the Era of Multimodal LLMs

The research presented in this dissertation spans a transformative period in Natural Lan-
guage Processing and Artificial Intelligence. When the methodologies in this thesis were
originally conceived between 2022 and 2024, the field of Speech Translation was defined
by the structural dichotomy between the robust but error-prone Cascade paradigm and
the emerging, albeit data-scarce, End-to-End (E2E) paradigm (Sperber and Paulik, 2020;
Bentivogli et al., 2021). The central hypothesis driving this work was that E2E archi-
tectures could overcome their cascaded counterparts by solving their data scarcity and
input processing bottlenecks. As we finalize this dissertation in 2026, the fundamental
axioms of the field have shifted. The paradigm has evolved from aligning modalities, as
explored in ZEROSWOT and CHARSONAR, to interleaving them within natively Mul-
timodal Large Language Models (LLMs) and SpeechLLMs (Gaido et al., 2024). In this
section, we critically re-examine the contributions of this thesis through the lens of this
new landscape.

Input Processing: Memory Constraints and Modern Methods. In Ch. 3, we framed
the “segmentation mismatch” primarily as a problem of fitting audio into the fixed context
windows of standard Transformers (Vaswani et al., 2017). With the advent of founda-
tion models capable of processing contexts exceeding one million tokens, such as Gem-
ini (Gemini, 2025) or GPT-5 (OpenAI, 2025), one might hypothesize that the constraints
necessitating SHAS would be rendered obsolete. However, empirical findings from 2026
challenge this “infinite context” assumption. Papi et al. (2025) report that SpeechLLMs
(e.g., Qwen2-Audio (Chu et al., 2024)) processing continuous long-form audio without
segmentation suffer from “extreme length degradation,” with performance drops exceeding
90% on document-level tasks. Consequently, explicit discretization of the acoustic signal
remains critical to prevent semantic drift. Notably, SpeechLLMs capable of matching the
robustness of traditional cascaded systems, like Voxtral (Liu et al., 2025), explicitly re-
introduce a chunking mechanism (processing 30s segments) to handle acoustic inputs (Papi
et al., 2025). Thus, rather than superseding segmentation, massive context windows have
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highlighted its necessity: explicit discretization of the acoustic signal remains critical to
prevent semantic drift and hallucination in long-form processing.

Advancements in 2025 have moved beyond the supervised mimicry of punctuation in-
troduced in SHAS towards pragmatic segmentation policies. For instance, Yang and
Nakamura (2025) proposed replacing the lightweight classifier of SHAS with LLMs fine-
tuned via Direct Preference Optimization (DPO) (Rafailov et al., 2024). Crucially, they cite
SHAS as the foundational pre-trained segmentation model but refine the objective: rather
than predicting “gold” punctuation, the model learns to predict boundaries that maximize
the trade-off between translation quality and latency. Furthermore, while SHAS focused
on when to cut, recent advancements focus on what to separate. As a foundation model for
general audio separation, SAM-AUDIO (Shi et al., 2025) unifies text, visual, and temporal
prompting to isolate specific sounds within complex mixtures. This effectively upgrades
the segmentation task from a pre-processing step to a semantic reasoning capability and
allows systems to “focus” on a speaker or sound event in a way that static algorithms like
SHAS or VAD could not.

Overall, audio segmentation remains an important part of ST pipelines, even in the presence
of large SpeechLLMs, as shown by recent findings from IWSLT (Abdulmumin et al., 2025).
Specifically, SHAS, proposed in 2022, remains a gold standard: it is used to segment
evaluation data (Abdulmumin et al., 2025) and is employed by several teams in their
systems (Tan et al., 2025; Wang et al., 2025).

Data-Centric Robustness and the Long Tail. The data augmentation strategies pro-
posed in SEGAUGMENT (Ch. 4) also require re-evaluation in the age of massive pre-
training. Some of the original mechanisms we identified, such as the need for Positional
Diversity, have been mitigated by architectural shifts like Rotary Positional Embeddings
(RoPE) (Su et al., 2024), which allow models to extrapolate to unseen lengths more robustly
than the absolute embeddings of 2023. Similarly, the Contextual Diversity provided by
re-segmentation is partly addressed by the massive unsupervised pre-training of Speech
Foundation Models (e.g., Whisper (Radford et al., 2023), USM (Zhang et al., 2023c)).
However, SEGAUGMENT has found new relevance in two critical areas. First, it addresses
the “Length Adapter Bottleneck”. Models trained without robust length-adaptation strate-
gies are prone to the degradation mentioned above. Recent work confirms that curriculum
learning over diverse segment lengths, a core part of SEGAUGMENT, is essential for
training robust adapters (Du et al., 2025). Second, and perhaps most importantly, the long
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tail issue in ST persists. Despite the capabilities of flagship models, performance remains
heavily skewed towards high-resource languages (Gaido et al., 2024). In low-resource
scenarios where supervised data is scarce, fine-tuning large foundation models leads to
rapid overfitting. Here, SEGAUGMENT can still serve as a vital regularizer, multiplying
limited datasets into diverse acoustic views to ensure generalization in the long tail of
speech translation.

The Importance of Modular Adaptation. Our strategy of leveraging pre-trained text
models as an “anchor” for speech (Ch. 5, Ch. 6) has become the dominant architectural
blueprint for the field. As detailed in recent surveys (Gaido et al., 2024), the standard
SpeechLLM architecture in 2026 follows a similar pattern to the one proposed in Part III: a
frozen, massive LLM backbone (in our case, a multilingual encoder) connected to a speech
encoder via a lightweight adapter. While our work explored this through Optimal Transport
and character-level bridging, the industry has standardized on similar modular adapters
(e.g., Q-Formers (Li et al., 2023)) to bridge the “modality gap”. However, the granularity

mismatch we identified in Ch. 6 remains a friction point. As models scale to thousands
of languages, subword tokenizers are becoming a bottleneck and do not align easily with
other modalities (e.g., speech), which further motivates the shift toward character-level or
token-free approaches.

The “Listening vs. Reading” Paradox. In Ch. 7, we evaluated whether E2E models
could preserve prosody, identifying a “competence–performance gap” where models
encoded acoustic information but failed to generate it. Papi et al. (2025) reveals that
SpeechLLMs struggle with a “Listening or Reading” paradox: because these models
are heavily pre-trained on text, they often hallucinate fluent continuations or ignore the
acoustic signal when it conflicts with strong text priors. Contrary to the 2024 hypothesis
that “direct access to audio guarantees better prosody”, they find that cascaded systems
remain surprisingly competitive for semantic correctness because the explicit transcription
step grounds the model and reduces hallucination. This complicates our conclusion in
Ch. 7; while E2E models are theoretically superior for paralinguistics, the modularity of
cascades (or “soft cascades” like ZEROSWOT) offers a robustness that native SpeechLLMs
are still fighting to match.

Generative Benchmarks. Finally, a retrospective on CONTRAPROST (Ch. 7) highlights
a limitation not of methodology, but of tooling. Our benchmark relied on 2024-era LLM
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and Text-to-Speech (TTS) generation, which introduced noise that required aggressive
filtering. Today, with the generative capabilities of models like Gemini (Gemini, 2025)
and highly expressive generative voice tools like ElevenLabs1, the creation of synthetic,
prosody-controlled evaluation sets has become trivial. Thus, although the methodology
of CONTRAPROST (using synthetic minimal pairs to probe model behavior with respect
to prosody) was correct, the benchmark could potentially be re-created on a much larger
scale (language and prosody coverage) and with more faithful examples.

Summary: 2026 Status of Thesis Contributions. Table 9.1 maps each contribution of
this thesis to its original context and its 2026 reassessment.

Contribution 2022–2024 Status 2026 Reassessment

SHAS (Ch. 3) Novel semantic segmentation
method; state-of-the-art on
MuST-C/mTEDx

Still the gold-standard: used to seg-
ment evaluation data and by multi-
ple teams in IWSLT 2025 (Abdul-
mumin et al., 2025)

SEGAUGMENT (Ch. 4) Data augmentation via re-
segmentation; closes training–
inference gap

Finds renewed relevance for long-
tail and low-resource settings; vali-
dates curriculum diversity for length-
adapter training

ZEROSWOT (Ch. 5) OT-based zero-shot ST; outper-
forms prior zero-shot methods

Blueprint adopted by SpeechLLM
adapters; OT + CTC compression
pattern now standard in modular
speech–text alignment

CHARSONAR (Ch. 6) Character-level modality bridg-
ing; state-of-the-art zero-shot ST

Directly motivates token-free and
byte-level approaches; character in-
terface alleviates subword bottle-
neck as models scale to more lan-
guages

CONTRAPROST (Ch. 7) Benchmark for prosody preser-
vation; reveals E2E competence–
performance gap

Methodology validated; could scale
to larger, higher-fidelity benchmarks
with modern TTS tools

Table 9.1: 2026 Reassessment of the five main contributions of this thesis.

1elevenlabs.io
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10 Directions for Future Work

The retrospective analysis of Ch. 9 highlights that although the “engineering” bottlenecks of
memory and data scarcity are being solved by scale, they are being replaced by “cognitive”
bottlenecks, namely hallucination, semantic drift, and the loss of paralinguistic nuance.
Based on the findings of this dissertation and the current state of the art in 2026, we propose
three key directions for future research.

From Static Segmentation to Dynamic Auditory Reasoning. In Part II, we proposed
SHAS to align inference segmentation with training conditions. However, as discussed
in Ch. 9, the emergence of general-purpose audio foundation models such as SAM-
AUDIO (Shi et al., 2025) suggests that segmentation should no longer be treated as a static
pre-processing step. Instead, it should be framed as a dynamic process. Future work can
explore concepts such as Integrated Scene Analysis, where the translation model actively
queries an auxiliary reasoning module (Guo et al., 2025) to isolate relevant speakers or
filter background noise based on the unfolding conversational context. Rather than feeding
the model a fixed stream of 30-second chunks, the system could learn a policy, potentially
via Direct Preference Optimization (DPO) (Yang and Nakamura, 2025), that decides when

to listen, when to translate, and which acoustic source to attend to. This shifts the goal
from “segmentation for robustness” to “segmentation for reasoning,” aligning with the
broader trend of agentic AI.

Universal Token-Free Translation. In Ch. 6, we identified the “Subword Bottleneck”
as a major impediment to zero-shot transfer. Although CHARSONAR alleviated this by
moving to characters, the reliance on any discrete vocabulary is increasingly limiting for
the long tail of languages. Given the success of our character-level alignment, the next
logical step is Token-Free Speech Translation. Future research can investigate architectures
that map continuous speech representations directly to byte-level representations (Pagnoni
et al., 2025), bypassing the discrete tokenizer entirely. This approach would not only
eliminate the bias of fixed vocabularies but also better align with the continuous nature of
the speech signal. By removing the “modality gap” imposed by text-specific tokenizers,
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we can move towards a truly universal translation engine capable of handling any written
script or spoken dialect with equal native proficiency.

Overcoming the “Listening vs. Reading” Paradox via Preference Optimization. In
Ch. 7, we demonstrated that E2E ST models possess the internal capacity to represent
prosodic cues such as contrastive stress, yet this competence rarely manifests in the final
translation output—a gap we termed the “competence–performance gap.” As further
discussed in Ch. 9, the most critical open challenge arising from this finding is the tendency
of SpeechLLMs to ignore acoustic nuance in favor of strong text priors, which is framed
as the “Listening vs. Reading” paradox in Papi et al. (2025). To address this, future
work must move beyond the standard next-token-prediction objective, which does not
explicitly penalize the loss of paralinguistic information. A promising direction is to
combine Prosodic Chain-of-Thought with DPO (Rafailov et al., 2024). We can train
models to generate a “prosodic transcript” (e.g., explicit markers for tone, emotion, or
emphasis) prior to translation, forcing the model to attend to the acoustic signal, similar
to what Gállego et al. (2025) did with phonemes. Crucially, by applying DPO, we can
optimize the model against preference pairs where “acoustically faithful” translations are
ranked higher than “fluent but hallucinated” ones. This method effectively grounds the
generation process in the audio, narrowing the gap between the internal competence we
observed in Ch. 7 and the final translation performance.
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Closing Remarks

E2E Speech Translation has matured rapidly through the use of pretrained foundation
models, yet it still faces practical challenges at the boundaries between research benchmarks
and real-world speech. By addressing segmentation, supervision scarcity, and prosody-
sensitive evaluation in a unified framework, this dissertation contributes methods and
insights that bring E2E ST closer to robust, scalable, and semantically faithful speech
understanding and translation.
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A Supplement to “Turning
Segmentation into Augmentation”

A.1 Pseudocode for CTC-based Forced Alignment

In this section, we detail the algorithm used to recover textual transcriptions for the newly
generated audio segments, as discussed in §4.4.3. This procedure is necessary because the
original sentence-level transcripts align with the manual segmentation, not the synthetic
boundaries produced by SEGAUGMENT. The complete process for a single document is
formalized in Algorithm 2.

The procedure accepts the full document audio S, the original manual transcript X, and
the set of new segmentation boundaries {b̂}kj , where we drop the document index for ease
of presentation. The process is divided into three main phases:

1. Alignment Preparation (Lines 1–3) First, the audio is passed through the CTC
encoder E to obtain the frame-wise character probability matrix U. Simultaneously, the
original transcript X must be normalized (Xclean) to match the output vocabulary of the
CTC model. This normalization typically involves lowercasing and removing punctuation.
The FORCEDALIGNMENT function then employs dynamic programming (e.g., Viterbi
alignment) to map the characters in Xclean to the high-probability paths in U, resulting in
precise start and end timestamps for every character.

2. Metadata Restoration (Lines 4–5) Since the alignment is performed on normal-
ized text, the resulting timestamps correspond to stripped characters. To recover a us-
able transcript, we aggregate these character-level timestamps into word-level segments
(JOINCHARS). We then map these normalized words back to their original surface forms
from X via REVERSECLEAN, effectively restoring the original casing and punctuation
(e.g., mapping aligned "hello" back to "Hello,").
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3. Segmentation and Retrieval (Lines 6–10) Finally, the algorithm iterates through
the new boundaries {b̂}kj . For each segment b̂j , the function JOINWORDSWITHIN selects
words whose timestamps fall within the segment’s start and end times. A POSTEDIT step
performs minor heuristics to ensure grammatical correctness, such as capitalizing the first
word of the new segment or removing trailing commas that were split from their following
clauses.

Algorithm 2 CTC-based Forced Alignment for Transcript Recovery

Require: CTC Encoder E , Manual Speech S, Manual Transcript X, New Segments {b̂}kj
1: U← E(S) ▷ Extract CTC character probabilities
2: Xclean ← CLEAN(X) ▷ Normalize text to model vocab
3: chars← FORCEDALIGNMENT(Xclean,U) ▷ Align clean text to audio
4: words← JOINCHARS(chars) ▷ Merge chars into time-stamped words
5: words← REVERSECLEAN(words) ▷ Restore casing and punctuation
6: x̂← []
7: for j ← 1 to k do
8: x̂j ← JOINWORDSWITHIN(b̂j, words) ▷ Filter words by time boundaries
9: x̂j ← POSTEDIT(x̂j) ▷ Fix capitalization/detached punctuation

10: Append x̂j to x̂
11: end for
12: return x̂

A.2 Additional Experimental Details

S2T-TRANSFORMER Models. For all experiments, apart from §4.6.2 and from those in
mTEDx spa-fra, we use s2t_transformer_s models implemented in FAIRSEQ (Wang
et al., 2020b) (see §2.6.4). They have 12 encoder layers, 6 decoder layers, a dimensionality
of 256, a feed-forward dimension of 2048, and 4 heads in the multi-head attention, with
31M parameters in total. We use GELU activations and pre-layernorm. The input is
80-dimensional log-Mel spectrograms, which are processed by a 2-layer convolutional
network with 1024 inner channels, output dimension of 256, stride of 2, kernel size of 5,
and GLU activations. We do not scale up the output of the convolutional network. The
target vocabularies are learned with SentencePiece (Kudo and Richardson, 2018) and have
a size of 8,000. We train with AdamW (Loshchilov and Hutter, 2019) with a learning
rate of 0.002, a warm-up of 5,000 steps, and an inverse square root scheduler. We use a
gradient accumulation of 6, making the effective batch size equal to 320 thousand tokens,
apply SpecAugment (Park et al., 2019), and set the dropout to 0.1, applied to attention,
activation, and output. The loss function is a standard cross entropy with label smoothing
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of 0.1. We stop the training when the validation loss does not decrease for 10 epochs, and
average the 10 best checkpoints according to validation BLEU.

The encoders of the ST models are pre-trained on the task of ASR using the same archi-
tecture. The only difference is the vocabulary size which is 5,000 and the learning rate
which is 0.001. For the models trained without ASR pre-training (§4.6.5) we also used
a learning rate of 0.001. For MuST-C, we pre-train using the ASR data of eng-deu, for
mTEDx we use the spa-spa and por-por accordingly, and finally for CoVoST 2 the ASR
data of eng-deu.

For mTEDx spa-fra we use an extra-small architecture (s2t_transformer_xs). It has
6 encoder layers and 3 decoder layers, a dimensionality of 256, a feed-forward dimension
of 1024, 4 heads in the multi-head attention, and a vocabulary size of 3,000, having a total
of 10M parameters. The learning rate is set to 0.001 (warm-up of 500), the batch size to
180 thousand tokens, and use a dropout of 0.2. We also share the weights of the embedding
layer and output projection in the decoder. The same model is pre-trained on ASR, but
with a dropout of 0.1. All other hyperparameters are the same as for the small models
described before.

All our experiments were run on a cluster with 8 NVIDIA GeForce rtx 2080 ti. The running
times of each experiment on a single GPU ranged from 12 to 36 hours.

W2V-MBART Models. For the experiments of §4.6.2, we use a strong baseline utilizing
pre-trained models and a length adaptor (see §2.6.4). The encoder is composed of a 7-layer
convolutional feature extractor and 24-layer Transformer encoder, while the decoder has
12 layers, and a vocabulary of size 250k, with 770M parameters in total. All the layers
have an embedding dimensionality of 1024, a feed-forward dimensionality of 4098, GELU
activations , 16 attention heads, and pre-layer normalization configuration. A strided 1D
convolutional layer sub-samples the output of the encoder by 2 times. The encoder is
initialized from WAV2VEC 2.0,1 which is pretrained with 60K hours of non-transcribed
speech from Libri-Light , and fine-tuned for ASR with 960 hours of labeled data from
Librispeech. The decoder is initialized from MBART-50,2 which is fine-tuned english-
to-many multilingual machine translation. We fine-tune all the parameters of the model,
apart from the feature extractor of the encoder and the embedding layer in the decoder.
The inputs to the model are raw waveforms sampled at 16kHz, which are normalized to

1fairseq/wav2vec/wav2vec2_vox_960h_new.pt
2fairseq/models/mbart50/mbart50.ft.1n.tar.gz
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zero mean and unit variance. We train with AdamW using a base learning rate of 0.0005,
with a warm-up for 2,000 steps and an inverse square root scheduler. In the encoder we
use 0.1 activation dropout, time masking with probability of 0.2 and channel masking
with probability of 0.1. In the decoder we use a dropout of 0.3, and attention dropout of
0.1. All other dropouts are not active. The loss function is a standard cross entropy with
label smoothing of 0.2. We use gradient accumulation to have an effective batch size of
32M tokens, evaluate every 250 steps, and stop the training when the performance on the
validation set does not improve for 20 evaluations. We average the 10 best checkpoints
according to the validation BLEU, and generate with a beam search of 5.

Machine Translation Models. For the MT models used for text alignment in SEGAUG-
MENT (§4.4.3), we used medium-sized Transformers, with 6 encoder and decoder layers,
dimensionality of 512, feed-forward dimension of 2048, and 8 heads in the multi-head
attention. We train with AdamW using a learning rate of 0.002, with a warm-up for the
first 2,500 updates, and the batch size is set to 14 thousand tokens. The vocabulary size is
8,000, and for regularization, we use a small dropout of 0.1 only at the outputs of each
layer and label smoothing of 0.1. We stop training when the document-level BLEU does
not increase for 20 epochs, average the 10 best checkpoints according to the same metric,
and then generate with a beam of size 8.

A.3 Additional Experimental Results

ASR Pre-training. We present the results of ASR pre-training in Table A.1. We observe
that including data from SEGAUGMENT improves WER across all ASR models. This
indicates that the proposed method is also useful for ASR augmentation, likely due to
the increased source-side contextual and positional diversity introduced during training
(§4.8).

Ablations on Combinations of Real and Synthetic Data. We analyze the impact of
different SEGAUGMENT data combinations on ST performance using the MuST-C v2.0
eng-deu benchmark (Table A.2). Comparing rows 2–6 against the baseline (row 1),
we find that while individual synthetic datasets underperform compared to the original
data, combining all synthetic versions (row 6) surprisingly surpasses the baseline by 1.1

223



A Supplement to “Turning Segmentation into Augmentation”

Model MuST-C mTEDx CoVoST

eng-deu spa-spa por-por eng-deu

S2T-TRANSFORMER 11.1 18.0 (19.7)xs 28.3 26.6
+ SEGAUGMENT 10.4 16.6 (18.1)xs 23.8 23.8

Table A.1: WER(↓) scores for ASR models in test sets of MuST-C 2.0, mTEDx, and CoVoST
2. In bold is the best score overall. The superscript xs indicates the extra-small
architecture configuration.

BLEU. This suggests that SEGAUGMENT generates high-quality data capable of training
competitive models even in isolation. Furthermore, performance consistently improves as
more synthetic variations are added, with the best results achieved by using the full set of
augmentations alongside the original data (row 17). We also observe that combinations
involving longer segments (rows 8–10, 13–14) tend to outperform those with shorter ones
(rows 7, 11–12) when limited to fewer synthetic sets.

Applying SEGAUGMENT on ASR and MT Models. We investigate the impact of
synthetic data on ASR and MT tasks using MuST-C v2.0 eng-deu (Table A.3). The
inclusion of all synthetic subsets (row 6) yields a 0.7 reduction in WER and a 1.1 increase
in BLEU, suggesting that SEGAUGMENT benefits both source-side acoustic modeling
and target-side translation. Consistent with our ST findings, longer segments favor MT
performance (rows 4–5), likely due to the need for broader context in translation (Voita
et al., 2018), whereas shorter segments favor ASR (rows 2–3), aligning with the local
nature of acoustic features (Zhang et al., 2021b).

More Automatic Segmentations. In Table A.4 we provide an extended version of
Table 4.7, where we evaluate the models on four Automatic (SHAS) segmentations
of the test set. Regarding the choice of automatic segmentation, we find that the long

segmentation is the best when using SEGAUGMENT with special tokens (27.3 BLEU),
long and extra-long are equally good without special tokens (26.9 BLEU) and the medium

segmentation is best without SEGAUGMENT (23.7 BLEU). Using the special tokens
reduces the performance on the manual segmentation by 0.3 BLEU (27.4→ 27.1) but
increases it in the SHAS-long segmentation by 0.4 BLEU (26.9→ 27.3), thus bridging the
gap with the manual segmentation.
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Original SEGAUGMENT BLEU
s m l xl

(1) ✓ 24.3

(2) ✓ 22.6
(3) ✓ 23.4
(4) ✓ 22.4
(5) ✓ 22.7
(6) ✓ ✓ ✓ ✓ 25.4

(7) ✓ ✓ 24.8
(8) ✓ ✓ 25.1
(9) ✓ ✓ 25.1
(10) ✓ ✓ 25.1

(11) ✓ ✓ ✓ 25.6
(12) ✓ ✓ ✓ 25.6
(13) ✓ ✓ ✓ 25.8
(14) ✓ ✓ ✓ 25.8

(15) ✓ ✓ ✓ ✓ 26.0
(16) ✓ ✓ ✓ ✓ 26.0

(17) ✓ ✓ ✓ ✓ ✓ 26.2

Table A.2: BLEU(↑) scores on MuST-C v2.0 tst-COMMON (eng-deu) for models trained with
different combinations of original and synthetic data.

A.4 SEGAUGMENT Data Statistics

In Table A.5 and Table A.6 detail the count and average duration of examples generated
by SEGAUGMENT across all language pairs, considering only segments between 0.4s and
30s. For CoVoST 2, we prioritized length constraints over the classification threshold in
the segmentation algorithm to ensure the synthetic data remained distinct from the manual
segmentation. This approach yields segments that, while not always syntactically perfect
sentences, provide greater diversity for training; consequently, no large or extra-large

variations were generated for this dataset.
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Original SEGAUGMENT WER↓ BLEU↑
s m l xl

(1) ✓ 11.1 31.0

(2) ✓ ✓ 10.2 31.3
(3) ✓ ✓ 10.3 31.6
(4) ✓ ✓ 11.0 31.7
(5) ✓ ✓ 10.9 31.7

(6) ✓ ✓ ✓ ✓ ✓ 10.4 32.1

Table A.3: WER and BLEU scores for ASR and MT models respectively on MuST-C v2.0
eng-deu tst-COMMON.
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Lang. Pair Model Test Set Segmentation

Manual Automatic

s m l xl

eng-deu
S2T-TRANSFORMER 23.2 20.6 21.7 21.2 20.2
+ SEGAUGMENT 25.0 23.1 24.3 24.5 24.7

+ special tok. 25.1 23.1 24.5 25.2 25.1

eng-spa
S2T-TRANSFORMER 27.5 25.0 26.4 26.1 24.8
+ SEGAUGMENT 29.3 27.3 28.7 29.0 28.9

+ special tok. 29.2 26.6 28.6 29.4 29.1

eng-fra
S2T-TRANSFORMER 33.1 30.0 31.0 30.6 29.0
+ SEGAUGMENT 35.7 32.3 34.1 34.9 34.8

+ special tok. 35.6 31.4 33.8 35.3 35.1

eng-ita
S2T-TRANSFORMER 22.9 20.0 21.6 21.5 20.3
+ SEGAUGMENT 25.6 22.7 24.2 24.4 24.8

+ special tok. 25.0 22.3 24.3 25.1 24.5

eng-nld
S2T-TRANSFORMER 27.3 24.9 26.5 25.7 24.3
+ SEGAUGMENT 30.3 27.5 29.2 29.7 29.7

+ special tok. 29.4 26.9 26.9 29.8 29.3

eng-por
S2T-TRANSFORMER 28.7 25.8 27.1 26.9 25.4
+ SEGAUGMENT 31.8 29.2 30.7 31.4 31.1

+ special tok. 31.5 28.8 30.8 31.8 31.3

eng-ron
S2T-TRANSFORMER 22.2 19.9 20.8 20.5 18.7
+ SEGAUGMENT 25.0 22.5 23.4 24.1 24.3

+ special tok. 24.8 22.6 24.1 24.6 24.0

eng-rus
S2T-TRANSFORMER 15.3 13.4 14.7 14.6 13.8
+ SEGAUGMENT 16.8 15.0 16.4 16.8 16.7

+ special tok. 16.4 14.9 16.4 17.0 16.8

Average
S2T-TRANSFORMER 25.0 22.4 23.7 23.4 22.1
+ SEGAUGMENT 27.4 24.9 26.4 26.9 26.9

+ special tok. 27.1 24.6 26.2 27.3 26.9

Table A.4: BLEU(↑) scores of different methods on MuST-C v1.0 tst-COMMON evaluated on
Manual (gold) and Automatic (SHAS) segmentations across different granularity
lengths (s, m, l, xl). The best score for each column is highlighted . The best score
overall for each language pair is in bold.
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Dataset Ver. Pair Original SEGAUGMENT

s m l xl Concat

MuST-C v1.0

eng-deu 225 433 253 120 76 882
eng-spa 260 430 253 120 76 879
eng-fra 269 421 253 120 76 871
eng-ita 248 399 253 120 76 848
eng-nld 244 433 253 120 76 882
eng-por 201 433 253 120 76 882
eng-ron 231 433 253 120 76 882
eng-rus 260 419 253 120 76 868

v2.0 eng-deu 249 401 231 109 70 812

mTEDx

spa-spa 101 150 88 43 27 308
por-por 90 136 78 37 24 274
spa-eng 36 53 32 15 10 110
por-eng 30 47 27 13 8 94
spa-fra 3.5 5.5 3 1.5 1 11

CoVoST 2 eng-deu 231 504 255 — — 759

Table A.5: Number of examples (in thousands) in the Original and SEGAUGMENT datasets.

Dataset Ver. Pair Original SEGAUGMENT

s m l xl

MuST-C v1.0

eng-deu 6.3 3.8 6.9 15.2 24.0
eng-spa 6.6 3.8 6.9 15.2 24.0
eng-fra 6.3 3.8 6.9 15.2 24.0
eng-ita 6.4 3.8 6.9 15.2 24.0
eng-nld 6.2 3.8 6.9 15.2 24.0
eng-por 6.5 3.8 6.9 15.2 24.0
eng-ron 6.4 3.8 6.9 15.2 24.0
eng-rus 6.5 3.8 6.9 15.2 24.0

v2.0 eng-deu 6.3 3.8 6.8 15.2 23.9

mTEDx

spa-spa 5.9 3.8 6.9 15.2 23.9
por-por 5.8 3.7 6.9 15.2 24.0
spa-eng 6.1 3.9 6.9 15.3 23.8
por-eng 5.9 3.7 6.8 15.2 24.0
spa-fra 6.1 3.8 6.9 15.1 23.8

CoVoST 2 eng-deu 5.6 1.8 3.7 — —

Table A.6: Average duration (in seconds) of examples in the Original and SEGAUGMENT

datasets.
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B.1 Dataset Details and Filtering

In this section, we provide a detailed description of the data processing and filtering
pipelines applied to the training datasets used in Ch. 5.

MuST-C v1.0. For the training set of each language pair in MuST-C v1.0 (Di Gangi et al.,
2019a), we perform text cleaning on both the transcription and translation. This includes
space and punctuation normalization as well as the removal of non-UTF characters. We
specifically remove speaker names (e.g., “Speaker 1:”) and non-speech events such as
“(Laughing)”.

We filter out examples that contain fewer than 4 characters or have a transcription-to-
translation ratio smaller than 0.5 or larger than 2.0. For the Zero-shot ST training, we
strictly discard the translations. The transcriptions are further processed by replacing
numbers and symbols with their spelled-out forms to match the acoustic content.

To create the final training set, we concatenate all eight language-pair train sets (eng-
deu, eng-spa, eng-fra, eng-ita, eng-nld, eng-por, eng-ron, eng-rus). We then remove
duplicates based on the triplet of (speaker, text, duration). Due to alignment errors during
the original dataset creation, the same text is sometimes paired with different audio
segments across different language pairs. In such cases of (speaker, text) duplicates, we
retain the example that is closest to the average speaking rate of that speaker, calculated as
the average words-per-second of all examples for that speaker in the concatenated dataset.
Finally, we remove examples with extreme speaking rates (greater than 10 words per
second).
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We similarly construct a validation set, totaling 2,081 examples, for model selection. This
is created by concatenating the individual dev sets (without filtering) and removing hard
duplicates based on the (speaker, text, duration) triplet.

Dataset Examples (K) Hours

eng-deu 220 384
eng-spa 254 473
eng-fra 262 466
eng-ita 242 438
eng-nld 237 416
eng-por 196 359
eng-ron 226 406
eng-rus 250 458

MuST-C ASR (Total Raw) 1,888 3,402
↪→ Duplicate removal 367 713
↪→ Speaking ratio filtering 353 681

Table B.1: Number of examples (in thousands) and total duration of the MuST-C train set
used to train ZEROSWOT. We show the initial size per language pair (eng-X) and
the final size after concatenation and filtering.

Common Voice. We utilize version 8.0 of the Common Voice dataset (Ardila et al.,
2020), specifically the train and valid splits. For the training split, we apply standard
text normalization and replace numbers and symbols with their spelled-out forms.

LibriSpeech. LibriSpeech is only used as additional ASR training data for the experi-
ments on FLEURS in the Appendix §B.6.1. For training, we use the train-clean-100,
train-clean-360, and train-other-500 splits (Panayotov et al., 2015). For develop-
ment, we use the dev-clean split.

Since LibriSpeech provides normalized, uppercase transcriptions without punctuation, we
must restore them to a format compatible with the NLLB tokenizer. We restore casing
and punctuation using a BERT-base model (Devlin et al., 2019) fine-tuned for punctuation
restoration, specifically the rpunct tool.1

CTC Label Construction. For all datasets, the target labels for the CTC loss are con-
structed as follows:

1github.com/Felflare/rpunct
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1. The transcription is tokenized using the NLLB SentencePiece model.2

2. We remove casing information.
3. All spaces are replaced with the special separator token <sep>.
4. Any character not present in the WAV2VEC 2.0 letter-based vocabulary3 is substituted

with the <unk> token.

B.2 ZEROSWOT Model Configuration

In this section, we provide detailed specifications for the model architectures, training
hyperparameters, and the specific configurations used for the ablation studies presented in
Ch. 5.

B.2.1 Model Architecture

Acoustic Encoder. The acoustic encoder comprises a feature extractor with 7 strided con-
volutional layers that sub-sample the input signal by a factor of 320, followed by a stack of
24 Transformer layers with dimensionality d = 1024 (Baevski et al., 2020). Each layer uti-
lizes a feed-forward dimension of 4096, 16 attention heads, GELU activations (Hendrycks
and Gimpel, 2023), and a pre-layernorm configuration. Both the acoustic encoder and the
linear projection layer of the CTC module (vocabulary size |V| = 30) are initialized from
the WAV2VEC 2.0 LARGE checkpoint4 which contains approximately 315M parameters.
This checkpoint was pre-trained via self-supervised learning with self-training (Xu et al.,
2021b) and subsequently fine-tuned on ASR tasks using LibriSpeech (Panayotov et al.,
2015) and Libri-light (Kahn et al., 2020).5

Compression Adapter. The subword encoder within the compression adapter is a BERT-
style Transformer encoder (Devlin et al., 2019) consisting of 3 layers with dimensionality
d = 1024, matching the architectural format of the acoustic encoder layers. We add
sinusoidal positional encodings to the chunked input before processing.

2github.com/facebookresearch/fairseq/tree/nllb
3dl.fbaipublicfiles.com/fairseq/wav2vec/dict.ltr.txt
4Wav2Vec 2.0 Large (LV-60) + Self Training / 960 hours / Libri-Light + Librispeech
5github.com/facebookresearch/fairseq/blob/main/examples/wav2vec/README.md
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Text Branch. The text embedding layer utilizes a vocabulary of size |B| = 256k.
For the text encoder, we employ either the MEDIUM version (12 layers) or the LARGE

version (24 layers). In the MEDIUM configuration, each layer has a model dimension
of 1024, a feed-forward dimension of 4096, ReLU activation, 16 attention heads, and
pre-layernorm configuration. The LARGE version differs only in the number of layers and
the feed-forward dimension, which is increased to 8192. We initialize these components
using dense, distilled versions of NLLB (NLLB, 2024), derived from the 54B parameter
Mixture-of-Experts model: specifically, the 600M parameter and 1.3B parameter distilled
checkpoints.6

Small Model Variant. The SMALL version of ZEROSWOT utilizes the WAV2VEC 2.0
BASE checkpoint7 (12 layers, dimensionality 768) and NLLB-600M model. The subword
encoder in this configuration has 3 layers with dimensionality 768. A linear projection
layer is used to map its output to d = 1024 to match the dimensionality of the NLLB text
encoder. This model has approximately 110M trainable parameters and 0.7B parameters
during inference.

B.2.2 Training Details

We finetune the parameters of the acoustic encoder, CTC module, and compression adapter.
The text embedding and text encoder remain frozen throughout training. Optimization is
performed using AdamW (Loshchilov and Hutter, 2019) with β1 = 0.9, β2 = 0.98, a base
learning rate of 3 · 10−4, and an inverse square root scheduler with linear warmup (2k steps
for MuST-C, 4k steps for Common Voice). The effective batch size is set to 32 million
tokens. The input to the speech branch consists of raw waveforms sampled at 16kHz, while
the text branch receives English text tokenized with the NLLB SentencePiece model.

Loss Implementation. The Optimal Transport loss is implemented using the geomloss

library,8 utilizing the Sinkhorn distance (Cuturi, 2013) with default parameters. When
applying the loss across multiple layers, we batch the computations for efficiency. Crucially,
the losses for intermediate layers are applied after the first layer normalization of the

6github.com/facebookresearch/fairseq/tree/nllb
7Wav2Vec 2.0 Base / 960 hours / Librispeech
8kernel-operations.io/geomloss
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subsequent layer (due to the pre-layernorm configuration), as applying losses to un-
normalized representations led to training instability.

Regularization. We apply activation dropout of 0.1 in the acoustic encoder, dropout of
0.1 in the CTC module, and dropout of 0.1 in the compression adapter. Additionally, we
employ WAV2VEC 2.0 masking on the speech signal (Baevski et al., 2020), masking 10
consecutive frames with a probability of 0.3 and 64 consecutive frequency channels with a
probability of 0.2.

Optimization and Compute. To accelerate training, we extract the text encoder repre-
sentations offline, allowing us to remove the frozen text branch from memory during the
speech encoder training phase. We train until convergence, applying early stopping if the
OT loss of the final layer on the development set does not improve for 10 epochs. Models
trained on LibriSpeech or MuST-C typically converge in approximately 50k steps, while
those on Common VOice require around 150k steps.

For models trained on Common Voice, we accelerate the process by training a seed model
using the original NLLB version. We then adapt this pre-trained speech encoder to
different NLLB versions. This adaptation phase requires only 30k steps (versus 150k
for the seed model), utilizing a learning rate of 3 · 10−5, a 1k step warmup, and cosine
annealing.

All models are implemented in FAIRSEQ (Ott et al., 2019; Wang et al., 2020b) using
memory-efficient-fp16 training. Training for 50k steps takes approximately 36 hours
on a machine equipped with 8 NVIDIA RTX 3090 GPUs.

B.2.3 Compression Ablation Configurations

This section details the configurations for the ablation study on compression methods
presented in §5.7.1. To ensure fair comparison, we maintain a consistent parameter count
across all models by adding Transformer layers or MLPs where necessary. Architectural
modifications are restricted to the compression module and all other components remain
identical.
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• No Compression: We add two large MLPs with residual connections at the output
of the acoustic encoder. Each MLP consists of an up-projection to 8192, GELU
activation, and down-projection back to 1024.

• Length Adaptor: Following Li et al. (2021), we employ 2 strided convolutional
layers that sub-sample the acoustic encoder output by a factor of 4, followed by a
single Transformer layer.

• CTC-based Compression: Following Liu et al. (2020b); Gaido et al. (2021a), we
mean-pool consecutive representations with identical CTC labels (as described in
§5.4.1) and process the result with 3 Transformer layers.

• Tokenization Variants: For models using our proposed compression adapter with
different tokenization schemes (e.g., word vs. subword), we modify only the target
labels z used for the CTC loss.

B.2.4 Supervised ST Fine-tuning Details

This section provides details for the supervised fine-tuning experiments of §5.6.4. We train
for 20k steps with a learning rate of 4 · 10−5, using a linear warmup for 1k steps, a fixed
rate for 4k steps, and cosine annealing decay for the remainder.

For MEDIUM models, we fine-tune the parameters of the compression adapter, text encoder,
and text decoder, keeping the acoustic encoder, speech embedder, and text embedding
frozen. For LARGE models, we fine-tune only the compression adapter and apply Layer-
Norm and Adapter (LNA) fine-tuning to the text encoder-decoder (Li et al., 2021). We
note that more advanced fine-tuning parameter-efficient methods such as LoRA (Hu et al.,
2022) could potentially yield further improvements. For inference, we average the 10 best
checkpoints based on BLEU score on the MuST-C eng-deu dev set.

B.3 Machine Translation Models

Model Architecture. For the Machine Translation component, we utilize the NLLB-
600M and NLLB-1.3B models. These are dense Transformer networks distilled from
a 54B parameter Mixture-of-Experts (MoE) teacher model (NLLB, 2024), supporting
many-to-many translation across 202 languages.
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The NLLB-600M model consists of 12 layers in both the encoder and decoder, with
a model dimensionality of 1024, a feed-forward dimension of 4096, 16 attention heads,
ReLU activations, and a pre-layernorm configuration. The NLLB-1.3B model differs
by having 24 layers in both the encoder and decoder, and an increased feed-forward
dimension of 8192. Both variants share a multilingual vocabulary of 256k tokens, learned
via SentencePiece (Kudo and Richardson, 2018).

Fine-tuning Hyperparameters. To adapt the generic NLLB models to the specific
domains of MuST-C and CoVoST, we performed multilingual finetuning using the avail-
able transcription-translation pairs. We employed a batch size of 32k tokens for the
600M model and 64k tokens for the 1.3B model. Optimization was performed using
AdamW (Loshchilov and Hutter, 2019) with 2k warm-up updates and an inverse square
root scheduler.

We determined the optimal learning rate and dropout rate via a grid search over the
values {7.5 · 10−5, 1 · 10−4,2 · 10−4} and {0.1,0.2, 0.3}, respectively.9 Consistent with
the original NLLB training configuration (NLLB, 2024), we applied a dropout of 0.1
to attention weights, 0.0 to activations, and used label smoothing of 0.1. Evaluation on
the validation sets was performed every 500 steps, with early stopping triggered after 20
consecutive non-improving evaluations. The final model is obtained by averaging the 10
best checkpoints based on validation loss. Training was conducted with fp16 precision. For
the 1.3B version, we utilized memory-efficient-fp16 (Ott et al., 2019) to fit the model
on NVIDIA RTX 3090 GPUs. Convergence typically required 40k steps for MuST-C and
approximately 100k steps for CoVoST.

B.4 Cascade Speech Translation Systems

In this section, we detail the training configurations for the Cascade ST systems used as
baselines in the experiments of §5.6.3. These systems consist of an ASR model (either
CTC-based or Attention-based) chained with an MT model (either NLLB-600M or
NLLB-1.3B, optionally finetuned as described in §B.3).

9We ran 9 experiments on MuST-C for each NLLB version and transferred the optimal hyperparameters to
CoVoST.
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CTC ASR Models. The encoder architecture for the CTC-based ASR models is identical
to the acoustic encoder used in ZEROSWOT (see §B.2.1). We initialize the encoder using
the same pre-trained WAV2VEC 2.0 checkpoint and attach a randomly initialized CTC
head. We then fine-tune the entire model using the CTC objective on either the MuST-C
ASR or Common Voice datasets.

The data filtering and preprocessing pipelines are identical to those used for ZEROSWOT

(see §B.1), utilizing the standard CTC labeling scheme described in Table 5.1 (Row 1). We
use the AdamW optimizer (Loshchilov and Hutter, 2019) with a learning rate of 1 · 10−4,
a 1k step warmup, and an inverse square root scheduler. The effective batch size is 32
million tokens. Regularization includes dropout of 0.1 on activations and the CTC module,
along with WAV2VEC 2.0 masking (probability 0.5 for time masks of length 10; probability
0.25 for channel masks of size 64) (Baevski et al., 2020). We evaluate every 250 steps,
stopping after 10 consecutive evaluations without improvement, and average the 10 best
checkpoints. The final model has approximately 315 million parameters.

Attention-based Encoder-Decoder (AED) ASR Models. The encoder architecture
remains identical to the CTC ASR model. The decoder consists of 6 Transformer layers
with a dimensionality of 768, a feed-forward dimension of 3072, 8 attention heads, GELU
activations (Hendrycks and Gimpel, 2023), and pre-layernorm configuration.

We initialize the encoder with a pre-trained WAV2VEC 2.0 LARGE checkpoint10 and train
the full encoder-decoder model using cross-entropy loss on LibriSpeech. Subsequently, we
fine-tune it on either MuST-C ASR or Common Voice. The target vocabulary size is 16k,
learned jointly across all three ASR datasets using SentencePiece. Data filtering follows
the procedures in §B.1.

Hyperparameters are consistent across the pre-training (LibriSpeech) and fine-tuning
phases. We use AdamW with a learning rate of 2 · 10−4, a 1k step warmup, inverse square
root scheduler, and a batch size of 32 million tokens. Encoder masking and dropout match
the CTC configuration, while the decoder uses a dropout of 0.1 and label smoothing of
0.1. We evaluate every 500 steps, apply early stopping after 10 non-improving updates,
and average the 10 best checkpoints. The total parameter count is approximately 390
million.

10Wav2Vec 2.0 Large (LV-60) / 960 hours / Libri-Light + Librispeech
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Inference. Cascade inference is performed sequentially: we first generate the transcript
from the ASR model using beam search with a beam size of 5. This transcript is then
passed to the MT model, which generates the final translation, also using a beam size of
5.

B.5 Evaluation

The evaluation of all models, either MT, ZEROSWOT, ASR, Cascade ST, or Supervised ST
remains the same. We apply checkpoint averaging to the 10 best checkpoints according to
the corresponding validation metric, and generate with a beam search of 5. We measure
translation quality with BLEU (Papineni et al., 2002) using sacreBLEU (Post, 2018).11 For
comparing with SEAMLESSM4T, we follow their evaluation, and using a char tokenization
for Mandarin Chinese, Japanese, Thai, Lao and Burmese (Seamless Communication,
2023a). We do not carry statistical significance testing since in almost all results we are
comparing average BLEU scores across many language directions. Although BLEU as a
metric has its limitations (Mathur et al., 2020b), we opted to use it for comparison with
previous methods from the literature.

B.6 Additional Results

B.6.1 Massively Multilingual Evaluation on FLEURS

To verify the massively multilingual capabilities of our method, we evaluate ZEROSWOT

on the FLEURS benchmark (Conneau et al., 2023), which is based on FLORES-101 (Goyal
et al., 2022). We use the English-to-X portion of the dataset, covering 88 target languages.
This evaluation tests whether the alignment learned by the speech encoder generalizes to
the vast language coverage of the underlying NLLB model.

We evaluate two variants of our model: one trained solely on Common Voice (Ardila
et al., 2020), and another trained with additional ASR data from MuST-C (Di Gangi et al.,
2019a) and LibriSpeech (Panayotov et al., 2015) (“+ More ASR Data”). Both variants

11BLEU|nrefs:1|case:mixed|eff:no|tok:13a|smooth:exp|version:2.3.1
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Model Type Medium Large

NLLB MT (upper bound) 22.5 24.8

SEAMLESSM4T-V1 Supervised E2E ST 19.2 21.5

Cascade (AED-ASR→ NLLB) Cascade ST 17.8 20.2
ZEROSWOT Zero-shot ST 18.1 20.1
ZEROSWOT (+ More ASR Data) Zero-shot ST 18.4 20.3

Table B.2: Average BLEU scores on the FLEURS test set (English → 88 languages). We
compare ZEROSWOT against the NLLB text baseline, a strong cascade, and the
supervised SEAMLESSM4T model. Results of SEAMLESSM4T-V1 taken from
Seamless Communication, 2023a. NLLB results are obtained with NLLB-600M
and NLLB-1.3B. “+ More ASR Data” indicates training with additional ASR
data from MuST-C and LibriSpeech. Bold indicates the best ST score in each size
category.

are strictly testing out-of-domain knowledge since the evaluation test of FLEURS is of
different domain than our ASR training data, and NLLB is not adapted. Thus, we test for
massive multilinguality while operating in a pure zero-shot scenario with respect to task,
languages and domains (Scenario A in Table 5.4).

We compare these against three baselines:

• NLLB (MT): The text-to-text translation performance, serving as an upper bound
or oracle for the speech translation models.

• Cascade (AED-ASR→ NLLB): A strong cascade system combining an Attention-
based Encoder-Decoder ASR model trained on Common Voice with the NLLB
translation model.

• SEAMLESSM4T: A state-of-the-art supervised End-to-End ST model trained on
400k hours of audio data (Seamless Communication, 2023a).

The results, summarized in Table B.2, demonstrate the robustness of our approach. Despite
being a zero-shot model, ZEROSWOT achieves performance comparable to the strong
supervised baseline SEAMLESSM4T, particularly in the LARGE configuration (20.3 vs
21.5 BLEU), even though SEAMLESSM4T utilizes orders of magnitude more training data.
Furthermore, our method performs on par with the strong cascade system (18.1 vs 17.8 for
Medium, 20.1 vs 20.2 for Large), confirming that the cross-modal alignment is as effective
as explicit transcription for multilingual transfer. Adding more English ASR data yields
consistent, albeit small, improvements (+0.3/+0.2 BLEU), suggesting that the quality of
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the speech encoder’s representations can still be enhanced in the presence of more training
data.

B.6.2 Extended Results in MuST-C and CoVoST

MuST-C. In Table B.3 we provide a summary of all obtained results in MuST-C, with
our ST results using our ZEROSWOT and cascade models, as well as our MT results
with the original and finetuned NLLB models. We also provide more results from the
literature for both zero-shot and supervised ST models. Note on performance drop of
CTC-based Cascade when moving from the original NLLB model (scenario B) to the
finetuned one (scenario C). We hypothesize that the original NLLB can better handle the
noisy English text produces by the CTC ASR model, due to the abundance of data it was
trained on. When finetuning it using the MuST-C MT data, the model losses some of this
capacity. In Table B.4 we provide the WER scores in MuST-C of the ASR models trained
for the CTC-based and AED-based cascades (§5.6.3). Models trained on Common Voice
correspond to out-of-domain training (Scenario A), while models trained on MuST-C ASR
correspond to scenarios B and C.

CoVoST. In Table B.5 we present the extended results on CoVoST 2, including the ST
results of ZEROSWOT, the supervised ST results of the baselines, and the MT results with
the original NLLB models and our CoVoST-finetuned adapted variants.
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Models MuST-C Data Params BLEU

ASR MT deu spa fra ita nld por ron rus Average

Machine Translation
NLLB-MEDIUM (original, used in A, B) - ✗ 0.6 32.7 36.9 45.2 32.2 36.0 37.4 30.3 21.0 34.0
NLLB-MEDIUM-FT This Work - ✓ 0.6 34.4 38.8 44.6 34.7 39.0 41.6 32.1 22.4 35.9
NLLB-LARGE (original, used in A, B) - ✗ 1.3 34.6 38.6 46.8 33.7 38.2 39.6 31.8 23.2 35.8
NLLB-LARGE-FT This Work - ✓ 1.3 35.3 39.9 45.8 36.0 40.6 43.1 32.6 23.9 37.2

Zero-shot End-to-End Speech Translation
MULTISLT (Escolano et al., 2021b) ✓ ✓ 0.05 6.8 6.8 10.9 - - - - - -
T-MODULES (Duquenne et al., 2022) ✓ ✗ 2 23.8 27.4 32.7 - - - - - -
DCMA (Wang et al., 2022) ✓ ✗ 0.15 22.4 24.6 29.7 18.4 22.0 24.2 16.8 11.8 21.2
DCMA (Wang et al., 2022) ✓ ✓ 0.15 24.0 26.2 33.1 24.1 28.3 29.2 22.2 16.0 25.4
SIMZEROCR (Gao et al., 2024) ✓ ✓ 0.15 25.1 27.0 34.6 - - - - 15.6 -
TOWARDS-ZERO-SHOT (Yang et al., 2023) ✓ ✗ 0.1 23.4 26.5 33.7 - - - - - -
TOWARDS-ZERO-SHOT (Yang et al., 2023) ✓ ✓ 0.1 26.5 29.5 35.3 - - - - - -

This Work Zero-shot End-to-End Speech Translation
ZEROSWOT-SMALL

(WAV2VEC 2.0-BASE / NLLB-MEDIUM) (B) ✓ ✗ 0.1 / 0.7 27.0 31.6 35.6 26.6 30.9 31.5 25.1 17.9 28.3

ZEROSWOT-MEDIUM

(WAV2VEC 2.0-LARGE / NLLB-MEDIUM)

(A) ✗ ✗ 0.35 / 0.95 24.8 30.0 32.6 24.1 28.6 28.8 22.9 16.4 26.0
(B) ✓ ✗ 0.35 / 0.95 28.5 33.1 37.5 28.2 32.3 32.9 26.0 18.7 29.6
(C) ✓ ✓ 0.35 / 0.95 30.5 34.9 39.4 30.6 35.0 37.1 27.8 20.3 31.9

ZEROSWOT-LARGE

(WAV2VEC 2.0-LARGE / NLLB-LARGE)

(A) ✗ ✗ 0.35 / 1.65 26.5 31.1 33.5 25.4 29.9 30.6 24.3 18.0 27.4
(B) ✓ ✗ 0.35 / 1.65 30.1 34.8 38.9 29.8 34.4 35.3 27.6 20.4 31.4
(C) ✓ ✓ 0.35 / 1.65 31.2 35.8 40.5 31.4 36.3 38.3 28.0 21.5 32.9

This Work Cascaded Speech Translation with CTC ASR model

WAV2VEC 2.0→ NLLB-MEDIUM

(A) ✗ ✗ (0.3 + 0.6) / 0.9 21.9 24.4 27.5 19.3 23.7 24.0 19.8 14.2 21.8
(B) ✓ ✗ (0.3 + 0.6) / 0.9 26.1 28.1 32.6 22.9 27.9 27.9 23.5 16.6 25.7
(C) ✓ ✓ (0.3 + 0.6) / 0.9 25.1 26.8 30.1 20.9 27.6 28.5 20.7 17.8 24.7

WAV2VEC 2.0→ NLLB-LARGE

(A) ✗ ✗ (0.3 + 1.3) / 1.6 24.7 27.1 30.3 21.6 26.8 27.4 22.9 16.9 24.7
(B) ✓ ✗ (0.3 + 1.3) / 1.6 27.8 29.9 34.4 24.6 29.6 30.0 25.6 18.5 27.5
(C) ✓ ✓ (0.3 + 1.3) / 1.6 27.0 28.4 31.9 22.6 29.5 31.4 22.1 19.0 26.5

This Work Cascaded Speech Translation with Attention-based Encoder-Decoder ASR model

WAV2VEC 2.0-TRANSFORMER

→ NLLB-MEDIUM

(A) ✗ ✗ (0.4 + 0.6) / 1 24.3 27.9 33.2 23.0 27.0 27.2 22.5 16.7 25.2
(B) ✓ ✗ (0.4 + 0.6) / 1 29.0 32.6 39.8 27.9 32.0 32.9 27.1 18.9 30.0
(C) ✓ ✓ (0.4 + 0.6) / 1 31.1 34.4 41.4 30.2 34.7 37.2 28.3 20.6 32.2

WAV2VEC 2.0-TRANSFORMER

→ NLLB-LARGE

(A) ✗ ✗ (0.4 + 1.3) / 1.7 25.8 29.0 34.5 24.4 28.7 27.5 23.6 18.2 26.5
(B) ✓ ✗ (0.4 + 1.3) / 1.7 30.8 33.5 41.6 29.4 33.2 33.3 28.1 20.2 31.3
(C) ✓ ✓ (0.4 + 1.3) / 1.7 32.0 35.3 42.5 31.2 36.0 38.4 28.8 21.6 33.2

Supervised End-to-End Speech Translation
CHIMERA (Han et al., 2021) ✓ 0.15 27.1 30.6 35.6 25.0 29.2 30.2 24.0 17.4 27.4
STEMM (Fang et al., 2022) ✓ 0.15 28.7 31.0 37.4 25.8 30.5 31.7 24.5 17.8 28.4
CONST (Ye et al., 2022) ✓ 0.15 28.3 32.0 38.3 27.2 31.7 33.1 25.6 18.9 29.4
STPT (Tang et al., 2022) ✓ 0.15 29.2 33.1 39.7 - - - - - -
SPEECHUT (Zhang et al., 2022b) ✓ 0.15 30.1 33.6 41.4 - - - - - -
CMOT (Zhou et al., 2023) ✓ 0.15 29.0 32.8 39.5 27.5 32.1 33.5 26.0 19.2 30.0
SIAMESE-PT (Le et al., 2023) ✓ 0.25 27.9 31.8 39.2 27.7 31.7 34.2 27.0 18.5 29.8
CRESS (Fang and Feng, 2023) ✓ 0.15 29.4 33.2 40.1 27.6 32.2 33.6 26.4 19.7 30.3
SIMREGCR (Gao et al., 2024) ✓ 0.15 29.2 33.0 40.0 28.2 32.7 34.2 26.7 20.1 30.5
LST-7B (Zhang et al., 2023b) ✓ 7 / 7.3 29.2 33.1 40.8 - - - - - -
LST-13B (Zhang et al., 2023b) ✓ 13 / 13.3 30.4 35.3 41.6 - - - - - -

This Work Experiments on Compression with ZEROSWOT-MEDIUM (B) from Table 5.10
Without Compression ✓ ✗ 0.35 / 0.95 27.6 33.0 36.4 27.4 31.5 32.0 25.2 18.2 28.9
Length Adaptor (ds ×4) ✓ ✗ 0.35 / 0.95 27.8 32.4 36.7 27.9 31.4 31.6 25.4 18.3 28.9
Character-level Compr. ✓ ✗ 0.35 / 0.95 27.9 32.6 36.9 27.8 31.8 31.4 25.4 18.1 29.0
Compr. Adapter w/ Word Tok. ✓ ✗ 0.35 / 0.95 26.4 31.0 33.7 25.7 29.6 30.3 24.1 17.3 27.2
Compr. Adapter w/ Subword Tok. ✓ ✗ 0.35 / 0.95 27.3 32.5 35.4 26.4 31.0 31.6 25.0 18.3 28.4

Table B.3: Extended Results on MuST-C tst-COMMON.
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Models Type ASR Data Params WER (↓)
deu spa fra ita nld por ron rus Average

WAV2VEC 2.0 CTC Common Voice 0.3 42.5 42.5 42.5 42.6 42.6 42.6 42.5 42.5 42.5
WAV2VEC 2.0 CTC MuST-C 0.3 21.4 21.4 21.4 21.4 21.4 21.5 21.5 21.5 21.4
WAV2VEC 2.0 - TRANSFORMER AED Common Voice 0.4 20.4 20.9 20.5 20.7 20.3 21.1 20.8 20.6 20.7
WAV2VEC 2.0 - TRANSFORMER AED MuST-C 0.4 9.8 10.1 9.8 10.0 9.6 10.6 10.2 9.9 10.0

Table B.4: Word-error-rate (WER) ASR Results on MuST-C eng→xxx tst-COMMON. Note that
these are English ASR results, essentially evaluated on the audio-transcription pairs
of each eng→xxx test set. AED stands for attention-based encoder-decoder.

Models Params ara cat cym deu est fas ind jpn lav mon slv swe tam tur zho Average

Machine Translation
Original Models, used in B

NLLB-MEDIUM 0.6 20.0 39.0 26.3 35.5 23.4 15.7 39.6 21.8 14.8 10.4 30.3 41.1 20.2 21.1 34.8 26.3
NLLB-LARGE 1.3 23.3 43.5 33.5 37.9 27.9 16.6 41.9 23.0 20.0 13.1 35.1 43.8 21.7 23.8 37.5 29.5

This Work Finetuned in CoVoST MT, used in C
NLLB-MEDIUM-FT 0.6 28.5 46.3 35.5 37.1 31.5 29.2 45.2 38.4 29.1 22.0 37.7 45.4 29.9 23.0 46.7 35.0
NLLB-LARGE-FT 1.3 29.9 47.8 35.6 38.8 32.7 29.9 46.4 39.5 29.9 21.7 39.3 46.8 31.0 24.4 48.2 36.1

This Work Zero-shot End-to-End Speech Translation
ZEROSWOT-MEDIUM (B) 1.0 17.6 32.5 18.0 29.9 20.4 16.3 32.4 32.0 13.3 10.0 25.2 34.4 17.8 15.6 30.5 23.1
ZEROSWOT-MEDIUM (C) 1.0 24.4 38.7 28.8 31.2 26.2 26.0 36.0 46.0 24.8 19.0 31.6 37.8 24.4 18.6 39.0 30.2
ZEROSWOT-LARGE (B) 1.7 19.8 36.1 22.6 31.8 23.6 16.8 34.2 33.6 17.5 11.8 28.9 36.8 19.1 17.5 32.2 25.5
ZEROSWOT-LARGE (C) 1.7 25.7 40.0 29.0 32.8 27.2 26.6 37.1 47.1 25.7 18.9 33.2 39.3 25.3 19.8 40.5 31.2

Supervised End-to-End Speech Translation
XLS-R-0.3B 0.3 16.3 28.7 29.1 23.6 19.6 19.0 27.4 36.9 19.3 13.2 22.4 29.1 15.6 15.0 33.5 23.2
XLS-R-1B 1.0 19.2 32.1 31.8 26.2 22.4 21.3 30.3 39.9 22.0 14.9 25.4 32.3 18.1 17.1 36.7 26.0
XLS-R-2B 2.0 20.7 34.2 33.8 28.3 24.1 22.9 32.5 41.5 23.5 16.2 27.6 34.5 19.8 18.6 38.5 27.8
SEAMLESSM4T-V1-MEDIUM 1.2 20.8 37.3 29.9 31.4 23.3 17.2 34.8 37.5 19.5 12.9 29.0 37.3 18.9 19.8 30.0 26.6
SEAMLESSM4T-V1-LARGE 2.3 24.5 41.6 33.6 35.9 28.5 19.3 39.0 39.4 23.8 15.7 35.0 42.5 22.7 23.9 33.1 30.6
SEAMLESSM4T-V2-LARGE 2.3 25.4 43.6 35.5 37.0 29.3 19.2 40.2 39.7 24.8 16.4 36.2 43.7 23.4 24.7 35.9 31.7

Table B.5: Extended Results (BLEU scores) on CoVoST 2 test. All results are reported in
BLEU. Results of previous works on supervised ST from XLS-R (Babu et al., 2022),
SEAMLESSM4T-V1 (Seamless Communication, 2023a), and SEAMLESSM4T-
V2 (Seamless Communication, 2023b).

241



C Supplement to “Character-level
Modeling for Enhanced Modality
Transfer”

C.1 Data and Languages

In Tables C.1 and C.2, we provide details about the languages and the amounts of data
used in our experiments. The numbers for the MT data are in millions and indicate the
amount remaining after filtering with BLASER-2.0-QE (Dale and Costa-jussà, 2024).
The numbers for ASR are in thousands. The resourcefulness label (low, medium, or high)
of each language is defined separately for each modality and indicates which of the three
percentiles of the data distribution the language belongs to. An empty resourcefulness
level means that no data are available; consequently, when evaluated, our model operates
in a fully zero-shot setting.
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Language Code FL+ MMS Family Subgrouping Script
MT ASR

#M / Res #K / Res

Aragonese arg_Latn ✓ ✗ Indo-European Italic Latin 0.1 new 0.0 -
Asturian ast_Latn ✗ ✓ Indo-European Italic Latin 0.2 low 0.4 -
Awadhi awa_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 0.4 low 0.0 -

South Azerbaijani azb_Arab ✗ ✓ Turkic Common Turkic Arabic 0.3 low 0.0 -
North Azerbaijani azj_Latn ✗ ✓ Turkic Common Turkic Latin 9.4 med 0.1 low

Bashkir bak_Cyrl ✗ ✓ Turkic Common Turkic Cyrillic 1.7 med 119.2 -
Belarusian bel_Cyrl ✗ ✓ Indo-European Balto-Slavic Cyrillic 11.5 med 347.6 high
Bhojpuri bho_Deva ✗ ✗ Indo-European Indo-Aryan Devanagari 0.6 low 0.0 -
Bosnian bos_Latn ✗ ✓ Indo-European Balto-Slavic Latin 21.8 high 0.0 -

Boro brx_Deva ✓ ✗ Sino-Tibetan Tibeto-Burman Devanagari 0.1 new 0.0 -
Bulgarian bul_Cyrl ✗ ✓ Indo-European Balto-Slavic Cyrillic 39.3 high 4.8 med
Catalan cat_Latn ✗ ✓ Indo-European Italic Latin 10.1 med 1146.2 high

Valencian cat_Latn_vale1252 ✓ ✗ Indo-European Italic Latin 0.0 new 0.0 -
Czech ces_Latn ✗ ✓ Indo-European Balto-Slavic Latin 52.3 high 20.1 med

Chuvash chv_Cyrl ✓ ✓ Turkic Oghuric Cyrillic 1.2 new 1.4 -
Central Kurdish ckb_Arab ✗ ✓ Indo-European Iranian Arabic 1.7 med 7.7 -
Crimean Tatar crh_Latn ✗ ✓ Turkic Common Turkic Latin 0.2 low 0.0 -

Dogri dgo_Deva ✓ ✓ Indo-European Indo-Aryan Devanagari 0.1 new 0.0 -
Greek ell_Grek ✗ ✓ Indo-European Graeco-Phrygian Greek 52.6 high 1.9 low

Estonian est_Latn ✗ ✓ Uralic Finnic Latin 16.9 high 3.2 med
Finnish fin_Latn ✗ ✓ Uralic Finnic Latin 32.6 high 2.1 low
French fra_Latn ✗ ✓ Indo-European Italic Latin 144.9 high 558.1 high
Friulian fur_Latn ✗ ✗ Indo-European Italic Latin 0.2 low 0.0 -
Galician glg_Latn ✗ ✓ Indo-European Italic Latin 6.5 med 25.2 high
Konkani gom_Deva ✓ ✗ Indo-European Indo-Aryan Devanagari 0.1 new 0.0 -

Hindi hin_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 35.6 high 4.7 med
Chhattisgarhi hne_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 0.3 low 0.0 -

Croatian hrv_Latn ✗ ✓ Indo-European Balto-Slavic Latin 17.1 high 0.0 -
Hungarian hun_Latn ✗ ✓ Uralic – Latin 32.6 high 37.1 high

Italian ita_Latn ✗ ✓ Indo-European Italic Latin 95.7 high 169.8 high
Karakalpak kaa_Latn ✓ ✓ Turkic Kipchak Latin 0.3 new 0.0 -
Kashmiri kas_Deva ✗ ✗ Indo-European Indo-Aryan Devanagari 0.1 low 0.0 -
Kazakh kaz_Cyrl ✗ ✓ Turkic Common Turkic Cyrillic 5.6 med 0.5 low

Halh Mongolian khk_Cyrl ✗ ✓ Mongolic-Khitan Mongolic Cyrillic 0.5 low 2.2 low
Kyrgyz kir_Cyrl ✗ ✓ Turkic Common Turkic Cyrillic 2.7 med 1.8 -

Northern Kurdish kmr_Latn ✗ ✓ Indo-European Iranian Latin 0.7 med 5.1 -
Ligurian lij_Latn ✗ ✗ Indo-European Italic Latin 0.2 low 1.6 -

Lithuanian lit_Latn ✗ ✓ Indo-European Balto-Slavic Latin 14.0 high 7.3 med
Lombard lmo_Latn ✗ ✗ Indo-European Italic Latin 0.3 low 0.0 -
Latgalian ltg_Latn ✗ ✗ Indo-European Balto-Slavic Latin 0.3 low 3.7 -

Standard Latvian lvs_Latn ✗ ✓ Indo-European Balto-Slavic Latin 2.8 med 11.4 med
Magahi mag_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 0.3 low 0.0 -
Maithili mai_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 0.4 low 0.0 -
Marathi mar_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 11.8 med 2.2 low

Table C.1: Language details (Part 1 of 2). FL+: FLORES+, Res: Resourcefulness level.
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Language Code FL+ MMS Family Subgrouping Script
MT ASR

#M / Res #K / Res

Meadow Mari mhr_Cyrl ✓ ✓ Uralic Finno-Ugric Cyrillic 0.4 new 185.9 -
Macedonian mkd_Cyrl ✗ ✓ Indo-European Balto-Slavic Cyrillic 6.8 med 1.7 low

Erzya myv_Cyrl ✓ ✓ Uralic Mordvinic Cyrillic 0.1 new 1.2 -
Nepali npi_Deva ✗ ✓ Indo-European Indo-Aryan Devanagari 4.5 med 0.3 low
Occitan oci_Latn ✗ ✓ Indo-European Italic Latin 0.2 low 0.3 low
Aranese oci_Latn_aran1260 ✓ ✗ Indo-European Italic Latin 0.0 new 0.0 -

Southern Pashto pbt_Arab ✗ ✗ Indo-European Iranian Arabic 0.9 med 0.0 -
Western Persian pes_Arab ✗ ✓ Indo-European Iranian Arabic 15.0 high 28.9 high

Polish pol_Latn ✗ ✓ Indo-European Balto-Slavic Latin 60.4 high 20.7 med
Portuguese por_Latn ✗ ✓ Indo-European Italic Latin 116.8 high 22.0 med

Dari prs_Arab ✗ ✗ Indo-European Iranian Arabic 0.9 med 0.0 -
Romanian ron_Latn ✗ ✓ Indo-European Italic Latin 59.9 high 5.1 med
Russian rus_Cyrl ✗ ✓ Indo-European Balto-Slavic Cyrillic 89.0 high 26.4 high
Sanskrit san_Deva ✗ ✗ Indo-European Indo-Aryan Devanagari 0.3 low 0.0 -
Sicilian scn_Latn ✗ ✗ Indo-European Italic Latin 0.2 low 0.0 -
Slovak slk_Latn ✗ ✓ Indo-European Balto-Slavic Latin 29.7 high 3.3 med

Slovenian slv_Latn ✗ ✓ Indo-European Balto-Slavic Latin 20.8 high 1.4 low
Sindhi snd_Deva ✓ ✓ Indo-European Indo-Aryan Devanagari 0.0 new 0.0 -

Spanish spa_Latn ✗ ✓ Indo-European Italic Latin 202.0 high 336.8 high
Sardinian srd_Latn ✗ ✗ Indo-European Italic Latin 0.2 low 0.5 -
Serbian srp_Cyrl ✗ ✓ Indo-European Balto-Slavic Cyrillic 5.5 med 1.9 low
Silesian szl_Latn ✗ ✗ Indo-European Balto-Slavic Latin 0.4 low 0.0 -

Tatar tat_Cyrl ✗ ✓ Turkic Common Turkic Cyrillic 2.1 med 9.3 -
Tajik tgk_Cyrl ✗ ✓ Indo-European Iranian Cyrillic 1.1 med 0.0 -

Turkmen tuk_Latn ✗ ✓ Turkic Common Turkic Latin 0.6 low 0.8 -
Turkish tur_Latn ✗ ✓ Turkic Common Turkic Latin 47.4 high 35.1 high
Tuvan tyv_Cyrl ✓ ✗ Turkic Common Turkic Cyrillic 0.2 new 0.0 -

Uyghur uig_Arab ✗ ✓ Turkic Common Turkic Arabic 0.8 med 9.7 -
Ukrainian ukr_Cyrl ✗ ✓ Indo-European Balto-Slavic Cyrillic 12.2 med 25.1 med

Northern Uzbek uzn_Latn ✗ ✓ Turkic Common Turkic Latin 4.1 med 48.5 high
Venetian vec_Latn ✗ ✗ Indo-European Italic Latin 0.2 low 0.0 -

Table C.2: Language details (Part 2 of 2). FL+: FLORES+, Res: Resourcefulness level.

C.2 Additional Results

Detailed Text Translation Results. In Table C.3 we present the per-language text
translation results for the models of Table 6.3, including NLLB-1.3B (NLLB, 2024), the
original SONAR (Duquenne et al., 2023), as well as our SONAR and CHARSONAR
models trained on 63 (only base) and 75 (base and new) languages. Overall, CHARSONAR
models outperform their subword-based counterparts, and for the majority of languages,
they additionally surpass NLLB-1.3B.

244



C Supplement to “Character-level Modeling for Enhanced Modality Transfer”

Cross-lingual Similarity Results. Table 6.8 provides the cross-lingual similarity error
rates for our text encoders. It compliments text translation results of Table 6.3, and confirms
our findings, that CHARSONAR outperforms the subword-based models, especially for
low-resource and new languages.

Text Results Grouped by Linguistic Family and Script. In Tables C.5 and C.6, we
present the per linguistic family and script results of our text encoders in translation
and cross-lingual similarity search. We observe that for base languages that are already
supported by the teacher SONAR (Duquenne et al., 2023), the CHARSONAR encoder
outperforms the subword-based encoders in all categories, apart from the single group
that contains the Greek language, and only in cross-lingual similarity search. For the new
languages, we notice that our method performs better in all categories for translation, but
the subword-based model is better for the Turkic and Uralic families, and Cyrillic script in
cross-lingual similarity search.

Data Filtering Thresholds. In Figure C.1 we present our ablation for deciding the
BLASER-2.0-QE (Dale and Costa-jussà, 2024) data filtering threshold. To speed-up
experimentation and use less data, we filtered with 4.5 for the initial exploration, but for
the main experiments we used a threshold of 4.
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Figure C.1: XCOMET scores vs. BLASER-2.0-QE filtering threshold for CHARSONAR
and SONAR in FLORES dev. Results with the ablation group of 15 languages
including the ones form the Uralic family and the ones using the Cyrillic script.
XCOMET scores are average of xxx→eng for all the 15 languages in the group.
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Detailed Speech Translation Results. In Table C.7, we present the per-language speech
translation results for the models of Table 6.7. We also add results from the original
SONAR Speech Encoders (Duquenne et al., 2023), which were excluded from the main
table since they do not support all the languages with which we experiment. Furthermore,
Table C.7 includes more than 33 languages, since for ease of presentation, in the main
results we presented the ones that were both supported by WHISPER and our models. We
indicate the languages not taken into account for the results of Table 6.7. Our analytic
results confirm the efficacy of our method, where with the Dual Adapter trained on
Common Voice and FLEURS, outperforms all other models in the majority of the languages.
Furthermore we also notice that for several high-resource languages, a cascade of WHISPER

and CHARSONAR is very competitive. On the other hand, the previous state-of-the-art
model, SEAMLESSM4T, obtains the best results in only 4 languages.
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NLLB SONAR SONAR-63 CHARSONAR-63 SONAR-75 CHARSONAR-75

arg_Latn 0.867† 0.860† 0.910† 0.912† 0.931 0.917
ast_Latn 0.918 0.909 0.920 0.928 0.920 0.927
awa_Deva 0.918 0.861 0.894 0.896 0.898 0.898
azb_Arab 0.632 0.513 0.698 0.698 0.681 0.696
azj_Latn 0.910 0.741 0.863 0.868 0.865 0.870
bak_Cyrl 0.916 0.900 0.915 0.920 0.916 0.918
bel_Cyrl 0.928 0.905 0.922 0.926 0.920 0.926
bho_Deva 0.907 0.879 0.902 0.908 0.904 0.906
bos_Latn 0.961 0.953 0.960 0.960 0.959 0.960
brx_Deva∗ 0.208† 0.203† 0.217† 0.216† 0.841 0.851
bul_Cyrl 0.954 0.952 0.952 0.953 0.952 0.954
cat_Latn 0.954 0.949 0.952 0.956 0.952 0.956
cat_Latn_vale1252 0.903† 0.886† 0.952† 0.955† 0.952† 0.955†

ces_Latn 0.954 0.953 0.955 0.956 0.955 0.956
chv_Cyrl 0.240† 0.251† 0.274† 0.268† 0.851 0.855
ckb_Arab 0.881 0.872 0.882 0.889 0.884 0.890
crh_Latn 0.907 0.890 0.909 0.920 0.914 0.918
dgo_Deva∗ 0.606† 0.567† 0.575† 0.590† 0.895 0.899
ell_Grek 0.940 0.932 0.938 0.938 0.937 0.939
est_Latn 0.940 0.935 0.942 0.945 0.942 0.945
fin_Latn 0.942 0.936 0.945 0.946 0.944 0.947
fra_Latn 0.965 0.961 0.961 0.961 0.959 0.961
fur_Latn 0.931 0.930 0.937 0.938 0.936 0.938
glg_Latn 0.957 0.951 0.954 0.957 0.954 0.957
gom_Deva∗ 0.511† 0.477† 0.607† 0.635† 0.869 0.880
hin_Deva 0.939 0.935 0.934 0.935 0.934 0.938
hne_Deva 0.911 0.902 0.913 0.915 0.912 0.916
hrv_Latn 0.947 0.949 0.954 0.954 0.954 0.954
hun_Latn 0.946 0.940 0.945 0.948 0.945 0.947
ita_Latn 0.957 0.954 0.951 0.954 0.952 0.954
kaa_Latn 0.349† 0.359† 0.698† 0.767† 0.917 0.924
kas_Deva 0.657 0.600 0.674 0.704 0.681 0.710
kaz_Cyrl 0.918 0.908 0.912 0.917 0.909 0.917
khk_Cyrl 0.852 0.838 0.863 0.873 0.865 0.876
kir_Cyrl 0.908 0.898 0.911 0.915 0.909 0.915
kmr_Latn 0.784 0.776 0.789 0.804 0.789 0.800
lij_Latn 0.907 0.896 0.912 0.914 0.910 0.914
lit_Latn 0.930 0.921 0.933 0.938 0.934 0.937
lmo_Latn 0.866 0.833 0.884 0.900 0.885 0.898
ltg_Latn 0.888 0.866 0.900 0.917 0.900 0.916
lvs_Latn 0.928 0.915 0.932 0.938 0.932 0.937
mag_Deva 0.931 0.927 0.926 0.935 0.929 0.930
mai_Deva 0.930 0.881 0.907 0.905 0.906 0.906
mar_Deva 0.929 0.920 0.920 0.925 0.921 0.927
mhr_Cyrl∗ 0.262† 0.278† 0.268† 0.307† 0.896 0.901
mkd_Cyrl 0.946 0.942 0.946 0.952 0.947 0.951
myv_Cyrl 0.245† 0.243† 0.251† 0.259† 0.851 0.846
npi_Deva 0.926 0.881 0.900 0.901 0.900 0.901
oci_Latn 0.956 0.952 0.958 0.958 0.957 0.959
oci_Latn_aran1260 0.505† 0.500† 0.569† 0.576† 0.566† 0.571†

pbt_Arab 0.866 0.855 0.870 0.872 0.872 0.874
pes_Arab 0.924 0.918 0.922 0.926 0.925 0.926
pol_Latn 0.950 0.946 0.946 0.949 0.948 0.948
por_Latn 0.963 0.960 0.961 0.962 0.960 0.962
prs_Arab 0.901 0.900 0.908 0.910 0.908 0.910
ron_Latn 0.964 0.961 0.963 0.964 0.964 0.964
rus_Cyrl 0.950 0.942 0.944 0.946 0.944 0.946
san_Deva 0.749 0.702 0.731 0.737 0.732 0.742
scn_Latn 0.896 0.877 0.904 0.915 0.905 0.914
slk_Latn 0.955 0.951 0.953 0.956 0.952 0.955
slv_Latn 0.944 0.943 0.948 0.951 0.948 0.951
snd_Deva∗ 0.466† 0.464† 0.512† 0.497† 0.860 0.869
spa_Latn 0.950 0.949 0.946 0.948 0.946 0.948
srd_Latn 0.909 0.902 0.917 0.918 0.915 0.916
srp_Cyrl 0.949 0.943 0.950 0.954 0.950 0.954
szl_Latn 0.930 0.920 0.934 0.942 0.933 0.940
tat_Cyrl 0.927 0.915 0.925 0.927 0.925 0.928
tgk_Cyrl 0.915 0.903 0.915 0.925 0.916 0.923
tuk_Latn 0.893 0.882 0.898 0.910 0.904 0.912
tur_Latn 0.946 0.940 0.943 0.946 0.945 0.945
tyv_Cyrl 0.281† 0.313† 0.366† 0.381† 0.880 0.884
uig_Arab 0.863 0.853 0.859 0.868 0.859 0.867
ukr_Cyrl 0.948 0.942 0.945 0.948 0.946 0.949
uzn_Latn 0.931 0.914 0.918 0.924 0.920 0.926
vec_Latn 0.920 0.907 0.931 0.933 0.930 0.936

Table C.3: Text Translation XCOMET scores in FLORES+ devtest xxx→eng. ∗ indicates translation
is evaluated on dev split (some newly added languages in FLORES+ do not have a devtest
split). † indicates that the result is zero-shot. Underlined is the best among the zero-shot for
each language, if any. In bold is the best for supervised results for each language, if any.
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Model Low
(21)

Med
(21)

High
(21)

All
(63)

New
(12)

Previous Works (trained on the 200 base languages)
NLLB-1.3B (NLLB, 2024) - - - - -
SONAR (Duquenne et al., 2023) 13.1 10.1 7.3 10.2 52.7†

This work (trained on 75 languages; 63 base + 12 new)
SONAR-75 9.0 7.7 5.8 7.5 12.6
CHARSONAR-75 8.4 7.2 5.5 7.0 12.3
∆ 0.6 0.5 0.3 0.5 0.3

This work (trained only on 63 base languages)
SONAR-63 8.8 7.7 5.8 7.5 42.9†

CHARSONAR-63 8.3 7.2 5.5 7.0 42.2†

∆ 0.5 0.5 0.3 0.5 0.7

Table C.4: Cross-lingual similarity search xsim++ (↓) error rates on FLORES devtest
(xxx→eng), grouped by resourcefulness level (Low/Med/High) and New languages.
† indicates zero-shot evaluation. In bold is the best overall and underlined is the best
zero-shot. ∆ refers to the difference between CHARSONAR-N and SONAR-N
models.

Grouped by Linguistic Family Grouped by Script

Indic Romance Turkic Uralic Devanagari Latin Cyrillic

# Languages 4 3 3 2 4 4 4

XCOMET (↑)
SONAR (Duquenne et al., 2023) 0.428 0.749 0.305 0.260 0.428 0.651 0.269
SONAR-75 0.866 0.813 0.882 0.869 0.866 0.839 0.867
CHARSONAR-75 0.875 0.814 0.888 0.874 0.875 0.842 0.871

xsim++ (↓)
SONAR (Duquenne et al., 2023) 53.8 29.3 63.5 70.2 53.8 36.1 68.6
SONAR-75 8.7 21.6 9.6 10.5 8.7 17.7 11.0
CHARSONAR-75 8.2 20.9 10.1 10.8 8.2 16.9 11.8

Table C.5: Text translation (XCOMET ↑) and text retrieval (xsim++ ↓) results per linguistic
family and script for the 12 newly added languages. Results in FLORES+ devtest
xxx→eng.

Grouped by Linguistic Family Grouped by Script

Balto-Slavic Romance Turkic Indic Iranian Uralic Mongolic Greek Latin Cyrillic Devanagari Arabic Greek

# Languages 16 15 11 10 6 3 1 1 34 12 10 6 1

XCOMET (↑)
SONAR 0.934 0.926 0.850 0.849 0.871 0.937 0.838 0.932 0.917 0.916 0.849 0.818 0.932
SONAR -75 0.942 0.935 0.884 0.870 0.881 0.944 0.864 0.936 0.929 0.925 0.870 0.852 0.936
CHARSONAR-75 0.946 0.940 0.892 0.877 0.887 0.946 0.876 0.939 0.934 0.930 0.877 0.860 0.939

xsim++ (↓)
SONAR 8.1 8.0 13.4 13.5 10.7 7.1 13.3 9.2 8.3 9.7 13.5 16.1 9.2
SONAR -75 6.2 5.5 10.0 9.7 8.2 5.7 11.0 6.7 6.1 7.7 9.7 11.6 6.7
CHARSONAR 5.8 5.2 9.4 9.1 7.7 5.3 10.1 6.9 5.7 7.1 9.1 11.0 6.9

Table C.6: Text translation (XCOMET ↑) and text retrieval (xsim++ ↓) results per linguistic
family and script for the 63 base training languages. Results in FLORES devtest
xxx→eng.
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E2E ST CHARSONAR Cascades S-CHARSONAR (CV) + FLEURS

Language SONAR WHISPER SEAMLESSM4T w/ MMS w/ WHISPER MLP V-ALIGN DUAL V-ALIGN DUAL

ast_Latn∗ - - 0.752 0.821 - 0.204 0.816 0.223 0.840 0.849
azj_Latn - 0.642 0.837 0.762 0.777 0.197 0.788 0.194 0.788 0.764
bel_Cyrl 0.823 0.676 0.885 0.864 0.842 0.856 0.864 0.868 0.874 0.886
bos_Latn 0.882 0.829 0.919 0.899 0.911 - - - - -
bul_Cyrl 0.852 0.816 0.902 0.884 0.891 0.879 0.891 0.898 0.892 0.907
cat_Latn 0.886 0.874 0.929 0.893 0.929 0.903 0.900 0.922 0.913 0.930
ces_Latn 0.873 0.811 0.910 0.889 0.904 0.888 0.890 0.904 0.902 0.911
ckb_Arab∗ - - 0.766 0.786 - 0.692 0.800 0.798 0.802 0.818
ell_Grek - 0.747 0.868 0.860 0.874 0.216 0.866 0.866 0.872 0.889
est_Latn 0.805 0.629 0.898 0.908 0.902 0.877 0.910 0.912 0.918 0.914
fin_Latn 0.799 0.768 0.887 0.900 0.926 0.229 0.902 0.904 0.906 0.905
fra_Latn 0.870 0.891 0.910 0.884 0.935 0.888 0.906 0.914 0.914 0.922
glg_Latn - 0.830 0.917 0.897 0.908 0.859 0.908 0.913 0.906 0.910
hin_Deva 0.770 0.746 0.856 0.856 0.834 0.854 0.876 0.875 0.880 0.882
hrv_Latn∗ 0.866 0.816 0.895 0.903 0.912 - - - - -
hun_Latn - 0.724 0.878 0.867 0.886 0.870 0.866 0.882 0.884 0.892
ita_Latn 0.892 0.898 0.927 0.915 0.943 0.914 0.924 0.926 0.932 0.939
kaz_Cyrl - 0.349 0.846 0.844 0.774 0.198 0.849 0.198 0.866 0.876
khk_Cyrl - 0.207 0.748 0.731 0.342 0.229 0.732 0.213 0.763 0.764
kir_Cyrl∗ - - 0.854 0.837 - 0.197 0.855 0.853 0.861 0.865
lit_Latn 0.766 0.579 0.832 0.880 0.853 0.858 0.881 0.885 0.884 0.897
lvs_Latn 0.848 0.589 0.885 0.899 0.888 0.879 0.905 0.909 0.908 0.910
mar_Deva 0.734 0.503 0.821 0.812 0.684 0.734 0.836 0.843 0.840 0.846
mkd_Cyrl 0.887 0.808 0.917 0.919 0.912 0.246 0.927 0.925 0.928 0.928
npi_Deva 0.675 0.538 0.826 0.790 0.652 0.196 0.810 0.798 0.801 0.799
oci_Latn - 0.483 0.568 0.747 0.583 0.202 0.707 0.707 0.795 0.805
pes_Arab 0.810 0.666 0.887 0.867 0.851 0.875 0.890 0.884 0.887 0.899
pol_Latn 0.860 0.856 0.893 0.888 0.923 0.876 0.888 0.899 0.898 0.908
por_Latn 0.878 0.906 0.897 0.902 0.941 0.885 0.908 0.917 0.918 0.922
ron_Latn 0.856 0.867 0.909 0.895 0.919 0.855 0.900 0.904 0.906 0.905
rus_Cyrl 0.878 0.893 0.912 0.883 0.934 0.883 0.898 0.908 0.903 0.910
slk_Latn 0.885 0.822 0.914 0.911 0.924 0.876 0.909 0.917 0.919 0.921
slv_Latn 0.843 0.672 0.879 0.871 0.852 0.201 0.871 0.200 0.883 0.875
snd_Deva∗ 0.360 0.360 0.443 0.698 0.423 - - - - -
spa_Latn 0.888 0.893 0.908 0.899 0.934 0.912 0.917 0.920 0.922 0.930
srp_Cyrl 0.891 0.856 0.924 0.924 0.929 0.235 0.922 0.913 0.927 0.928
tgk_Cyrl∗ - 0.523 0.858 0.874 0.658 - - - - -
tur_Latn 0.743 0.827 0.888 0.878 0.924 0.868 0.885 0.903 0.899 0.909
ukr_Cyrl 0.858 0.865 0.912 0.890 0.931 0.887 0.903 0.904 0.911 0.915
uzn_Latn 0.736 0.326 0.846 0.753 0.527 0.798 0.839 0.843 0.846 0.854

Table C.7: Speech Translation XCOMET scores on FLEURS test xxx→eng. In bold is the best for
each language. The 6 languages with ∗ were not part of the main results of Table 6.7,
since they were not supported either by our models or by WHISPER. E2E ST: Original
SONAR W2V-BERT Speech Encoders with SONAR decoder. (Duquenne et al., 2023),
WHISPER-LARGE-V3 (Radford et al., 2023), SEAMLESSM4T-LARGE-V2 (Barrault et al.,
2025). S-CHARSONAR (CV): Our proposed model trained on Common Voice Data with
the three different Adapters. (+ FLEURS): Our proposed model trained on Common Voice
and FLEURS.
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D.1 Examples for In-context Learning

In Tables D.1 to D.3, we present examples that were used for in-context learning when
generating new examples with GPT-4 (§7.4.1).

1.1 Contrastive Stress
Sentence x She didn’t give the book to John.
Prosody pa She didn’t give the *BOOK* to John.
Interpretation ia Something else was given to John.
Prosody pb She didn’t give the book to *JOHN*.
Interpretation ib The book was given to someone else.

1.2 New vs. Given Information
Sentence x The committee decided to postpone the meeting.
Prosody pa The *COMMITTEE* decided to postpone the meeting.
Interpretation ia Given: Someone decided to postpone the meeting; New: It was the committee who decided.
Prosody pb The committee decided to *POSTPONE* the meeting.
Interpretation ib Given: The committee decided something; New: The decision was to postpone it.

1.3 Relational vs. Descriptive Adjectives
Sentence x They are German teachers.
Prosody pa They are *GERMAN* teachers.
Interpretation ia Teachers who teach the German language. (Relational)
Prosody pb They are German *TEACHERS*.
Interpretation ib Teachers who are German. (Descriptive)

1.4 Focus-Sensitive Operators
Sentence x I only introduced John to Maria at yesterday’s party.
Prosody pa I only introduced *JOHN* to Maria at yesterday’s party.
Interpretation ia John was the only person I introduced to Maria.
Prosody pb I only introduced John to *MARIA* at yesterday’s party.
Interpretation ib Maria was the only person I introduced John to.

Table D.1: Examples in the category Sentence Stress that were used for in-context learning.
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2.1 Direct vs. Indirect Statements
Sentence x Alex announced Jamie will meet the manager.
Prosody pa Alex *ANNOUNCED* | Jamie will meet the manager.
Interpretation ia (Direct Statement)
Prosody pb Alex announced Jamie will meet the manager.
Interpretation ib (Indirect Statement)

2.2 Restrictive vs. Non-Restrictive Phrases
Sentence x The students who were talking were sent out.
Prosody pa The students who were *TALKING* | were sent out.
Interpretation ia Only the students who were talking were actually sent out. (Restrictive)
Prosody pb The *STUDENTS* | who were talking | were sent out.
Interpretation ib All students were sent out, and the fact they were talking is additional information. (Non-restrictive)

2.3 Attachment Ambiguities
Sentence x Paula phoned her friend from Alabama.
Prosody pa Paula phoned her friend | from *ALABAMA*.
Interpretation ia Paula called her friend while she was in Alabama. (VP Attachment)
Prosody pb Paula phoned | her *FRIEND* from Alabama.
Interpretation ib Paula phoned her friend who is from Alabama. (NP Attachment)

2.4 Phrasal Verbs
Sentence x John laughed at the party.
Prosody pa John *LAUGHED* | at the party.
Interpretation ia John laughed while he was at the party. (Literal)
Prosody pb John *LAUGHED AT* | the party.
Interpretation ib John made fun of the party. (Idiomatic)

2.5 Complementizer vs. Parenthetical
Sentence x We only suspected they all knew that a burglary had been committed.
Prosody pa We only *SUSPECTED* | they all knew that a burglary had been committed.
Interpretation ia The suspicion was that they all knew about the burglary. (Complementizer)
Prosody pb We only suspected | they all *KNEW* | that a burglary had been committed.
Interpretation ib They all knew that we only suspected that a burglary had been committed. (Parenthetical)

2.6 Modifier Scope
Sentence x This collar is dangerous to younger dogs and cats.
Prosody pa This collar is dangerous to *YOUNGER* dogs and cats.
Interpretation ia Younger refers to both dogs and cats. (Broad Scope)
Prosody pb This collar is dangerous to *YOUNGER* dogs | and *CATS*.
Interpretation ib Younger refers only to dogs. (Narrow Scope)

Table D.2: Examples in the category Prosodic Breaks that were used for in-context learning.
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3. Intonation Patterns
Sentence x You can solve this problem
Prosody pa You *CAN* solve this problem.
Interpretation ia Encouraging or asserting the person’s ability to solve this problem.
Prosody pb You _can_ solve this problem?
Interpretation ib Questioning the person’s ability to solve this problem.

4. Emotional Prosody (Happy/Sad)
Sentence x The surgery went as expected.
Prosody pa <happy> The surgery went *AS EXPECTED*!
Interpretation ia The surgery’s successful outcome aligns with hopes and predictions, leading to joy and relief.
Prosody pb <sad> The surgery went _as expected_ ...
Interpretation ib The expected outcome was not favorable, leading to a somber tone.

4. Emotional Prosody (Fearful/Angry)
Sentence x Can we talk about this later?
Prosody pa <fearful> Can we... talk about this... later?
Interpretation ia Indicates hesitation or fear about the topic, or the situation in general.
Prosody pb <angry> Can we *TALK* about this later!?
Interpretation ib Implies urgency or frustration, and a demand for immediate attention.

5. Politeness
Sentence x Can you move your car?
Prosody pa <polite> Can you _move_ your car?
Interpretation ia A polite request to move the car.
Prosody pb <impolite> Can you *MOVE* your *CAR*?!
Interpretation ib A rude demand to move the car, with an aggressive tone.

Table D.3: Examples in the categories Intonation Patterns, Emotional Prosody, and Politeness,
that were used for in-context learning.

D.2 Quality Assessment for TTS Candidates

Here we present the objectives we defined for assessing the quality of the generated speech
candidates for each contrastive example. The objective is applied only to candidates that
had WER = 0 using WHISPER. If all candidates are invalid for a prosodic case, the whole
example is removed. We also defined some threshold levels for the objectives after trial
and error, in order to remove examples where the best candidate was below it.

Sentence Stress. We use forced-alignment with WAV2VEC 2.0 (Baevski et al., 2020)
to obtain the segment for each word in the signal, and extract their loudness, pitch, and
duration features. Then we define the stress level stress for a word w as the weighted sum
of these three features. Finally, we select the best candidate according to a simple objective
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objstress that has three goals: (1) maximize the stress of the target word (stresstgt), (2)
minimize the stress of the target word of the contrastive case (stressfoil), and (3) minimize
the average stress of the rest.

stressw = λ1loudw + λ2pitchw + λ3durw (D.1)

objstress = 2 · stresstgt − stressfoil −
1

n− 1

∑
w ̸=tgt

stressw (D.2)

where we used λ1 = 0.5, λ2 = 0.3, and λ3 = 0.2. Note that in the sentence stress examples,
there is always exactly one target word in each contrastive prosodic case.

Prosodic Breaks. Likewise, after forced-alignment, we measure the duration dur of each
gap l between the words in the utterance, and define a similar objective objbreak as:

objbreak = 2
1

|tgt|
∑
l∈tgt

durl −
1

|foil|
∑
l∈foil

durl −
1

n− |tgt|
∑
l /∈tgt

durl (D.3)

In this category, there can be 0 to 2 breaks in each prosodic case, which could be shared
between the two prosodic cases. In the objective, we consider only the ones that are not
common in the two cases.

Intonation Patterns. We use teacher-forcing with WHISPER to extract the punctuation
probabilities given the transcription text without the ending punctuation. The probability
of the sentence to be a statement is the sum of the probabilities of the tokens “.” and “!”,
while the probability of a question is the probability of the token “?”. Thus, the objective
objinton for a statement is defined as:

objinton = P (. | s, t<n) + P (! | s, t<n)− P (? | s, t<n) (D.4)

where s is the speech signal and t<n are the tokens of the transcription, excluding the
final one, which corresponds to the punctuation in all cases of this category. The negative
objective −objinton is used for a case that is a question.

Emotional Prosody. We employ an emotion classifier1 which is based on a finetuned
WAV2VEC 2.0 on the RAVDESS dataset (Livingstone and Russo, 2018), and define the

1huggingface.co/ehcalabres/wav2vec2-lg-XLS-R-en-speech-emotion-recognition
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objective as:

objemo = P (etgt | s; θ)− P (efoil | s; θ) (D.5)

where θ are the parameters of the classifier, etgt is the target emotion label, and efoil is the
emotion label of the other prosodic case.

Politeness. To the best of our knowledge, there is no open-sourced audio classifier
to detect politeness levels. Thus, we re-purpose the emotion classifier and define the
probabilities of politeness and impoliteness as a weighted sum of the 8 available emotion
classes:

P (polite) =
∑

eweP (e | s)∑
ewe

(D.6)

and similarly for impolite. We used the weighted scheme displayed in Table D.4, which
was obtained by prompting GPT-4.

Emotion Politeness Impoliteness

Happy 0.3 -0.1
Calm 0.3 -0.2

Neutral 0.2 0.1
Surprised 0.1 0.1

Sad 0.0 0.2
Disgust -0.1 0.3
Angry -0.2 0.4
Fearful -0.1 0.0

Table D.4: Weighting scheme for Politeness and Impoliteness labels based on the emotion
classifier.

D.3 Data

D.3.1 Data Statistics

Table D.5 provides detailed statistics for each category and subcategory throughout the
generation stages. The quality constraints of the cTTS system, where prosody was not
always effectively encoded in the speech, necessitated the removal of a large percentage of
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examples before the translation stage. Additionally, many examples were removed because
the oracle translations for both contrastive cases were identical.

Initial Generated Synthesised Translated

Category / Subcategory deu spa jpn

Contrastive Stress (General) 200 199 183 87 76 97
Relational/Descriptive Adjectives 200 199 147 42 33 51
Contrastive Stress (Noun-Phrase) 200 199 124 37 36 39
New/Given Information 200 197 146 51 65 91
Focus-sensitive Operators 200 181 118 60 42 64

Sentence Stress 1000 975 718 277 252 342

Complementizer/Parenthetical 200 200 171 59 46 73
VP/NP Attachment 200 200 66 23 18 20
Modifier Scope 200 200 200 83 107 81
Restrictive/Nonrestrictive 200 199 177 65 82 40
Direct/Indirect 200 198 154 41 25 70
Phrasal Verbs 42 42 17 5 1 5

Prosodic Breaks 1042 1039 785 276 279 289

Intonation Patterns 300 263 174 173 173 173

Sad-Happy 200 200 1 1 1 1
Neutral-Angry 200 199 185 123 111 119
Neutral-Happy 200 198 161 81 97 81
Disgust-Angry 200 198 18 4 5 3
Disgust-Sad 200 198 - - - -
Neutral-Surprised 200 198 43 33 35 30
Disgust-Neutral 200 197 7 2 5 5
Happy-Angry 200 197 138 50 65 72
Sad-Surprised 200 197 3 2 2 2
Sad-Neutral 200 196 4 3 2 2
Sad-Angry 200 196 5 1 4 4
Disgust-Surprised 200 196 4 2 2 1
Disgust-Happy 200 195 10 5 7 6
Happy-Surprised 200 195 52 34 27 21
Angry-Surprised 200 193 68 32 34 30

Emotional Prosody 3000 2953 699 373 397 377

Politeness 400 375 387 212 193 206

Total 5742 5605 2763 1311 1294 1387

Table D.5: Number of Examples by Category and Subcategory throughout the generation
pipeline.
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D.3.2 Overly Explanatory Examples

Table D.6 presents two examples where GPT-4, acting as an oracle translator (§7.4.2),
proposed overly explanatory translations in the emotional prosody category. Both are
in line with the emotion of the speaker, but they contain new information not originally
present in the source. These were removed during the filtering stage due to the excessive
word-length ratio between the two cases.

Example 1: This will only take a minute.

A (neutral) Das dauert nur eine Minute.
(This will only take a minute.)

B (angry) Das dauert nur eine Minute, also machen Sie keinen Aufstand.
(This will only take a minute so don’t make a fuzz about it.)

Example 2: Our case was dismissed.

A (neutral) Unser Fall wurde abgewiesen.
(Our case was dismissed.)

B (sad) Unser Fall wurde abgewiesen und das macht mich fassungslos.
(Our case was dismissed which is just perplexing.)

Table D.6: Examples of overly explanatory translations proposed by GPT-4. These were filtered
out of the final benchmark.

D.4 Evaluated Speech Translation Models

This section details the model families and specific versions used in our experiments. We
evaluated a total of 31 ST model variants. All models are available in the Hugging Face
Transformers Library (Wolf et al., 2020). For inference, we used the default generation
parameters and a beam size of 5.

1. SEAMLESSM4T (Barrault et al., 2025), with its two versions V1 (Seamless Com-
munication, 2023a) and V2 (Seamless Communication, 2023b) are a family of
unified encoder-decoder models. They are both multilingual (supporting up to 100
languages) and multimodal (accepting speech or text input/output), capable of per-
forming ASR, TTS, MT, ST, and Speech-to-Speech translation. The architecture
comprises a text encoder, text decoder, speech encoder, and speech decoder, where
specific components are activated based on the input and output modalities. The
text encoder-decoder is based on NLLB (NLLB, 2024), the speech encoder on
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a Conformer-based (Gulati et al., 2020) W2V-BERT (Chung et al., 2021), and
the speech decoder on a unit decoder (Inaguma et al., 2023) with a HiFi-GAN
vocoder (Kong et al., 2020). The original version includes a Medium (1.2B)2 and a
Large (2.3B)3 variant, while V2 offers a LARGE variant (2.3B)4. For the cascaded
ST setup, we first utilize the model in ASR mode, followed by the same model in
MT mode.

2. XLS-R (Babu et al., 2022) is a multilingual E2E ST model based on WAV2VEC

2.0 (Baevski et al., 2020), trained via self-supervised learning on a large speech
corpus covering 128 languages. For ST, the encoder is coupled with the decoder
from MBART-50 (Liu et al., 2020a) and finetuned on paired speech-translation data.
We use the following versions, which are finetuned on the English-to-15 subset of
CoVoST 2 (Wang et al., 2020c): 300M5, 1B6, and 2B7.

3. ZEROSWOT (introduced in Ch. 5) is a zero-shot E2E ST model that aligns a
WAV2VEC 2.0 encoder with an NLLB decoder . It achieves this by compressing the
speech representation into subword units and applying Optimal Transport (Frogner
et al., 2015) alignment, utilizing only ASR data. The versions used here employ
an NLLB model finetuned on the text data of CoVoST 2, while the ZEROSWOT

alignment was trained on Common Voice (Ardila et al., 2020). The MEDIUM

version8 contains 1B parameters, and the LARGE version9 contains 1.7B parameters.

4. SALMONN (Tang et al., 2024) is a general-purpose audio LLM capable of various
speech and audio tasks, including ST. It is built upon the Vicuna LLM (Peng et al.,
2023) and incorporates two encoders: one from WHISPER (Radford et al., 2023) and
one from BEATs (Chen et al., 2023b). The concatenated output representations from
these encoders are processed by a Q-former (Li et al., 2023) and fed to the LLM,
which is finetuned using LoRA (Hu et al., 2022). We evaluate the 7B10 and 13B11

versions. To translate speech, we use the prompt recommended in the original paper:
“Listen to the speech and translate it into {Target Language}”.

2huggingface.co/facebook/seamless-m4t-medium
3huggingface.co/facebook/seamless-m4t-large
4huggingface.co/facebook/seamless-m4t-v2-large
5huggingface.co/facebook/wav2vec2-xls-r-300m-en-to-15
6huggingface.co/facebook/wav2vec2-xls-r-1b-en-to-15
7huggingface.co/facebook/wav2vec2-xls-r-2b-en-to-15
8huggingface.co/johntsi/ZeroSwot-Medium-cv-covost2-en-to-15
9huggingface.co/johntsi/ZeroSwot-Large-cv-covost2-en-to-15

10huggingface.co/tsinghua-ee/SALMONN-7B
11huggingface.co/tsinghua-ee/SALMONN
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5. WHISPER→ NLLB represents an AED-based cascade. WHISPER (Radford et al.,
2023) is an encoder-decoder model performing ASR and many-to-English ST. We
utilize three versions for this cascade: WHISPER-MEDIUM12, WHISPER-LARGE13,
and the V3 LARGE version14. While we primarily report results with V3, we also
discuss V1 to avoid bias, as it was used during the filtering process. NLLB (NLLB,
2024) is a massively multilingual MT model covering 200 languages. We used two
distilled versions of the 54B MoE model, distilled-600M15 and distilled-1.3B16, as
well as the dense 3.3B model17. Evaluating all combinations resulted in 9 cascade
variants.

6. CTC→ NLLB represents a CTC-based cascade. We employ three different CTC
encoders. The first is the LARGE version (300M) of WAV2VEC 2.018, finetuned
on Libri-Light (Kahn et al., 2020) and Librispeech (Panayotov et al., 2015) with
self-training (Xu et al., 2021b). The second is the LARGE version (300M) of
HUBERT (Hsu et al., 2021)19, finetuned on Librispeech. The third is the XL version
of HUBERT20 (1B parameters). Combined with the three NLLB models, this yields
9 CTC-based cascade variants.

D.5 Additional Results

In Table D.7, we present the Global Contrastive Quality scores for all 31 ST models across
the three language pairs. These results form the basis for the regression analysis presented
in Figure 7.5 in §7.7 of the main text.

In Figures D.1 and D.2, we compare the four representative models for Spanish and
Japanese, mirroring the analysis performed for German in Figure 7.7 in the main text.
Overall, the findings and observations coincide with those for German.

12huggingface.co/openai/whisper-medium
13huggingface.co/openai/whisper-large
14huggingface.co/openai/whisper-large-v3
15huggingface.co/facebook/nllb-200-distilled-600M
16huggingface.co/facebook/nllb-200-distilled-1.3B
17huggingface.co/facebook/nllb-200-3.3B
18huggingface.co/facebook/wav2vec2-large-960h-lv60-self
19huggingface.co/facebook/hubert-large-ls960-ft
20huggingface.co/facebook/hubert-xlarge-ls960-ft
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Model Model Type Size (B) Contrastive Quality (Global)

eng-deu eng-spa eng-jpn Average

SEAMLESSM4T-V1-MEDIUM E2E 1.2 9.1 10.4 10.1 9.9
SEAMLESSM4T-V1-LARGE E2E 2.3 7.8 8.7 8.2 8.2
SEAMLESSM4T-V2-LARGE E2E 2.3 14.5 11.0 13.9 13.1

XLS-R-300M E2E 0.3 10.2 9.3 9.5 9.6
XLS-R-1B E2E 1.0 9.3 8.3 8.1 8.6
XLS-R-2B E2E 2.0 7.3 8.4 7.0 7.6

ZEROSWOT-MEDIUM E2E 0.9 8.9 7.5 7.5 8.0
ZEROSWOT-LARGE E2E 0.9 8.7 7.7 7.9 8.1

SALMONN-7B E2E 7.0 12.7 9.4 12.9 11.7
SALMONN-13B E2E 13.0 15.9 12.3 16.1 14.8

SEAMLESSM4T-V1-MEDIUM Cascade-AED 2.4 7.3 7.6 6.9 7.2
SEAMLESSM4T-V1-LARGE Cascade-AED 4.6 6.5 5.8 4.3 5.5
SEAMLESSM4T-V2-LARGE Cascade-AED 4.6 10.5 7.7 8.7 8.9

WHISPER-V1-MEDIUM→ NLLB-600M Cascade-AED 1.4 5.7 5.0 5.4 5.4
WHISPER-V1-MEDIUM→ NLLB-1.3B Cascade-AED 2.1 6.2 5.0 5.8 5.6
WHISPER-V1-MEDIUM→ NLLB-3.3B Cascade-AED 4.1 6.6 5.1 5.4 5.7
WHISPER-V1-LARGE→ NLLB-600M Cascade-AED 2.2 5.9 4.9 6.1 5.6
WHISPER-V1-LARGE→ NLLB-1.3B Cascade-AED 2.9 6.0 4.7 5.8 5.5
WHISPER-V1-LARGE→ NLLB-3.3B Cascade-AED 4.9 6.3 4.6 5.6 5.5
WHISPER-V3-LARGE→ NLLB-600M Cascade-AED 2.2 5.3 4.6 6.5 5.5
WHISPER-V3-LARGE→ NLLB-1.3B Cascade-AED 2.9 5.3 4.7 5.4 5.1
WHISPER-V3-LARGE→ NLLB-3.3B Cascade-AED 4.9 5.5 4.8 5.3 5.2

WAV2VEC 2.0→ NLLB-600M Cascade-CTC 0.9 1.4 1.3 2.0 1.5
WAV2VEC 2.0→ NLLB-1.3B Cascade-CTC 1.6 1.7 1.0 1.4 1.3
WAV2VEC 2.0→ NLLB-3.3B Cascade-CTC 3.6 1.6 0.9 1.7 1.4
HUBERT→ NLLB-600M Cascade-CTC 0.9 3.2 2.7 2.5 2.8
HUBERT→ NLLB-1.3B Cascade-CTC 1.6 2.2 2.4 2.9 2.5
HUBERT→ NLLB-3.3B Cascade-CTC 3.6 2.7 2.6 2.9 2.7
HUBERT-XL→ NLLB-600M Cascade-CTC 1.6 2.4 2.9 3.0 2.8
HUBERT-XL→ NLLB-1.3B Cascade-CTC 2.3 3.5 1.7 2.7 2.6
HUBERT-XL→ NLLB-3.3B Cascade-CTC 4.3 2.6 2.4 2.5 2.5

Table D.7: Contrastive Quality (Global) scores for English-German, English-Spanish, and
English-Japanese, including their averages.
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Intonation Patte
rns

Intonation Patte
rns

Figure D.1: Upper: Model performance per category (eng-spa). Lower: Model performance
comparisons (eng-spa): (a) SALMONN-13B vs. SEAMLESSM4T-V2-LARGE,
(b) SEAMLESSM4T-V2-LARGE (E2E) vs. SEAMLESSM4T-V2-LARGE (Cascade),
(c) SEAMLESSM4T-V2-LARGE (Cascade) vs. WHISPER-V3-LARGE→ NLLB-
3.3B.
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Intonation Patte
rns

Intonation Patterns

Figure D.2: Upper: Model performance per category (eng-jpn). Lower: Model performance
comparisons (eng-jpn): (a) SALMONN-13B vs. SEAMLESSM4T-V2-LARGE,
(b) SEAMLESSM4T-V2-LARGE (E2E) vs. SEAMLESSM4T-V2-LARGE (Cascade),
(c) SEAMLESSM4T-V2-LARGE (Cascade) vs. WHISPER-V3-LARGE→ NLLB-
3.3B.
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In this chapter we provide details for the main-author papers written through the course of
this doctoral thesis, that were not included in the main text.

E.1 Pretrained Speech Encoders and Efficient Fine-tuning
Methods for Speech Translation

This section is based on our work “Pretrained Speech Encoders and Efficient Fine-tuning
Methods for Speech Translation”, published in IWSLT 2022 (Tsiamas et al., 2022b).

Efficient Adaptation of Foundation Models. In this work, we addressed the computa-
tional and data challenges of training competitive End-to-End Speech Translation (E2E
ST) systems by leveraging large-scale pre-trained models. Participating in the IWSLT
2022 Offline Speech Translation task (Anastasopoulos et al., 2022), we proposed a sys-
tem architecture initialized with self-supervised speech encoders (comparing WAV2VEC

2.0 (Baevski et al., 2020) and HUBERT (Hsu et al., 2021)) coupled with a pre-trained mul-
tilingual MBART-50 decoder (Liu et al., 2020a). To mitigate the prohibitive computational
cost of fully fine-tuning these massive architectures, we adopted and extended efficient
fine-tuning strategies. We employed the LayerNorm and Attention (LNA) method (Li et al.,
2021) and proposed complementing it with scaled parallel adapters (Houlsby et al., 2019)
inserted into the frozen feed-forward layers. This methodological innovation allowed us to
adapt the models to the specific translation task while updating only a fraction of the total
parameters, effectively balancing model plasticity with training efficiency.

Encoder Comparison and Segmentation Robustness. Our experimental analysis re-
vealed that the HUBERT encoder consistently outperformed WAV2VEC 2.0, providing
a more robust foundation for the ST task. Furthermore, we addressed the input process-
ing bottleneck inherent in real-world evaluation scenarios. By applying our previously
proposed Supervised Hybrid Audio Segmentation (SHAS) method (see Ch. 3) to the
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unsegmented IWSLT test sets, we achieved substantial improvements of up to 5 BLEU
compared to the provided baseline segmentation. We also investigated the utility of Knowl-
edge Distillation (KD) (Hinton et al., 2015) from a Machine Translation teacher; however,
we observed that KD yields diminishing returns when the performance gap between the
MT teacher and the ST student is narrow. Ultimately, our best submission, an ensem-
ble of models utilizing HUBERT and parallel adapters, achieved competitive results on
the English-German, English-Japanese, and English-Chinese tracks, demonstrating that
parameter-efficient adaptation of foundation models, combined with optimal segmentation,
is a viable path for high-performance speech translation.

E.2 Speech Translation with Foundation Models and
Optimal Transport

This section is based on our work “Speech Translation with Foundation Models and
Optimal Transport”, published in IWSLT 2023 (Tsiamas et al., 2023b).

Siamese Pretraining and Cross-Modal Alignment. In this contribution to the IWSLT
2023 Offline Speech Translation task (Agarwal et al., 2023), we investigated methods to
bridge the representation gap between independently pre-trained foundation models. We
constructed an E2E system by coupling a WAV2VEC 2.0 encoder (Baevski et al., 2020)
with an MBART-50 decoder (Liu et al., 2020a). The core contribution of this work, which
serves as a precursor to the ZEROSWOT methodology presented in Ch. 5, is an extended
“Siamese” pretraining strategy. We employed Optimal Transport (OT) (Frogner et al., 2015;
Le et al., 2023) to align the acoustic representations with the semantic space of the frozen
text encoder before supervised fine-tuning. Unlike ZEROSWOT, which relies solely on this
alignment for zero-shot inference, this work utilizes OT as a robust pre-training objective
to maximize transfer learning from the Machine Translation foundation model, effectively
initializing the speech encoder to produce “text-like” embeddings.

Data Augmentation and Segmentation. To further enhance the system’s robustness
to data scarcity and segmentation mismatches, we integrated several data-centric innova-
tions proposed throughout this dissertation. We generated synthetic training data using
SEGAUGMENT (see Ch. 4), creating diverse views of the training utterances to prevent
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overfitting to specific segmentation patterns. Additionally, we incorporated Knowledge
Distillation (Hinton et al., 2015) from the fine-tuned MT model to guide the ST train-
ing (Liu et al., 2019). At inference time, we processed the unsegmented test sets using
SHAS (see Ch. 3), tuning the segmentation parameters specifically for the TED and ACL
domains. The combination of OT-based alignment, robust data augmentation, and optimal
segmentation allowed our single models and ensembles to achieve very competitive perfor-
mance, validating the efficacy of aligning speech and text modalities via optimal transport
in a supervised setting.

E.3 Efficient Speech Translation with Dynamic Latent
Perceivers

This section is based on our work “Efficient Speech Translation with Dynamic Latent
Perceivers”, published in ICASSP 2023 (Tsiamas et al., 2023c).

Linear Complexity with Perceiver Encoders. While the Transformer architec-
ture (Vaswani et al., 2017) has become the standard for E2E ST (Wang et al., 2020b),
its self-attention mechanism suffers from quadratic complexity O(n2) with respect to
the sequence length n. This poses a significant efficiency bottleneck for speech signals,
which are inherently much longer than text. In this work, we proposed the Speech-to-Text

Perceiver (S2T-PERCEIVER), an architecture that mitigates this issue by replacing the
standard encoder with a Perceiver (Jaegle et al., 2021). The model utilizes a cross-attention
layer to project the variable-length input acoustic features into a fixed-length latent space
of size m, followed by deep processing via self-attention solely within this latent space.
This design effectively decouples the computational cost from the input length, reducing
the complexity to O(m · n), which is linear with respect to the speech duration.

Dynamic Latent Access for Flexible Inference. To further enhance the efficiency and
flexibility of the model, we introduced Dynamic Latent Access (DLA), a novel training
and inference strategy. DLA allows the model to be trained with a large latent capacity
while only accessing a random subset of latents at each training step, thereby increas-
ing expressive power without incurring additional computational overhead. Crucially,
this training regime enables a flexible inference mechanism where the number of active
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latents can be adjusted dynamically based on the available computational budget. We
proposed a diversity-based selection algorithm to identify the most informative latents
during inference, allowing the S2T-PERCEIVER to scale down to 0.6× the FLOPS of
a standard S2T-Transformer while maintaining competitive translation quality on the
MuST-C benchmark (Di Gangi et al., 2019a).

E.4 Sequential Contrastive Audio-Visual Learning

This section is based on our work “Sequential Contrastive Audio-Visual Learning”, pub-
lished in ICASSP 2025 (Tsiamas et al., 2025b) and developed during a research internship
at Dolby Laboratories between November 2023 and February 2024.

Fine-grained Alignment Beyond Speech Translation. In this work, we explored the
broader applicability of cross-modal alignment beyond the text–speech domain. We identi-
fied a critical bottleneck in standard Contrastive Audio-Visual Learning (CAV) (Morgado
et al., 2021): the temporal aggregation of representations into global embeddings, which
obscures fine-grained sequential information. To overcome this, we introduced Sequential

Contrastive Audio-Visual Learning (SCAV), a framework that aligns modalities in their
native, non-aggregated sequential space. We experimented with various sequential dis-
tance metrics, including Dynamic Time Warping (Vintsyuk, 1968) and Optimal Transport
(Wasserstein distance) (Frogner et al., 2015), to compute the alignment cost between
audio and visual sequences. This approach effectively extends the alignment principles
discussed in Ch. 5 to the audio-visual domain by leveraging sequential geometry to capture
synchronicity and semantic correspondence without temporal compression.

Retrieval Performance and Efficiency. Our experiments on the VGGSound (Chen et al.,
2020) and Music (Zhao et al., 2018) datasets demonstrated that SCAV yields substantial
improvements in retrieval tasks, outperforming standard aggregation-based methods by up
to 3.5× in recall. Notably, the method excelled in zero-shot retrieval scenarios, validating
the robustness of the learned representations. To address the computational cost of sequen-
tial comparisons, we further introduced a hybrid retrieval mechanism that combines the
efficiency of global embeddings with the precision of sequential distances. While this work
targets audio-visual representation learning, it reinforces the fundamental hypothesis of
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Part III of this thesis: that bridging the modality gap requires robust, geometry-aware align-
ment strategies capable of capturing the rich temporal dynamics inherent in multimodal
data.
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